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1 Introduction 
In this deliverable we describe the intermediate results achieved in the first part of the 
project, related to the design and evaluation of tools and protocols for communication 
in Electronic Social Networks (ESNs). Specifically, the activities have been carried 
out along three main lines: 

• Tools for community detection in ESNs (partly shared with WP1, and reported 
in details in D1.2) 

• Design and evaluation of *-cast multi-hop routing protocols in ESNs 

• Design and evaluation of privacy preserving solutions exploiting social trust 
relationships 

The first line (recalled in Section 2) focuses on the development of online tools for 
detecting social communities in ESNs. It builds on previous work dealing with the 
detection of communities off-line, by analyzing traces of contact among users in 
ESNs. The key innovation provided is deriving efficient algorithms that can be used 
to detect those communities on-line, as the network is dynamically evolving. In 
addition, we have also started to explore the statistical properties of “meeting groups”, 
which are a sort of dynamic version of the (mostly static) concept of communities. 
Meeting groups are composed of members of the same community, which however 
do not necessarily meet all at the same time. In this deliverable we describe initial 
work looking at the properties of meeting and inter-meeting times among meeting 
groups. 

The second line (described in Section 3) focuses on the design and evaluation of 
routing protocols for ESNs, which exploit information about the social relationships 
among users. This is a key building block for the activities of this Work Package. We 
specifically focus on two solutions which have been refined in the framework of 
SOCIALNETS, i.e., Bubble Rap and HiBOp. Bubble Rap exploits two key pieces of 
information for performing routing operations. Firstly, it exploits the fact that people 
can be grouped in social communities that can be detected according to the tools 
studied in this work package. Therefore, messages are propagated in the destination(s) 
communities, as soon as one member is encountered by a carrier of the message. 
Secondly, Bubble Rap exploits the fact that nodes have different levels of sociability, 
that can be measured as the degree in their social network. Bubble Rap includes 
efficient solutions to estimate users sociability, as well. When members of the 
destination(s) community are not available, Bubble Rap pushes messages towards 
most sociable nodes. In HiBOp, information on the social structures is inferred by 
looking at some context properties of the encountered users. A “historical” view is 
built at each node, according to which the probability of encountering the intended 
destination(s) can be estimated. Messages are routed through nodes having an 
increasing probability of encountering the destination(s). In addition to evaluating 
those protocols in detail, we have also analyzed the impact of several altruism 
distributions on the performance of more simple routing protocols. This is also an 
interesting aspect, as altruism (i.e., willingness of cooperation among nodes) is clearly 
a key dimension in ESNs. This line of work also includes a detailed mathematical 
study of the spreading of information under gossiping schemes involving nodes with 
various degrees of compliance with the process. Gossiping is one of the key 
mechanisms enabling routing in opportunistic networking. 
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Finally, the third line (described in Section 4) deals with solutions to preserve privacy 
of nodes that store and provide content in ESNs. This is also a key aspect, as ESNs 
are expected to be largely content centric. Therefore, content replication and 
placement policies (studied in SOCIALNETS in WP3) result in nodes being holders 
of content that they have not directly produced, and that they store and provide for the 
overall benefit of the network. Providing privacy to those users is a clear incentive to 
guarantee their participation in the network and therefore the effectiveness of the 
content-management solutions. In this phase of the project we have designed and 
analyzed Safebook. In Safebook social relationships among users are exploited to 
defined virtual structures called matryoshkas (a matryoshka is defined for each user). 
The user is at the center of their matryoshka, which is then composed of shells. The 
inner shell includes direct friends of the users, the next one friends of its friends and 
so on. Safebook guarantees that content requestors interact with and “see” only nodes 
in the outer shell of the content holder’s matryoshka. Requests then transparently 
reach the content holder and are pulled out of the matryoshka and provided to the 
requesting parties without revealing information about the content holder. 

Those three lines of activities complement each other and represent, as a whole, an 
intermediate set of solutions for networking in ESNs. The tools on community 
detection and the studies on meeting groups are clearly building blocks for the routing 
protocols. Indeed, the protocols considered in the first part of SOCIALNETS (such as 
Bubble Rap) benefit from these tools, as they require to have a view on the social 
communities available in the network. Furthermore, when fully unleashed in 
opportunistic networking settings, the privacy preserving solutions described in 
Section 4 will be extremely useful for the networking protocols described in this 
deliverable (as well as to the content-management solutions studied in WP3). Finally, 
the routing protocols described in Section 3 represent a set of solutions showing how 
to incorporate awareness of social relationships among users in effective networking 
protocols for ESNs. Note that providing unicast/multicast/anycast communication (as 
possible, e.g., through HiBOp) is probably the most important networking service for 
ESN (both per se, as well as an enabler for content-centric solutions studied in WP3). 

With respect to the activities carried out in the rest of the project, the work described 
in this deliverable implements some of the expected links with WP1, WP3 and WP4. 
With respect to WP1, we provide evidence on how social information and models of 
social structures (e.g., the existence of users communities) can be exploited for 
designing efficient networking solutions. Even though a better integration of the 
modeling results of WP1 is still possible, the results presented here are well aligned 
with the goal of this deliverable, which is showing an intermediate set of solutions 
starting exploring this line of research. An outlook on more mature solutions that we 
are currently investigating (and that will be documented in D2.3) is provided in 
Section 5. With respect to WP3, as already mentioned, the solutions described 
hereafter represent valuable tools for the content-management issues investigated in 
WP3. For example, content dissemination protocols (described in D3.2) exploit the 
community detection tools studied in this work package. Furthermore, the privacy 
preserving solutions of Safebook, once extended for fully opportunistic 
communication environments as initially described in Section 5.4, can be most useful 
for guaranteeing privacy to users that happen to store content generated elsewhere. 
Finally, the *-cast routing solutions described in this deliverable can be used in WP3 
to move content to the places of the network where it is deemed most useful 
according to the identified content management policies. This reflects the overall 



SOCIALNETS 

6 

 

separation of roles between WP2 and WP3 in the whole project. WP2 is meant to 
provide networking solutions to enable general communications between nodes of an 
ESN. Therefore, issues like socially aware multi-hop *-cast protocols fall in the work 
carried out in WP2. These outcomes (coming from WP2) can be seen as general 
communication services, which can be used by content-management policies 
identified in WP3, if needed. For example, policies in WP3 may identify a particular 
node in the ESN as the best place to store a given piece of content. To get that piece 
of content to that specific place, one of the routing protocols studied in WP2 can be 
used. Clearly, the work described hereafter has a direct impact on WP4 as well, as it 
provides the networking tools for the initial integration efforts, and for the initial 
validation of the SOCIALNETS paradigms. 

This deliverable is meant to be an intermediate one, in which we start showing 
evidence about how information on social relationships among users can be 
effectively explored in networking solutions for ESNs. However, at this stage of the 
project, we are actually also progressing beyond this point, and we are looking at a 
tighter integration of the results achieved in WP1 with the envisioned networking 
solutions. To this end, in Section 5 we provide a detailed outlook on these ongoing 
activities, which will be then fully expanded and documented in the final deliverable 
of the Work Package (D2.3: Effective algorithms and protocols for communication 
based on social networks). Specifically, we are currently working on a set of 
intertwined activities. The first one – on which several of the others build upon – 
focuses on defining a stochastic representation of the topology of ESNs, in which the 
probability of existence of links among nodes is directly defined according to the 
model describing social structures derived in WP1. Based on this topology definition, 
we are carrying on analytical work to describe the properties of the routing protocols 
described in this deliverable, as well as the properties of ESNs in terms of capacity. 
Finally, we are extending the work on Safebook to more challenged networking 
environments with respect to those considered so far. 
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2 Community detection and dynamics in Electronic Social 
Networks 

Detecting and understanding the properties of communities of users is clearly a 
fundamental building block for the design of networking protocols in ESNs. In order 
to operate efficiently and optimize resource usage, networking protocols require 
gathering information about the expected behavior of the users, and using this 
information to predict contact opportunities between them and evaluating their 
suitability to carry out the required protocol function (e.g., carrying a message 
addressed to a particular destination). 

Algorithms that automatically learn the social structures of the users are thus of 
paramount importance from this standpoint. For example, as it has been clearly shown 
by the work carried out in WP1 (e.g., [1][2][3][4]) members of the same community, 
being tied to each other by high levels of emotional closeness, are likely to frequently 
meet and interact with each other. Therefore, being members of the same community 
is a strong predictor of future contact opportunities, which is a key piece of 
information for deciding forwarding policies in unicast/multicast/anycast protocols. In 
addition, information about the structure of communities (e.g., presence of hubs) can 
provide extremely valuable information for message spreading protocols, or can be 
exploited by routing protocols to identify sort of “default forwarders” when not 
enough information is available to predict future contact patterns with enough 
accuracy. The work described in Section 3 provides concrete examples about how 
information on the structure of social communities can be used to optimize routing 
and forwarding functions in ESNs. Other examples where community detection is 
used for content dissemination are described in Deliverable D3.2. 

In this deliverable we describe two main directions we have explored regarding the 
automatic characterization of communities in ESNs. Both of them stem for the 
preliminary work on community detection carried out within the EU Haggle project, 
fully described in [5]. The main idea of the work in [5] is investigating algorithms to 
automatically detect existing communities of users by monitoring the total amount of 
time during which users are in contact. Intuitively, the more two users are in contact, 
the more they are likely to belong to the same social community. This basic idea is 
fully explored and adapted to the particular environment of ESNs in [5]. The 
algorithms described in [5] work off-line starting from traces of contacts between 
users. They incrementally build communities through acceptance rules, i.e. rules to 
decide weather a user (or a group of users) should be “accepted” into an existing 
community, based on the total time they are in touch with the members of the 
community. Three different algorithms are defined and tested, namely SIMPLE, k-
CLIQUE and MODULARITY. The work in [5] compares the detection accuracy of 
the three algorithms by running them on traces collected in multi-community 
scenarios (i.e., tracking real users that actually form different social communities). 
Overall, k-CLIQUE is the algorithm that provides the best trade-off between the 
detection accuracy and the computational complexity. 

The work described in [5] still has some limitations, that we started addressing in the 
work described in this section. First of all, even k-CLIQUE is not a very efficient 
solution when the detection cannot be done on traces, but has to be performed online 
(which is the most challenging and interesting case for ESNs). Therefore, quick and 
efficient online algorithms to detect communities are required. Section 2.1 
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summarizes the work we have done on this topic. This part of the work is fully 
reported in Deliverable D1.2. However, due to its importance for the design of the 
SOCIALNETS networking solutions, it is also recalled here as background 
information. In addition, the work in [5] provides tools to detect social communities, 
but does not deal with “meeting groups”. Meeting groups are a more dynamic concept 
with respect to communities. While communities describe social groups of users in a 
rather static way, the concept of meeting groups describes the dynamics of actual 
meeting and inter-meeting patterns between users who belong to the same 
community. For example, a meeting of members of a meeting group might not 
involve 100% of the members of the corresponding community, and multiple meeting 
groups may exist belonging to the same community. In Section 2.2 we summarize an 
initial work aiming at the characterization of the statistical properties (in terms of 
meeting and inter-meeting times) of such groups of users. Note that this part of work 
(fully described in Appendix A) can be seen as an extension of the well-known work 
in [6], which analyzed the statistical properties of meeting and inter-meeting times 
between pairs of users (instead of between members of a meeting group). Some 
aspects of this work fall in the topics addressed by WP1, which are described in 
Deliverable 1.3. In this document we focus on the networking-related aspects. 

2.1 Online community detection 
Community detection in ESNs needs efficient online algorithms in order to cope with 
the dynamic conditions of the physical network. Graphically, such communities are 
characterized by a group of nodes which are densely connected by internal edges but 
less so towards the outside of the communities. The goal is therefore to uncover such 
graph structures through efficient algorithms. To this end, the work in [7], proposes a 
set of “nearly linear time” algorithms to infer existing communities in social 
networks. 

The starting point for this work is a simple labeling scheme, working as follows. At 
the system start-up, each node selects a unique label (note that this can be easily 
achieved e.g., by hashing some unique ID of the node such as a physical network 
address). The algorithm goes through a series of iterations. At each iteration, each 
node picks the label that most of its neighbors have. In case of multiple “most-
popular” labels, one is selected randomly. This algorithm is known to lead to a stable 
equilibrium, unless in certain exceptional cases. Note that the complexity of this 
algorithm is in the order O(km), where k is the number of iterations, and m the number 
of edges in the network. 

Starting from this algorithm, the work in [7] provides several contributions. First of 
all, it investigates the number of iterations required for the algorithm to converge. 
This is an important point to better assess the algorithm complexity. Strong evidence 
is provided that this number be in the order O(logN), N being the number of nodes in 
the network. 

In addition, the work in [7] also extends the basic labeling algorithm solving some 
criticalities. It is known that, in certain cases, the basic labeling algorithm cannot 
prevent fake “huge” communities to be formed, which masks other existing 
communities. This may happen when the epidemic propagation of one community 
becomes strong enough to “sweep out” other less strong and established epidemics 
corresponding to the “weaker” communities. To prevent such wrong artifacts, the 
work in [7] introduces i) an attenuation law to the labeling propagation algorithm, and 
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ii) a rule to weight labels of neighbors based on their properties in the social network. 
As far as point i) a parameter δ is introduced, which controls how far a given 
epidemic can spread from the region of the network where it originates. As far as 
point ii), the weight is defined to be positively correlated with the degree of the 
neighbor (i.e., neighbors which are more “connected” get more relative importance). 
It is shown that the combination of the two mechanisms is able to better uncover 
existing communities without preventing real “strong” communities to manifest 
themselves. 

Finally, the work in [7] also shows that the same attenuation parameter (δ) can also be 
used to detect hierarchical communities, by further slightly modifying the label 
propagation rules. 

It should be finally pointed out that the work in [7] uses, as an example for testing the 
algorithms, traces from Online Social Networks. However, the same algorithms are 
perfectly suitable to be used on mobile social networks as well. 

2.2 Dynamics of inter-meeting times among groups 
As mentioned above, most of the research on community detection focuses on 
identifying social communities of people. This is a rather stable view of the network, 
that can certainly provide significant information, e.g., for routing protocols (as 
shown in Section 3). However, this information should be complemented by more 
dynamic views of the network, in order to better grasp the dynamic behavior of the 
users. One such efforts is described in [8], and focuses on studying the features of 
meeting groups (for the reader’s convenience the paper is reported in Appendix A). 

We define ‘meeting group’ differently from ‘community’. Actual meeting among the 
member of the community may occur at certain time or location for possibly 
predictable duration. The number of participating members may not be 100% of the 
community members. Thus, it is important that the concept of community differs 
from ‘meeting group’. Meeting groups can be the base of inferring the community. 
Tracking the dynamics of the meeting should show the interrelationship of members 
within the community. The goal of [8] is inferring dynamics of meetings in human 
connectivity networks based on the traces collected human connectivity by sensors. 
The empirical data based approach gives real insight of time-dependent dynamic 
network modeling. As an initial yet important result, the work in [8] shows the power 
law behavior of meetings and the significance of meeting groups using simpler 
methods. This demonstrates duration of meetings and inter-meetings for predicting 
network capacity or the limit of synchronisation mechanism. 

In [8], the k-CLIQUE algorithm for community detection [5] is used also to infer 
physical group meetings. An important result of the paper is analyzing the impact of 
overlapping cliques on the measured figures. A problem with using k-cliques for 
detecting meetings is that of uniqueness. A cluster of nodes might have more than one 
overlapping k-clique embedded in it. For example, the largest k-clique size in a 
cluster might be five, but there can still be two overlapping 5-cliques, and by 
definition, each of those 5-cliques has embedded within it 5 overlapping 4- cliques 
and so on. The distribution of meeting times among groups clearly shows a power-
law shape. This is even clearer when overlaps among cliques are filtered out. 
Interestingly enough, the inter-meeting times among meeting groups do not show a 
similarly clear power law shape. This is a rather striking difference with respect to the 
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statistical properties of inter-meeting times among pair of nodes (as shown in [6]), 
which we are currently further investigating. 
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3 Socially Aware Networking 
The work summarized in this section describes the activities carried out in the first 
half of the project on the design of socially aware networking protocols. Specifically, 
we start by describing the two main building blocks for the project’s activities in this 
area, i.e., the Bubble Rap and HiBOp protocols (Section 3.1 and 3.2 respectively). 
The work on these protocols has started in the framework of the Haggle project, and 
has been extended during the SOCIALNETS reporting period. Those two protocols 
represent the two project’s reference points for the activities in Work package 2. 
Starting from them, we are working to improve the formal representation of social 
structures according to the models that are being derived in WP1. 

Among them, Bubble Rap assumes and explicitly derives a model of the users’ social 
network structure. This model of social structures is represented by the key indices 
used in WP1 to provide a complex-network view on them, such as centrality. The 
model is exploited as contextual information to drive the forwarding process in 
opportunistic (delay-tolerant) networks, i.e., one of the key components of the ESN 
concept. With respect to Bubble Rap, HiBOp does not assume a precisely defined 
model of the social relationships among users. The underlying structure is 
automatically learnt based on the historical context information gathered by nodes 
(e.g., cliques - if present - are implicitly derived in HiBOp because clique members 
show in their historical context the clique’s characteristic attributes). Specifically, 
nodes in HiBOp advertise – under strict control of the users – context information of 
the users upon encountering other nodes in the network. At each node, this contextual 
information is elaborated in order to learn which users properties are more frequently 
encountered. This knowledge is then exploited to drive the forwarding process: 
messages are forwarded to nodes showing a higher probability of encountering, in the 
near future, context information similar to those of the destination. While the Bubble 
Rap approach is more efficient when the model of the social relationships match the 
real social structure, HiBOp is more flexible, as it is able to learn generic structures of 
social relationships between users. 

After providing a description of Bubble Rap and HiBOp, in this section we describe 
two additional pieces of work that have been carried out in this reporting period. 

The first one analyses the impact of altruism in the performance of routing protocols 
based on message dissemination in opportunistic networks. Altruism is seen as the 
willingness of users to cooperate with each other. This is clearly a very important 
aspect to consider, as opportunistic networks build on this feature. The focus of the 
work presented in Section 3.3 is starting exploring this vast landscape. For this 
reason, we focus on a very simple form of message spreading, i.e. limited-TTL 
flooding, and investigate the impact of different altruism distributions on the 
performance of message delivery. The interplay between the altruism distribution and 
the destination selected by senders is also considered. The study provides an extensive 
set of simulation results which start shedding light on this interesting issue. 

Finally, in Section 4.4 we present a gossiping algorithm for disseminating and 
retrieving content in a fully distributed network. Gossiping is one of the key 
mechanisms enabling routing in opportunistic networking. The term ‘gossip 
algorithm’ encompasses any communication algorithm where messages between two 
nodes are exchanged opportunistically, with the intervention of other nodes that act as 
betweeners or forwarders of the message. It is inspired from the social sciences, in the 
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same way as epidemic protocols where inspired from the spreading of infectious 
diseases. The general gossiping mechanism leaves ample freedom to routing protocol 
designers to decide which specific policy has to be implemented during gossiping 
operations. Actually, from this standpoint, also HiBOp and BubbleRap can be seen as 
gossip schemes, in which the social relationships among users are the driver for 
implementing concrete gossiping operations. The objective of this piece of work is to 
model the gossip-based content dissemination (or search) algorithm analytically, and 
evaluate its performance. This thus represents a common underlying reference 
analysis for the routing protocols investigated in SOCIALNETS. 

3.1 BUBBLE Rap: Social-based Forwarding in Delay Tolerant 
Networks 

Bubble Rap (described in [9], which is also reported in Appendix B) assumes that 
relationships among users follow a precise model of social structure. Specifically, 
they assume that nodes are clustered in cliques (representing social groups), and that 
nodes social connectivity degrees (within each clique) are highly non homogeneous. 
In other words, the number of social links each node has towards other nodes in its 
clique is highly variable, and is distributed according to power laws (which have been 
observed in real social networks). Cliques can communicate thanks to shared 
members (i.e., users being part of different social groups). 

The main idea behind Bubble Rap is automatically inferring the parameters of the 
underlying social structure, and exploiting the structure properties to select paths. To 
this end, Bubble Rap dynamically identifies users’ communities, and ranks the nodes 
“sociability” (measured as the number of links) inside each community. These 
building blocks allow Bubble Rap to derive a model of the users’ social structure, 
which is then exploited to forward data. Messages are pushed up in the starting 
community towards higher-rank nodes (i.e., more sociable users), until a contact with 
the destination’s community is found. Pushing messages up in the senders’ 
community ranking results in storing messages at more popular nodes, which have 
more chances to get in touch with the destination’s community. 

Specifically, Bubble Rap combines the knowledge of community structure with the 
knowledge of node centrality to make forwarding decisions. There are two intuitions 
behind this algorithm. Firstly, people have varying roles and popularity in society, and 
these should be true also in the network – the first part of the forwarding strategy is to 
forward messages to nodes which are more popular than the current node. Secondly, 
people form communities in their social lives, and this should also be observed in the 
network layer – hence the second part of the forwarding strategy is to identify the 
members of destination communities, and to use them as relays. Together, we call this 
Bubble Rap forwarding. 

For this algorithm, we make two assumptions: 

• Each node belongs to at least one community. Here we allow single node 
communities to exist. 

• Each node has a global ranking (i.e. global centrality) across the whole 
system, and also a local ranking within its local community. It may also 
belong to multiple communities and hence may have multiple local rankings. 

Forwarding is carried out as follows. If a node has a message destined for another 
node, this node first bubbles the message up the hierarchical ranking tree using the 
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global ranking, until it reaches a node which is in the same community as the 
destination node. Then the local ranking system is used instead of the global ranking, 
and the message continues to bubble up through the local ranking tree until the 
destination is reached or the message expires. This method does not require every 
node to know the ranking of all other nodes in the system, but just to be able to 
compare ranking with the node encountered, and to push the message using a greedy 
approach. In order to reduce cost, we also require that whenever a message is 
delivered to the community, the original carrier can delete this message from its 
buffer to prevent further dissemination. This assumes that the community member can 
deliver this message. We call this algorithm Bubble Rap, using the metaphor of 
bubble for a community. 

In order to perform its operations, Bubble Rap requires each node to be aware of the 
local community they are members of, and to compute their ranking within their 
community. The first index can be computed according to community detection 
algorithms such as those described in Section 2. As far as the second index, in [9] it is 
shown that a good indicator of the ranking is provided by the unit-time degree. The 
unit time degree is computed as the number of different nodes encountered in the unit 
time, where a unit of time is typically in the order of a few hours (6 hours in [9]). 
Standard inference techniques can be used to obtain a sound index of ranking starting 
from unit-time degree samples. For example, in [9] the unit-time degree over the last 
unit of time, or a smoothed average, over the past unit-time degree samples, is used. 

Performance results (shown in [9] in detail) demonstrate that the Bubble Rap 
approach significantly outperforms state-of-the-art protocols for routing in 
opportunistic networks. Furthermore, it is clearly shown that integrating information 
on community membership with information on local ranking actually results in a 
much more effective solution with respect to using the two pieces of information in 
isolation. 

3.2 HiBOp: history-based routing protocol for opportunistic networks 
HiBOp is a fully context-aware routing protocol completely described in [10] (and 
Appendix C). By fully context aware, we mean that the protocol automatically learns 
context information describing the social environment around it, and exploits them to 
carry out forwarding operations. 

HiBOp includes mechanisms to handle any type of context information. As a 
particular instance, in [10] the context is assumed to be a collection of information 
that describes the community in which the user lives, and the history of social 
relationships among users. At each node, basic data used to build the context can be 
personal information about the user (e.g. name), about her residence (e.g. address), 
about her work (e.g. institution), etc. In HiBOp nodes share their own data during 
contacts, and thus learn the context they are immersed in. Messages are forwarded 
through nodes that share more and more context data with the message destination.  

Note that HiBOp message can contain any payload, and context information is only 
used to identify good carriers (pretty much like the destination address is used in 
legacy IP networks). Since users of HiBOp have possibly to share personal 
information, privacy issues should be considered. Privacy management in 
opportunistic networks is – in general – a topic still largely not addressed, and it is not 
the main goal of the work described in [10] to address them. In [10], some possible 
approaches to ensure privacy in such environment are proposed. More refined 
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solutions will come out from the follow-up of the work described in Section 4. 
Furthermore, it should be noted that the set of information that is considered in [10] 
(and that we also consider hereafter) is equivalent to personal information people 
advertise on their public web pages (e.g., the working institution and address) which 
are, therefore, not perceived as sensitive information from a privacy standpoint.  

HiBOp can be used for a number of applications of opportunistic networks in 
particular, and pervasive networking more in general. Beside simple messaging 
applications, it can be used for targeted advertisements (identifying groups of 
interested users through common context information), file sharing and data 
dissemination in general, and even emergency scenarios. 

More in detail, HiBOp assumes that each node locally stores an Identity Table (IT), 
which contains personal information on the user that owns the device. Nodes 
exchange ITs when getting in touch. At each node, its own IT, and the set of current 
neighbours’ ITs, represent the Current Context, which provides a snapshot of the 
context the node is currently in. The current context is useful in order to evaluate the 
instantaneous fitness of a node to be a forwarder. But even if a node is not a good 
forwarder because of its current location/neighbors, it could be a valid carrier because 
of its habits and past experiences. Under the assumption that humans are most of the 
time “predictable”, it is important to collect information about the context data seen 
by each node in the past, and the recurrence of these data in the node’s Current 
Context. To this end, each context attribute seen in the Current Context (i.e., each row 
in neighbours’ ITs) is recorded in a History Table (HT), together with a Continuity 
Probability index, that represents the probability of encountering that attribute in the 
future (actually more indices are used, as described in [10]). 

The main idea of HiBOp forwarding is therefore looking for nodes that show high 
match with known context attributes of the destination. A node wishing to send a 
message through HiBOp specifies (any subset of) the destination’s Identity Table in 
the message header. Any node in the path between the sender and the destination asks 
encountered nodes for their match with the destination attributes, and hands over the 
message if an encountered node shows a greater match than its own. The detailed 
algorithms to evaluate matches are described in [10]. It is worth recalling here that 
matches are evaluated as delivery probabilities, and distinct probabilities are 
computed based on the Current Context (PCC) only, and on the History (PH) only. 
The final probability is evaluated via standard smoothed average, as P = α·PH 
+(1−α)·PCC,0 ≤ α ≤ 1. The α parameter allows HiBOp to tune the relative importance 
of the Current Context and History. 

Performance results presented in [10] compare HiBOp with plain flooding (as a 
bottom-line benchmark), and with PROPHET, which is a protocol estimating 
probability of future encounters based on past physical encounters only. Note that 
HiBOp, instead, identifies suitable next hops as nodes that share a common social 
context with the destinations, thus exploiting to a greater extent the social context 
embedded in the network. HiBOp shows to be significantly more efficient than 
PROPHET. This provides a strong indication on the advantages of using social 
information to drive networking functions. Note that, although mainly conceived for 
unicast forwarding, HiBOp can also be used, as shown in [10], for implementing 
multicast and anycast semantics, without any modification. 
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3.3 Altruism in opportunistic communications 
In this section we summarize the work presented in [11],[12], which is also reported 
in Appendix D for the reader’s convenience. The main idea is investigating the effect 
of altruism, i.e., willingness to cooperate on forwarding based on message spread in 
opportunistic networks. Considering simple limited-TTL message spread protocols 
allows us to highlight the effect of altruism in one of the rouging reference cases in 
the literature. 

In the protocols we consider, a source broadcasts a new message to its immediate 
neighbors only once. Next hops either forward or drop the message according to their 
altruism. The key is therefore defining how altruism “works” at each node. Altruism 
is represented by a parameter whose value lies between 0 and 1 (intuitively, this 
represents the probability of forwarding a particular message). Different distributions 
for the altruism parameters are defined. Specifically, the following ones are 
considered: 

• Percentage of Selfishness: the percentage of selfish nodes varies between 0 
and 100, and the other nodes are totally altruistic. 

• Uniform (Normal) Distribution: the altruistic value of the whole population is 
uniformly (normally) distributed between 0 and 1. 

• Geometric Distribution: the altruistic values are calculated per-node pair, 
according to a distribution such that the probability decreases with the social 
hop-distance (specifically, the altruism value at a social hop distance equal to 
k is p(k)=p*(1-p)^(k-1), where p is the altruism value at one hop). 

• Degree-biased Distribution: relates the altruism to the node degree. Two 
versions are possible: in the first one, higher altruism is given to higher degree 
nodes, in the second one, higher altruism is given to lower degree nodes. 

• Community-biased Distribution: considers also the heterogeneity of altruism 
towards different people. It assumes that people in a community have greater 
incentives to carry messages for the other members in the same community 
and less incentive to carry messages for people outside the community. 

Finally, different traffic generation patterns are considered: 

• Uniform Traffic: The source-destination pairs are uniformly distributed 
throughout the whole population. 

• Community-biased Traffic: Each node tend to communicate more with people 
inside their community and less with people in other communities. 

The performance of message spread in terms of throughput, delay and cost is 
evaluated for the different combinations of altruism distribution and traffic generation 
patterns (see [11] and [12] for all the details). The main results can be summarized as 
follows. 

First of all, limited-TTL flooding turns out to be fairly robust against non-altruistic 
nodes, and in general not particularly sensitive to the specific altruism distribution. 
This is intuitive, and relates to the fact that this form of message spread explores a 
relatively high number of parallel paths, and therefore the probability of hitting 
against non-altruistic nodes only is fairly limited. 
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A noticeable impact of the altruism levels can be appreciated when messages are 
generated according to common community memberships, and when nodes are more 
altruistic towards members of their communities. Specifically, the performance results 
presented in [12] show that there are contour lines for the intra-community and inter-
community altruism values corresponding to target reliability values. 

Finally, the analysis also shows a dependency between reliability of forwarding and 
the degree of nodes, when altruism is set according to the degree. Specifically, the key 
point is understanding which nodes play the key role in terms of connecting the nodes 
of the network. If the network is primarily made up of low-degree nodes, then setting 
more altruism to them is beneficial, and vice versa. More in general, we find that the 
degree of the nodes is related in a non-trivial way with the properties of message 
spread. Overall, the most important nodes for message spreading are the most 
“common” nodes, i.e. the nodes whose degree is the around the most common value 
in the network. Therefore, in a network with a lot of high-degree nodes, high-degree 
nodes are the most important ones as far as message spreading, while they are not in a 
network dominated by low- or medium-degree nodes. These results confirm more 
theoretical analysis carried out in the framework of WP1, and described in [13]. 

3.4 Gossip-based mechanisms in ESNs 
In decentralized networks such as ESNs, content dissemination and discovery is a 
critical issue. In this work (described in [18][19]), which is also reported in Appendix 
F), we consider gossip-based content dissemination (or search) schemes that emerge 
as an approach to maintain simple, scalable, and fast content dissemination and search 
in ESNs. Although the specific case we consider focuses on content dissemination 
and search issues, the work presented provides more general results applicable to 
gossip mechanisms. This is extremely helpful in understanding the behavior of 
routing protocols in ESNs. Essentially, with specific reference to opportunistic 
networking environments, most of the routing protocols proposed in the literature 
(including those of particular relevance for SOCIALNETS, such as HiBOp and 
BubbleRap), can be seen as gossiping schemes. In gossiping, any two nodes coming 
in contact decide, based on some rule, whether to exchange a piece of information 
with each other or not (e.g., whether to forward a message or not). The different 
gossiping schemes differ in the rule that governs message exchange upon contacts. 
Defining such rules is actually what distinguishes one routing protocol from another 
in the opportunistic networking domain. 

In the work presented hereafter, we assume that all of the nodes in the network are 
able to communicate with each other sooner or later, therefore in a discrete model we 
can study the network as a complete graph. Since gossiping nodes adopt human-like 
characteristics, several behavioral patterns of nodes, with respect to their willingness 
to cooperate in the dissemination and search process, are examined. We are interested 
in measuring the performance of the algorithm in content dissemination and search. 
To this end, we derive mathematical models based on the balls and bins model. All 
models are validated with simulations.  

The gossip-based dissemination and search algorithm is described in the following: 

• There is an initiator node of a message or a search query to be disseminated  
and N other nodes in the network. In the case of dissemination, the objective is 
to propagate the message to a desired number of nodes in the network. In the 
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case of search, the objective is to find a certain file f located in m of the other 
nodes of the network (m < N). 

• The initiator starts the dissemination or search process by randomly querying a 
subset of its neighbors of size k (k < N), with equal probabilities. When a node 
is selected for forwarding the message or the search query it can be 
cooperative (with a cooperation probability c) and accepts to forward the 
message or the query, otherwise it is non-cooperative. Cooperative nodes 
which are queried become “active” and participate in the process. 

The process is modeled in steps or rounds, where at each round all active nodes 
simultaneously forward the message or the search query to their neighbors, activating 
new ones. The algorithm continues for several rounds where at each step, active nodes 
randomly forward the message or the search query to some of their neighboring 
nodes, until a desired portion of the network is informed or until the file f is found. 

We also distinguish gossip-based dissemination and search algorithms based on the 
level of knowledge that each node has about the progress of dissemination or search. 
We consider two extremes: at the one, each node has no knowledge whatsoever about 
the number or identities of nodes that have been previously informed (in the case of 
dissemination) or queried (in the case of search) in the network. At the other extreme, 
each node has complete knowledge about these facts and avoids sending messages to 
previously informed or queried nodes at subsequent rounds. We call these cases blind 
gossiping-target selection scheme and smart gossiping-target selection scheme, 
respectively. 

From the results, several practical performance metrics of interest and important 
design parameters are obtained. For instance, the speed of the dissemination process 
(in rounds required to achieve a certain percentage of network coverage with a 
minimum probability) is derived and evaluated. Generally, the smart selection 
algorithm is faster, in terms of gossiping rounds, than the blind selection scheme 
when disseminating content. To inform the entire network with certain QoS 
stringency, the smart selection scheme needs roughly half of the gossiping rounds 
compared to the blind selection algorithm. This of course comes with increased 
complexity of the smart search algorithm, and increased communication costs. 

The results also suggest that when a certain speed (translated in a small number of 
rounds) is desirable to discover some content, it is less costly for the search process, 
to try to place more content replicas in the network, instead of increasing the number 
of gossiping targets, contacted in each round. Considering the trade-off between the 
overhead and the increase of speed of the search process, the smart selection scheme 
does not improve the search performance significantly, especially under small 
cooperation probability. Finally, we have studied approximate models for the rumour-
spreading problem (described in [18][19]) with much smaller complexity, that enable 
us to examine the performance of the algorithm for disseminating and retrieving 
content in large-scale networks. Moreover, we have considered an additional type of 
node behavior, called stifling, where previously active nodes may become inactive in 
a subsequent round due to their loss of interest in further disseminating the content or 
query. 
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4 Privacy Preserving Solutions building on Social Trust 
Relationships 

One of the most important uses of the envisioned ESNs that we develop in the project 
is clearly accessing content. Therefore, networking solutions should be amenable to 
content-centric types of access and use. As per the mechanisms studied in Work 
Package 3, content is replicated in the network in order to increase its availability. 
Users request to the network pieces of content, irrespective of the place where they 
are actually stored. 

This type of use of the network poses some key implications from a privacy 
standpoint. Users are requested to store content of and serve content to third parties, 
without being necessarily involved in the content production or consumption 
processes. From a networking standpoint, privacy-preserving mechanisms are 
required to support this type of storage and access. What we are addressing in this 
activity is therefore the design of tools that allow content to be requested to the 
network and served by it, without necessarily revealing the user that is currently 
holding copies of the content. We consider the availability of such mechanisms a 
great incentive for users to contribute their resources to the network, as they are 
guaranteed that no personal information leaks as a side effect of this. 

In this section we summarize the initial effort along these lines, i.e., Safebook. 
Safebook features totally distributed privacy and ID management, in order to 
overcome the well-known problems of centralized solutions typically used in the 
Internet. Furthermore, Safebook provides privacy to content provisioning by 
leveraging on the existing social structures of the network. In order to understand the 
viability of this approach, Safebook has been designed in the initial version assuming 
an Internet-like environment. Having shown its effectiveness (as described in the 
following of the section), we are now working to understand its wider applicability to 
more challenged networking environments. Note that considering an Internet-like 
setting allows us to hit on one end of the spectrum, characterized by node and 
connectivity availability. The next goal is to understand which features of the initial 
Safebook design can or cannot be guaranteed in less stable and more unpredictable 
environments.  

Hereafter we summarize the key features of Safebook. A complete description can be 
found in [14] [15] [16] [17], as well as in Appendix F. 

Safebook is a decentralized privacy preserving on-line social network. Its design is 
governed by the objective of avoiding centralized control over user data and 
behaviour by service providers. As its second design principle, Safebook leverages 
trust relationships from the social network application in building secure 
communication and data management services. The architecture of Safebook consists 
of two overlays. Each Safebook node is thus part of the Internet, the peer-to-peer 
overlay and the social network overlay. The components of Safebook are: i) several 
matryoshkas; ii) a peer to peer substrate (e.g. a DHT), and iii) a trusted identification 
service. 

The Matryoshka of a user is a structure com- posed by various nodes surrounding the 
user’s node in con- centric shells. The user’s node is thus the core of his matryoshka 
and can also be part of some other users’ matryoshkas. The inner shell of a 
matryoshka consists of nodes belonging to the trusted contacts of the user. The second 
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shell consists of nodes that are trusted contacts of nodes in the inner shell and so on. 
The nodes on the inner shell cache the data for the core and serve requests if the core 
is offline. A data request message reaches a node in the inner shell from a node in the 
outer shell through a path that provides hop-by-hop trust. 

The peer-to-peer substrate consists of all the nodes and provides data lookup services. 
Currently, a DHT based on KAD is used as the P2P substrate. Nodes are arranged 
according to their pseudonyms and lookup keys correspond both to members’ node 
identifiers and to the hash of their attributes, like full names or the likes. All nodes 
that belong to the outer shell of a user’s matryoshka register themselves as entry 
points for this matryoshka with the nodes that are responsible for the respective 
lookup keys. The identity of a peer is revealed only to his trusted contacts since they 
are the only ones that can link his IP address to his node identifier. 

The trusted identification service (TIS) guarantees resistance against sybil and 
impersonation attacks by providing each node with a unique pseudonym and node 
identifier, and the related certificates. The existence of the TIS does not contrast our 
goal of privacy preservation through decentralization since the TIS is not involved in 
any data management activity and it is used only to prevent impersonation and a free 
selection of a pseudonym and hence their position in the DHT. Moreover the TIS can 
be implemented in a decentralized fashion and does not have to be constantly online. 

Based on these structures, three main operations are defined, i.e., i) matryoshka 
creation, ii) profile publication and iii) data retrieval.  

In order to create a matryoshka, a node V has to be invited by another node U (which 
is already member of Safebook). After this phase, having obtained the necessary 
credentials from the TIS, V can start building his matryoshka. V’s final goal is to 
register in the DHT his node ID and a particular set of lookup keys associated to his 
identity, as e.g. a hash of his full name. At the beginning V has only U in his contact 
list, so it sends U a signed registration request containing the lookup key(s) it wants to 
register, his certificate associated to his node id signed by the TIS, and a time-to-live 
(ttl) counter. Once U receives the registration message it decreases the ttl counter, 
chooses one (or several) of his trusted contacts, called W, as a next step and sends W 
the request message signed with his pseudonym. It is important to note that no 
assumption is held about social relationship between V and W. This process runs until 
the ttl counter expires, when V’s lookup key is registered in the DHT. The node 
responsible for that key maintains a reference table associating the key with the IP 
addresses of the nodes belonging to the outer shell of V. 

As far as profile publication, note that in Safebook a user’s data can be public, 
protected or private. Private data is only stored by the owner, while public and 
protected data are stored by the contacts being in the inner shell of the user’s 
matryoshka. All the published data is signed by the owner and encrypted using a 
simple group-based encryption scheme. Each node can manage the profile 
information, the trusted contact relations and the messages. The profile information 
consists of the data a member wants to publish and is organized in atomic attributes. 
The trusted contact relations represent the friend list of the user and associate each 
contact with a particular trust level. The messages can be exchanged by each member 
of the network, in this case the communication doesn’t stop at the first matryoshka 
shell but reaches the core. 
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Finally, data retrieval works as follows. The requests are routed according to the P2P 
protocol until they reach the node responsible for the lookup key. This node sends 
back the list of all the nodes that constitute the outer shell of the target node’s 
matryoshka. The requesting node then sends its request to a subset of the outer shell 
nodes of the target matryoshka. The requests are forwarded through the matryoshka to 
the inner shell, whose nodes serve it and send a response along the inverse path. Note 
that in this way no information about which node is currently serving the data leaks 
outside the matryoshka, thus ensuring privacy of the data holder. 
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5 Ongoing activities and Outlook 
The previous sections provide an overview on the work carried out until this stage of 
the project, related to the design and performance evaluation of networking protocols 
for ESNs. One of the characteristic traits of those protocols is exploiting information 
about social relationships between users to optimize their behavior, in particular 
making them significantly more efficient with respect to protocols that do not exploit 
this type of contextual information. 

Starting from this body of work, there are a number of activities that are currently 
ongoing, and which will constitute the core of Work Package 2 in the remaining part 
of the project. Results coming from these activities are not yet consolidated enough to 
be included in this deliverable. They build on the results achieved so far, exploit an 
even tighter integration with the results coming from WP1, and will represent the 
effective networking solutions for ESNs developed by the project. Therefore, those 
activities will be fully documented in the following deliverable (D2.3: Effective 
algorithms and protocols for communication based on social networks). Hereafter, we 
provide an outlook on the directions we are currently exploring. 

5.1 Trusted ESN topologies stemming from social relationships 
This direction is a very interesting per se, and a kind of enabler for the activities we 
will explain in the following subsections. A key problem when dealing with ESNs 
mainly constituted by opportunistic communications between mobile nodes is 
providing a sensible representation of the network topology. The fact that the network 
is extremely dynamic makes this problem much more challenging than topology 
definition in legacy mobile (or static) networks. 

At its very heart, defining a topology for such networks requires identifying which 
links among with nodes exist at any point in time. The mobility of the users result in 
the fact that the topology can change significantly at different points in time, and links 
can appear and disappear very often. The approach we take in the project is therefore 
defining the network topology according to a stochastic approach. 

From a graph standpoint, the network we consider is a full mesh, meaning that each 
node can have a link with each other node. However, a link between nodes i and j 
exists only with a certain probability pij. This definition is quite standard in the field 
of random graphs, and it has been used to analyze the properties of opportunistic 
networks. For simplifying the analysis, a typical approach consists of considering that 
the probability pij is a constant parameter. This results in Erdos-Renyi graphs, which 
is considered as a poor approximation of real opportunistic networks. The key 
innovation we are pursuing is defining the probabilities of links according to the 
results achieved in WP1. 

The starting point is the analysis of personal relationships described, for example, in 
[1] (and the previous work in [2][3][4]). This body of work provides quantitative 
evidence about the hierarchical structure of people social relationships (recall, for 
example, the hierarchical model of each ego’s relationships, constituted by growing 
“shells” of relationships with decreasing intensity). Indeed the results achieved in 
WP1 allow us to derive distributions of existence of social relationships at each level 
of emotional closeness. Furthermore, the same body of work has also shown that 
emotional closeness is a very good predictor of communication among individuals, be 
it face-to-face or non face-to-face. Joining together these results, we are developing a 
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way of defining topologies in which the probability of existence of links is derived 
from the models of social relationships (actually, of emotional closeness) derived in 
WP1. 

Note that this approach results in describing trusted communication opportunities. A 
link in the resulting topology will exist (with a certain probability) because the two 
endpoints of the link share a social relationship at a certain emotional closeness. This 
also means that communications among them will be trusted (at a level proportional 
to the emotional closeness of the relationship). From a pure networking standpoint, 
this topology description will miss other types of communication opportunities, 
occurring, for example, because users totally unknown to each other happen to be in 
physical proximity at a certain point in time. It would be thus an additional goal of 
this activity to understand how to incorporate these different types of communication 
opportunities in a coherent unique model. However, defining topology structures that 
incorporate trusted opportunities only will be definitely an original and important 
angle. 

5.2 Analysis of network properties and socially aware routing 
protocols 

 The other two activities we briefly describe in this section are enabled by the novel 
topology models described in Section 5.1. Having a topology description for ESNs, 
we are interested in understanding key properties such as capacity, meeting and inter-
meeting times, etc. With respect to the latter, it is particularly interesting to 
investigate the match between contact and inter-contact patterns derived from the 
model, and the traces available in the literature. As far as the capacity analysis, we are 
exploring an approach in which contacts between nodes occur according to the 
probabilities described in Section 5.1. This is the key ingredient to evaluate the 
throughput that can be achieved between random couple of communicating entities in 
the network. For this work, we are using – for a first step – simplified routing 
protocols (such as epidemic), and will explore the possibility of including more 
refined routing algorithms such as those described in Section 3. 

Another activities enabled by the new topology description is the analysis of socially 
aware routing protocols, which is still considered an open problem in the research 
community. Specifically, complete analysis of opportunistic networking protocols are 
possible when the contact patterns among nodes occur according to simple and 
tractable rules, such as exponentially distributed contact rates (either in uniform or 
heterogeneous cases). However, dealing with more complex contact patterns is still 
unsolved, to the best of our knowledge. The goal we are pursuing is providing 
analytical models of the performance (e.g., in terms of throughput) of socially aware 
routing protocols such as HiBOp or BubbleRap. 

The approach we are exploring starts – again – from the definition of the topology 
described in Section 5.1. This model provides the probabilities of any two nodes to 
meet at a given point in time. On top of this, we consider that nodes have associated 
social parameters (distributed according to some law). Joining together these two 
classes of information, it is possible to derive, at any point in time, the probability of 
each node to “encounter” any given social properties (meaning, encountering a node 
having associated that social property). Recalling the description, for example, of 
HiBOp, this is the key building block that nodes use to remember the contextual 
(social) information they encounter, and therefore evaluating their fitness as carriers 
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towards any given destination. Thanks to this approach it is possible, focusing on a 
node currently holding a message for a certain destination, to evaluate the probability 
of encountering another node more “fit” with respect to the final destination 
(including the destination itself). This allows us to derive models for the throughput 
and expected delay of communications exploiting social information to select next 
hops. 

Another activity that we focus on is community detection in social networks. While, 
most community detection algorithms in the literature are based on an existing graph 
model, we study a model in which there is no graph, only nodes’ preference 
distributions are given. We study the characteristics of communities formed based on 
the similarity of content preferences and we are also interested in how information is 
disseminated in these communities. This is clearly an activity pertaining to the 
analysis of network properties, and shared between WP2 (as it deals with community 
detection) and WP3 (as it is inherently focused on content management issues). 

5.3 Joint consideration of mobility- and communication range –based 
routing in dynamic and socially-aware networking environments 

Routing mechanisms considered in this project have mostly relied on mobility as the 
vehicle for carrying information from a source (mobile) node to a destination (mobile) 
node. Key to the effectiveness of such mechanisms has been the mobility and (other) 
social characteristics of the nodes in the networking environment. Basically, 
information is forwarded from one node to another upon encounter, assuming that 
such forwarding is likely to “help” getting eventually the content to the desired 
destination.  If only one copy of the message is permitted in the network, then the 
forwarding decision is extremely critical and should ensure that through such a 
decision the message increases its likelihood of reaching the destination. At the 
expense of consuming more storage, communication and processing resources, 
multiple copies may be permitted in order to increase the likelihood of message 
delivery in a MP2P environment.  

It is known that in static and dense environments, topology (end-to-end) -or position-
based routing approaches are effective,  exploiting the communication range 
(transmission) resource, in order to move the message from the source to the 
destination. Similarly, in highly mobility and low node density (mostly disconnected) 
environments, mobility-based routing exploiting (opportunistic) node encounters has 
emerged as the most promising approach to routing. Work in progress is considering 
the problem of routing in an environment characterized by dynamic and diverse levels 
of node density and mobility levels.  The main objective is to devise an effective and 
comprehensive metric (to be referred as ADVance – ADV) based on which a 
Maximum Advance Decision (MAD) routing scheme will be developed that will take 
optimal decisions on whether the communication range-based or mobility-based 
approach should be preferred, given local topology information and neighboring (or 
encountered) node characteristics. The main objective is to have a routing scheme that 
self-adapts to the node density and mobility (local) conditions and takes good 
forwarding decisions based on the (local) environment. Social structures and groups 
can shape the (local) environment in terms of node-density (e.g., locality-induced 
social groups, see [20]) or shape (and make readily available) critical neighboring or 
encountered node characteristics, to be incorporated in the ADV metric and 
eventually lead to an efficient MAD routing scheme.  
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5.4 Privacy solutions in challenged environments 
Since the secure and efficient execution of Safebook strongly depends on both the 
network connectivity and an important amount of nodes’ resources, the current 
version cannot directly be used in challenged environments such as mobile or delay-
tolerant networks. Indeed, users will not be able to construct proper Matryoshka 
graphs in order to perform storage and lookup while preserving their privacy.  

After a detailed analysis of the new network characteristics and their impact on the 
security and performance of Safebook, a new version, named as SafebookMobile, will 
be proposed. Due to the high disconnectivity of mobile environments, in this version, 
there is a strong need for increasing data replication. Moreover, scarcity of resources 
implies the need for an important decrease of the size of users’ data, thus, a better 
storage solution.  

In order to increase the data replication factor in SafebookMobile, the storage of 
nodes profile can also take advantage of the existing social communities: nodes’ 
profile can additionally be stored based on the community membership of other 
nodes. The discovery of community members in these challenged environments and 
the data storage should of course be secured. Data lookup operations will also depend 
on trusted communities: only nodes which are member of trusted communities can 
retrieve light profiles and some additional data eventually. Once the light profile 
retrieved, a user can look for more data if required, later on when he’s able to use the 
original Safebook application. 
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6 Conclusion 
In this deliverable we have described the activities related to networking solutions for 
ESNs carried out in the first part of the project. We have highlighted several areas in 
which we achieved significant results: 

• Study of communities in mobile networks. Starting from existing work (of 
project’s members) on tools for offline detection of social communities in 
mobile networks, we have analyzed how to identify such communities with 
efficient on-line algorithms. Specifically, we have defined several solutions 
able to detect communities with complexity almost linear with the number of 
edges in the network. Furthermore, we have presented initial work on 
analyzing meeting groups, which are a sort of dynamic representation of the 
social communities. Specifically, meeting groups are set of users that meet at a 
given point in time. Those users belong to the same community, but the group 
that meets may not represent 100% of the community members. We have 
started analyzing the statistical properties of meeting and inter-meeting times 
among meeting groups. 

• Networking protocols for ESNs. We have described the key solutions for 
network protocols that we build upon, i.e., HiBOp and BubbleRap. Although 
these protocols have been initially designed within the Haggle project, as 
described in Section 3, work on these protocols has been partly carried out in 
the framework of SOCIALNETS. They represent the reference starting point 
for the networking activities in SOCIALNETS. BubbleRap builds on the 
assumption that users are grouped in social communities, and seeks to push 
messages towards member of the destination’s community. In addition, it 
evaluates the “sociability” of users by estimating their degree on their social 
network, and exploits this information to define sort of “default next hops” 
when members of the destination community are not available. HiBOp learns 
social relationships by monitoring the social properties of the encountered 
users, and exploits this information to detect best candidates as next hops 
towards the destination(s). In addition to describing these two algorithms, we 
have also presented our activities on the interplay between altruism and 
routing in opportunistic networks. Finally, a gossip-based message 
dissemination scheme has been studied that can be employed for 
content/service dissemination or discovery in ESNs. It has been considered 
under different network conditions, depending on the knowledge of the state 
of neighboring nodes in the network. Different node behaviors, with respect to 
their degree of cooperation have also been incorporated. 

• Privacy solutions built on social trust. We have described our work on 
Safebook, which is a system for guaranteeing privacy to users acting as 
content holder in social networks. This is a key area, as ESNs are expected to 
be largely content centric, and therefore users are expected to hold content 
generated elsewhere, and stored locally for the benefit of other users possibly 
interested in accessing it. Guaranteeing privacy in such environments is a key 
feature to ensure acceptance of such content-centric solutions. Safebook 
exploits existing social trust between users to build “matryoshkas” around 
each user. Matryoshkas are concentric cells, nodes in the inner shell being 
direct friends of the user in the center. Other users wishing to access content 
provided by the users actually get in touch with nodes in the outer cell of the 
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user’s matryoshka, and the content is then pulled and provided to the 
requesting users without revealing from where in the network it comes from. 

This deliverable thus presents an intermediate set of results achieved within WP2. 
Although an even better integration is sought for the next phase of the project, it is 
already clear the interplay between the results related to the analysis of the social 
properties of humans relationships, and the design and analysis of networking 
solutions. This is evident in all the activities summarized above. 

According to this aim, we have finally provided some outlook on the next steps of the 
project’s activities in Work Package 2. Specifically, we are working on exploiting 
results of WP1 in the definition of stochastic network topologies for ESNs. This is a 
key building block for other research directions we are exploring, such as analytical 
models of socially aware routing solutions and capacity analysis of trusted ESNs. We 
also briefly described the next steps of the activities on Safebook, looking at how to 
preserve its privacy features in spite of challenged networking environments. These 
activities will be the core of the work in WP2 for the next phase of the project, and 
will be fully documented in the next deliverable (D2.3: Effective algorithms and 
protocols for communication based on social networks). 
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Fig. 2. Access data of a user - span=1.
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Fig. 3. Access data of a user - span=2.
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is on the other hand quite large. However by increasing the number of shells
both probabilities drastically decrease. Furthermore, as discussed above, in a
realistic operational setting span has to be at least 2. Thus with span ≥ 2, ‖Ω‖
increases exponentially with the number of shells due to the fact that ‖Ω‖ =
spanshell−1‖Λ‖, and both pΛ and pΛ,1 would decrease even faster than in the
previous scenario. A number of 3 to 4 shells is thus not only feasible to assure
data availability, but also a reasonable choice to provide anonimity.

Data lookup The overall data lookup time Tdr can be seen as the sum of
the DHT lookup time TDHT and the round trip time in the matryoshka TM : the
first one depends above all on the DHT, while the second one depends above all
on the availability of nodes constituing the matryoshka itself.

The choice of the P2P substrate plays an essential role in our OSN perfor-
mances since it determines TDHT . Of all exiting DHTs we use Kademlia [11] due
to its short response time. According to recent studies [16] conducted on KAD
as implemented in aMule, 90% of the lookups succeed in less than four hops,
while the median lookup latency is 5.8 seconds. The authors show that with a
simple tuning of KAD parameters it is easy to decrease this value to 2.3 seconds.
Moreover the median lookup time can be further on decreased by slight protocol
modifications.

The round trip time in the matryoshka TM can be seen as twice the time
required to reach an inner shell node from an outer shell one. As we have shown
in the previous sections, a number of hops between three and four reasonably
guarantees to each member both anonimity and data availability. This number of
hops is comparable with that one encountered, on average, for successful lookup
in KAD. Being all the nodes in the matryoshkas also in the P2P substrate we
can therefore assume TM ∼ TDHT = 2.3.

Overall data lookup time Tdr is thus likely to be on the order of 5 seconds,
without taking into account that the social proximity can correspond to the
geographical one.

4 Related work

A number of work has been done to guarantee security and privacy in P2P
networks. A survey of anonymous P2P networks is presented in [15] and [6].
anonbib4 additionally gives a good overview of existing approaches.

Like Safebook, Freenet [10] protects the anonymity of data authors and read-
ers thanks to hop by hop routing. In Safebook, however, each hop corresponds
to a real life friendship link. This enhances hop by hop cooperation and thus re-
duces the presence of malicious nodes in communication paths. In Freenet nodes
join the system by connecting to one or more existing nodes whose addresses
are obtained out of band. An almost similar approach is present in Safebook,
where the very first time a node joins the system it needs an invitation from an-
other existing member. While Freenet can be seen as a cooperative distributed

4 http://freehaven.net/anonbib
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filesystem, where nodes lying on a path cache the data provided as an answer
to the requester, in Safebook members’ data is cached only by a selected subset
of friends, thus decreasing the overall number of replica without penalizing data
access, as explained in section 3.

Similarly to Freenet, GNUnet [3] aims at anonymous P2P networking thanks
to indirection techniques. However GNUnet adopts flooding, that introduces
intolerable delays for an online social network application like Safebook.

The performances of several P2P systems can be improved by creating groups
of interest, where information about particular resources is more detailed and
reliable. However, these groups of interest do not represent real life social groups,
whose links are used by Safebook in order to build the matryoshkas.

PROSA [5] and Bittella [14] are examples of this approach. They improve the
data retrieval by addressing data requests to peers sharing the same interests.
In PROSA both the shared data and the queries are represented as vectors and
their distance is used to selectively forward queries or provide data. In Bittella
the peers’ affinity is computed according to past file transfers and query matches.
Safebook does not use this semantic-based approach since, as an OSN, lookup
data represents the profile data of members rather than documents, as it happens
in file sharing applications. Moreover, unlike [5] and [14], Safebook can not be
built on top of a P2P network with flooding due to the too strict responsiveness
requirement of an online social network application.

5 Conclusions

In this paper we presented the architecture and some preliminary evaluation of
Safebook that is a decentralized social network designed with the main goal of
preserving users’ privacy with respect to potential intruders and avoiding cen-
tralized control by omniscient service providers. One of the underpinnings of this
architecture is the fact that it extensively capitalizes on the characteristics of so-
cial networks in real life that it is aiming at supporting through its services. Thus,
thanks to trust relationships that are inherent to the social network, Safebook
is able to build trusted connections among nodes that assure data and commu-
nication privacy. Furthermore the focus of Safebook is privacy of users within
the social network application leaving aside some generic communication privacy
requirements such as anonymous communication in the face of a global network
monitor. Nonetheless, the basic approach taken by Safebook, namely leveraging
social characteristics such as trust in addressing data and and communication
privacy, can be applied in a number of areas of network security, including anony-
mous communications. Peer-to-peer anonymous communication systems based
on mixes and onion routing severely suffer from high cost and complexity that
become prohibitive with the lack of incentives akin to the self-organized context.
Revisiting anonymous communication techniques such as mixes and onion rout-
ing under the light of social links viewed as a new feature to create incentives and
assure hop-by-hop privacy seems to be a promising approach. Similarly, another
interesting enhancement with the same principle is security in ad hoc networks
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whereby social links can provide a good base for solving the lack of a priori trust
akin to self-organized environments.
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INTRODUCTION

Social networking services (SNS), like facebook,
LinkedIn, and orkut, are a predominant service
on the web today. Catering for a broad range of
users of all ages, and vast differences in social,
educational, and national backgrounds, they
allow even users with limited technical skills to
publish personal information and communicate
with ease. In general, the online social networks
(OSNs) that are stored for this purpose are digi-
tal representations of a subset of the relations
that their participants, the registered persons or
institutions, experience in the physical world.
Spanning all participating parties through their

relationships, they model the social network as a
graph. However, the popularity and broad accep-
tance of social networking services as platforms
for messaging and socializing attract not only
faithful users, who are trying to add value to the
community, but parties with rather adverse inter-
ests, be they commercial or plain malicious, as
well.

The main motivation for members to join an
OSN, create a profile, and use the different
applications offered by the service is the possibil-
ity to easily share information with selected con-
tacts or the public, for either professional or
personal purposes. In the first case, the OSN is
used as a facility geared toward career manage-
ment or business goals; hence, SNS with a more
serious image, like XING and LinkedIn, are
chosen. As members in this case are aware of
the professional impact of the OSN, they usually
pay attention to the content of the data they
publish about themselves and others. In the case
of more private use, they share more personal
information like contact data, personal pictures,
or videos. Other members in the shared pictures
can be marked (tagged), and links to their respec-
tive profiles are created automatically.

The core application used by the members of
SNS is the creation and maintenance of their
contact lists, which describe the members’ milieu
and maps them into the digital OSN graph.

Through informing members automatically
on profile changes of their contacts, SNS thus
help users to stay up to date with news of their
contacts and very often the popularity of users is
measured in the number of contacts to which
their profile links.

These properties of the services have led to
the definition of boyd and Ellison [1], according
to which social network sites or online social net-
work services are: “web-based services that allow
individuals to (1) construct a public or semi-public
profile within a bounded system, (2) articulate a
list of other users with whom they share a connec-
tion, and (3) view and traverse their list of connec-
tions and those made by others within the system.”

This definition, however, leaves aside an
additional service that becomes apparent when
observing the use of SNS: the communication of
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members through direct, sometimes instant,
message exchange or annotation of profiles (by
comments or recommendations). Additionally,
SNS typically enable a wealth of third-party
applications featuring advanced interactions
between members ranging from simple poking of
another member or support for interest groups
for a common topic to likeness testing with other
members and the exchange of virtual gifts.

Storage, maintenance, and access to the OSN
and their services are offered by commercial
providers, like Facebook Inc.,1 LinkedIn Corp.,2
Google Inc.,3 XING AG,4 and the like.

Analyzing the OSNs with respect to their
security properties and the privacy of their users,
some obvious threats become apparent. Gener-
ally, a wealth of personal data on the partici-
pants is stored at the providers, especially in the
case of OSNs targeting non-professional purpos-
es.

This data is either visible to the public, or, if
the user is aware of privacy issues and able to
use the settings of the respective SNS, to a some-
what selected group of other members. As pro-
files are attributed to presumably known persons
from the real world, they are implicitly valued
with the same trust as the assumed owner of the
profile. Furthermore, any actions and interac-
tions coupled to a profile are again attributed to
the assumed owner of this profile as well. Differ-
ent studies have shown that participants clearly
represent the weak link for security in OSNs and
that they are vulnerable to several types of social
engineering attacks [2–5]. This is partially caused
by a lack of awareness regarding the conse-
quences of simple and presumably private
actions, like accepting contact requests, tagging
pictures, or acts of communication like com-
menting on profiles or leaving wall posts. How-
ever, the usability of privacy controls offered by
the SNS, and, finally and most important, inher-
ent assumptions about other participants and
trust in other profiles, which are actually a
desired characteristic, certainly add to the prob-
lem.

However, analyzing the privacy problems in
current OSNs, it becomes apparent that even if
all participants were aware and competent in the
use of SNS, and even if a concise set of privacy
measures were deployed, the OSN would still be
exposed to potential privacy violations by the
omniscient service provider: the complete data,
directly or indirectly supplied by all participants,
is collected and stored permanently in the
databases of the providing company, which
potentially becomes a “Big Brother” capable of
exploiting this data in many ways that can violate
the privacy of individual users or user groups.
The importance of this privacy exposure is
underlined by the market capitalization of these
providers, which ranges from US$580 million
(acquisition of Myspace through the news corp.
in 2005) to US$15 billion (Facebook Inc.,
according to the investment of Microsoft in
2007) [6].

In consequence, we consider the protection
of private data in OSNs a pressing topic, which
current providers are not likely to address. In
this article we suggest an SNS called Safebook5

that is specifically designed to prevent privacy

violations by intruders, malicious users, and
OSN providers alike. Safebook is mainly charac-
terized by a decentralized architecture relying on
cooperation among peers in order to prevent
potential privacy violations due to centralized
control. In addition to the description of
Safebook, this article presents:
• A multilayered model of social networking

services
• A security analysis of threats and attacks in

online social networking
The next section states the security objectives

for OSNs. We then analyze the security require-
ments of current SNS and present Safebook, our
new approach to a privacy-preserving SNS. We
conclude with a summary and an outlook in the
final section.

SECURITY OBJECTIVES IN OSNS
In the context of OSNs, we generally identify
three main security objectives, privacy, integrity,
and availability, which come in slightly different
flavors than in traditional systems.

PRIVACY
In accordance to previous studies [7, 8], we
assume the protection of the user’s privacy to be
the main objective for SNS. Privacy not only
encompasses the protection of personal informa-
tion, which users publish on their profiles, pre-
sumably accessible by their contacts only.
Additionally, communication privacy has to be
met. Hence, none but directly addressed or
explicitly trusted parties may have the possibility
to trace which parties are communicating. Fur-
thermore, details of messages have to be hidden,
so only the requesting and responding parties
should know one another’s identity and the con-
tent of the request. Finally, disclosure of infor-
mation about a third party to some member that
is not explicitly trusted by the third party, with-
out the consent of the latter, has to be prevent-
ed. In summary, privacy calls for the possibility
to hide any information about any user, even to
the extent of hiding their participation in the
OSN in the first place. Moreover privacy has to
be met by default; that is, all information on all
users and their actions has to be hidden from
any other party internal or external to the sys-
tem, unless explicitly disclosed by the users
themselves.

Requiring explicit disclosure directly leads to
the need for access control. Access to informa-
tion on a user may only be granted by the user
directly; the access control has to be as fine-
grained as the profile, and each attribute has to
be separately manageable.

INTEGRITY
As part of integrity, the user’s identity and data
must be protected against unauthorized modifi-
cation and tampering. In addition to convention-
al modification detection and message
authentication, integrity in the context of OSNs
has to be extended: parties in an OSN are not
arbitrary devices, but real, unambiguously identi-
fiable persons. The creation of personae —
bogus accounts, cloned accounts, or other types
of impersonation — in traditional SNS is easy to

1 www.facebook.com

2 www.linkedin.com

3 www.orkut.com

4 www.xing.com

5 www.safebook.us
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achieve. However, users have a strong inherent
trust in an OSN, and it has been shown that this
combination may lead to new kinds of vulnera-
bilities [2, 3, 5]. In consequence, the authentica-
tion has to ensure the existence of real persons
behind registered OSN members. Identity checks
do not necessarily have to be performed by a
centralized service; however, all identification
services have to be trusted by all participants.

AVAILABILITY
Since some SNS are used as professional tools to
aid their members’ business or careers, data
published by users has to be continuously avail-
able. Availability of user profiles is consequently
required as a basic feature, even though consid-
ering recreational use, the availability of some
content may not seem a stringent requirement.
In OSNs, this availability specifically has to
include robustness against censorship, and the
seizure or hijacking of names and other key
words. Apart from availability of data access,
availability has to be ensured along with message
exchange among members.

SECURITY ANALYSIS OF OSNS
First of all, we shall sketch a model for SNS, to
get an overview on the aim and possible imple-
mentation schemes of SNS.

SNS can be divided into three different levels
(Fig. 1):
• A social network (SN) level: The digital

representation of members and their rela-
tionships

• An application services (AS) level: The
application infrastructure, managed by the
SNS provider

• A communication and transport (CT) level:
Communication and transport services as
provided by the network
The SN level provides each member with a

set of functions corresponding to social interac-
tions in the real life, like finding friends, access-
ing profiles, commenting, and the like.

To implement these functions, the SN level
relies on the AS level. This second level includes
the infrastructure managed by the SNS provider,
together with basic services to create the SN ser-
vice, such as web access, storage, and communi-

cation. Common strategies to enhance availabili-
ty for these are redundancy and delegation: both
for organizational reasons, or if a server faces
failures or other inabilities to provide a service,
it may delegate requests to secondary servers.
Data storage and retrieval, indexing of content,
management of access permissions to data, and
node join or leave are implemented in a central-
ized or decentralized, distributed fashion on the
AS level.

The AS level, on the other hand, relies on the
transport and internetworking protocols and
infrastructures, implemented by the CT level.

Based on this architecture of OSN, we define
an attacker as one of the following:
• A malicious member on the SN level
• A malicious service provider on the AS

level
• A party that has and misuses access to the

infrastructure at the CT level (an eaves-
dropper with a local, or a malicious ISP
with possibly even a global, view)
Other than these inside attackers that primar-

ily seem to be legitimate participants in the sys-
tem but act in a malicious way in some cases,
there may be external attackers, or intruders. An
intruder can perpetrate attacks at one or more
of the SNS levels.

After defining the different levels of SNS, we
shall characterize major attacks on SNS.

Privacy: The protection of a member’s identi-
ty is one of the key aspects that still need to be
addressed in current OSNs. In identity theft, for
example, a malicious member or service provider
acquires the credentials of authorized users and
acts on their behalf with full access to the pro-
file, relations, and communication traces. Due to
the inherent trust in other profiles, plain imper-
sonation by creation of a clone of the targeted
profile6 may suffice to be able to establish trust
relationships with parties on a victim’s contact
list by simply sending new friendship requests.
Profile porting attacks, in which the attacker cre-
ates a profile under the victim’s identity in an
OSN where the victim is not present, are more
difficult to detect. However, with most existing
accounts being unprotected, profile porting
poses a valid threat. The collection of existing
data is the basis of profiling attacks, data aggre-
gation that gives an attacker the possibility to

Figure 1. OSN levels: three architectural layers of social networking services.
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6 http://www.nature.com/
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guess the value of a potentially huge set of usu-
ally disclosed properties, such as the victim’s
social security number, income bracket, potential
interest in some product, and so on. They addi-
tionally supply potential attackers with the
knowledge needed for secondary data collection,
as from the data published on an OSN they may
easily be able to guess the social security number
(or, e.g., the Foedselsnummer in Norway), which
often acts as a key to accessing personal infor-
mation from a wide range of different sources.
Matching the profiles of a person in both a pro-
fessional and a more informal OSN for analysis
and comparison of the content published in both
is another obvious and frequent type of sec-
ondary data collection.

Moving from data to communication privacy,
a series of other threats arises. A malicious SNS
provider or, to some extent, a malicious member
with the appropriate set of privileges can be able
to perform communication tracking and reveal
who is talking to whom. The problem becomes
relevant, and much more difficult to solve, at the
CT level with an omniscient ISP.

Another series of attacks on privacy is profile
harvesting, in which an attacker, a malicious par-
ticipant, or an SNS provider gathers data on the
participants on a large scale for purposes that
the victims have not considered, intended, or
foreseen. More sophisticated harvesting comes
in the form of image retrieval, possibly even in
association with automated face recognition algo-
rithms for further profiling.

Integrity: The above mentioned impersonation
threats are due to a basic shortcoming: none of
the current major OSNs is able (or cares, in
many cases) to ensure that a profile is associated
with a single real person. Faked profiles are a
common phenomenon resulting from this short-
coming, as well as clones or ported profiles.
Such impersonation paves the way for Sybil
attacks, which aim at creating fake identities, as
well as defamation and ballot stuffing attacks that
aim at forging the reputation for a person using
the system or disrupting digital reputation sys-
tems.

Availability: Several types of denial of service
(e.g., to cover a victims profile or selected data,
or to disrupt the possibility to communicate with
a victim) are possible in SNS. A centralized OSN
obviously is vulnerable to censorship through the
SNS provider. However, distributed SNS, which
are implemented as decentralized, possibly peer-
to-peer (P2P), systems or follow other types of
service delegation, may be vulnerable to a series
of attacks from these domains. Black holes, selec-
tive forwarding, and misrouting are serious threats
in this case.

Table 1 gives an overview of the relationship
between the stated attacks and the involved
security objectives. Some attacks breach several
objectives, but still primarily focus on or mainly
exploit a vulnerability to one of these objectives,
in which case they are attributed to only this
objective. Attacks that are not mainly related to
a single security objective, such as collusions,
have to be countered by a number of measures
regarding different objectives, and they are
hence attributed to more than one objective.

In conclusion, it becomes apparent that cur-

rent SNS are still vulnerable to different attacks
on all three levels by either insiders (legitimate
parties) or outsiders (intruders). In the following
section we describe Safebook, a new approach to
decentralize SNS, to convey this approach as an
alternative solution to open vulnerabilities that
are unlikely to be fixed by current SNS pro-
viders.

A DECENTRALIZED OSN
Some of the security and privacy exposures ana-
lyzed in the previous section could be addressed
through the enhancement of existing OSN appli-
cations, by integrating various security and priva-
cy mechanisms. However, the privacy of users’
data is at risk due to the central storage and
management and hence threatened by potential-
ly malicious service providers or unintended
access following short-sighted publication,7 secu-
rity breaches, or plain misconfiguration of the
OSN. It inherently cannot be ensured with cen-
tralized server-based architectures on which all
existing OSNs rely. Peer-to-peer architectures
seem to offer a suitable alternative to the cen-
tralized approach as the basis for a decentralized
OSN, avoiding the all-knowing service provider.
As a major drawback, P2P systems suffer from a
lack of a priori trust, thus creating the need for
cooperation incentives. We thus suggest a decen-
tralized OSN based on a P2P architecture where-
by basic security and privacy problems as well as
the lack of a priori trust and incentives are
addressed by leveraging on real-life trust
between users, such that services like data stor-
age or profile data routing are performed by
peers who trust one another in the social net-
work.

SAFEBOOK: SECURITY BASED ON
REAL-LIFE TRUST

Safebook consists of a three-tier architecture
with a direct mapping of layers to the OSN lev-
els depicted in Fig. 2 as follows:
• The user-centered social network layer

implementing the SN level of the OSN
• The P2P substrate implementing the AS

services
• The Internet, representing the CT level
Each party in Safebook is thus represented by a
node that is viewed as a host node in the Inter-
net, a peer node in the P2P overlay, and a mem-
ber in the SN layer.

The nodes in Safebook form two types of
overlays:
• A set of matryoshkas, concentric structures

in the SN layer providing data storage and
communication privacy created around
each node

• A P2P substrate providing lookup services
In addition to these nodes, Safebook also fea-
tures a trusted identification service (TIS), provid-
ing each node unambiguous identifiers: the node
identifier for the SN level and a pseudonym.

Each Safebook component plays an essential
role since it implements a particular set of coun-
termeasures against the threats presented earli-
er.

Matryoshka: Matryoshkas are concentric rings
of nodes built around each member’s node in

7

http://papers.ssrn.com/sol
3/papers.cfm?abstract_id
=1450006
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order to provide trusted data storage, profile
data retrieval, and communication obfuscation
through indirection. Each matryoshka thus pro-
tects the node in its center, the core, which on
the SN layer is addressed by its node identifier.
The nodes in the matryoshka are connected
through radial paths on which messages can be
relayed recursively from the outermost shell to
the core and vice versa. All paths are based on
trust relationships akin to the social network;
thus, each hop connects a pair of nodes belong-
ing to users linked by a trust relationship in real
life. The innermost and outermost shells of a
matryoshka have a specific role: the innermost
shell is composed of direct contacts of the core,
and each of them stores the core’s data in an
encrypted form. Hence, they are called the mir-
rors. Every node in the outermost shell acts as a
gateway for all data requests addressed to the
core, and is thus called an entrypoint (Fig. 3). All
requests to a core are addressed using its node
identifier. Real-time communication is respond-
ed to by the core itself; any kind of offline com-
munication can be served by one of its mirrors
as well. While the number of mirrors and entry-
points in each path is fixed, the number of nodes
between them is variable, thus leading to paths
with variable length on the same matryoshka.

P2P system: In order to provide a location
service to find entrypoints for a user’s matryosh-
ka, the nodes create a P2P substrate. Currently,
this substrate resembles a KAD,8 and the
pseudonyms are used as identifiers for the DHT.
The searchable and registered keys are the
hashed properties of the participating members
and their node identifiers. Unlike the path across
a matryoshka, the communication through the
P2P layer does not rely on trusted links. Howev-
er, using pseudonyms still protects members
from privacy violations based on node identifica-
tion and tracing through the untrusted P2P links.

TIS: The TIS ensures that each Safebook
user gets at most one unique identifier in each
category of identifiers. Based on an out-of-band
identification procedure, the TIS grants each
user a unique pair of a node identifier and a
pseudonym, computed as the result of a keyed
hash function on the set of properties that
uniquely identify a party in real life, such as full
name, birth date, birth place, and so on. Even if
at first glance a centralized trusted third party
service such as the TIS seems to contrast the
purpose of decentralization as pursued by
Safebook, the TIS, even though a centralized
service provider, does not pose a privacy threat
as it cannot trace users or their messages; nor
can it peek into their private data. Moreover, the
TIS can be implemented in a distributed and
offline fashion.

OPERATIONS
Safebook implements different OSN operations:
• Account creation
• Data publication
• Data retrieval
• Contact request and acceptance
• Message management

Account Creation — In order to join Safebook,
a new member V has to be invited by one of its
real-life friends A that must already be a regis-
tered user. V’s account is then created in the
two steps of identity creation and matryoshka
creation.

Identity creation: After A’s invitation, V pro-
vides the TIS with its identity property set namev,
together with a proof of owning it. This creden-
tial request also contains the public keys Pv

+ and
Iv

+ belonging to two keypairs P and I, which are
generated by V itself. The TIS then computes
the node identifier of V and its pseudonym by
applying two different keyed hash functions with
two different unknown master keys to namev. At
this point, the TIS sends V back its pseudonym
Pv and node id Iv together with the certificates
Cert(Pv, Pv

+) and Cert(Iv, Iv
+) associating the

peer and member identifiers of V to its public
keys Pv

+ and Iv
+, respectively. The pseudonym

keypair P is used to guarantee integrity and con-
fidentiality of all messages exchanged in
Safebook, as in each hop every message is signed
using the sender’s pseudonym private key and
encrypted using the receiver’s pseudonym public
key, while the node id keypair I is used to guar-
antee the same properties for end-to-end com-
munication between members.

It becomes evident that even if a valid mem-
ber V repeats the account creation operation

Table 1. Attacks vs. security objectives in online social networks; primarily
affected objectives are highlighted.

Security objectives

Privacy Integrity Availability

Attacks

ID theft x x x

Profile cloning x x

Profile porting x x

Secondary data collection x

Profiling x

Communication tracking x

Face recognition x

Image retrieval x

Harvesting x

Fake profiles x

Sybil x x x

Ballot stuffing x

Defamation x

Censorship x

Collusion x x x

8 http://xlattice.source-
forge.net/components/pro-
tocol/kademlia/specs.html
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multiple times, it will always receive the same
pseudonym and node identifier, since they are a
function of V’s identity itself. Moreover, V can-
not claim ownership of an identity that is not its
own, since it would not be able to prove this
fact. Identity proof is an out-of-band process
that relies on real-life mechanisms to ascertain
the identity of a potential member, such as a
face-to-face meeting between a user and the rep-
resentation of the TIS, or relying on existing
tamper-proof schemes such as a passport or ID
card. According to this fact, Sybil and imperson-
ation attacks are not possible, as V cannot
manipulate its node id or its pseudonym.

Once V gets its identifiers, it can join the
P2P system by using A as a bootstrapping node
and start the matryoshka creation process.

Matryoshka creation: V has only A as a con-
tact to start with, so it sends A a request for
path creation containing the distributed hash
table (DHT) lookup keys it wants to register, a
time to live (ttl), and the number of members to
whom A should forward the request, hereafter
called the span factor. A then selects between its
friends a number span of next hops and forwards
them this registration message. This process is
recursively done until the ttl expires: the receiv-
ing node D registers the lookup key in the P2P
system together with its reference @d and starts
acting as an entrypoint for V.

Matryoshkas provide for privacy based on
hop-by-hop trust, as all nodes in each matryosh-
ka are only aware of their direct neighbors. As
soon as V has created its matryoshka, it can
publish its profile (Fig. 4).

Data Publication — The data managed in SNS
can be generalized to:
• Profile information
• Contact relations
• Messages

The profile information is the part of the
data each user intends to publish. To guarantee
fine-grained access control, it is organized in
atomic attributes for which particular access
policies can be set. Contact relations represent a
member’s real-life relations and can be seen as
the friend list of the user. As the strength of a
relation is not the same for all links [9], in

Safebook each user associates a particular trust
level to each of its contacts. This level is used to
select closely related contacts that primarily will
store the published data. Finally, personal mes-
sages or comments on profiles can be exchanged
between members. In case of comments, the
receiver has the right to publish or discard them.

To guarantee privacy, data in Safebook can
be private, protected, or public: in the first case
the data is not published, in the second case it is
published and encrypted, and in the third case it
is published without encryption. All the pub-
lished data of a member V is replicated to its
mirrors, the nodes in the innermost shell of V’s
matryoshka.

Data Retrieval — The lookup of V ’s data
through member U starts with a recursive query
in the P2P system: according to the DHT struc-
ture, the node responsible for the lookup key
responds with the entrypoint list building V’s
outer shell. Consequently, U can request that
one of V ’s entrypoints forward the request
through V ’s matryoshka until a mirror is
reached. V ’s encrypted data then reaches U

Figure 2. Safebook overlays (left) and main components (right).
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through the inverse path (Fig. 5).
The protocol of Safebook uses recursion to

hide the source of requests. Additionally, the
addressing and routing, for both P2P lookup and
data retrieval using the matryoshkas, are based
on the pseudonyms of nodes. Attackers conse-
quently have no means to identify a source of a
request for some content, as there is no way to
distinguish between generated and forwarded
requests. Since the mapping between the
pseudonym of a node and its identifier is only
known to the TIS and direct connections
(friends) in the matryoshka, which are trusted by
the node, no private information can be derived
from it either. Finally, communication tracking is
not possible, as a malicious node would always
have to be the first hop for all requests to the
matryoshka of a certain node in order to be able
to link the pseudonym of the sender to its real
identity.

A preliminary feasibility study conducted with
a previous and less well performing approach
[10] showed that data retrieval performs well,
even though the messages are forwarded along
multiple hops in the overlay.

Contact Request and Acceptance — A mem-
ber U that wants to add another member V to
its contact list sends a contact request message
following the same steps as in the data request
case. Assuming V accepts U as a new contact,
V associates with U a certain trust level (known
by V and nobody else) and sends it back an
opportune key that will enable U to decrypt the
selected parts of V’s published encrypted data.

Message Management — Offline messaging,
such as wall posts, recommendations, and other
annotations to a profile, is implemented using
the steps of retrieving some member’s data,
decrypting the shared parts, annotating some
content, and sending this data back, signed with
the key bound to the annotator’s node identifier
and encrypted with the public key bound to the
receiver’s node identifier. On reception of this

updated message the receiving mirror advertises
it to the other mirrors and to the addressed
node that finally can choose to sign and repub-
lish or discard it.

Real-time messages, like chats, are forwarded
to and handled by the core solely and responded
to with an error message if the core is offline.

Hence, in Safebook, only members with
appropriate privileges can access and update the
profiles of other members. Entity and data
authentication are provided through common
signatures and encryption schemes.

RELATED WORK
While a series of studies [3–5] has investigated
privacy and security exposures of current OSNs,
several other articles suggest solutions to these
exposures in various directions combining cryp-
tography with advanced distributed computing
techniques.

The approach in NOYB [11] mitigates the
existing problems by cryptographic means thanks
to the application of substitutions according to
secret dictionaries. Public profiles, which still
may be stored in a centralized OSN, are thus
made useless to anybody lacking access to these
dictionaries. Whereas some of the contents of
the profiles are protected, this is not the case for
relations between users as expressed by contact
lists or message exchange.

Yeung et al. [12] propose using the existing
World Wide Web Friend-Of-A-Friend represen-
tation of people and their relations as an OSN.
Conventional content and friendship relations
are stored in the user’s personal space hosted by
a server, the choice of which is left at the discre-
tion of the users. While access control for user
data can be efficiently ensured based on articu-
lated policies, the system does not protect the
identity of users.

Persona [13] offers flexible and fine-grained
access control for user data by combining
attribute-based encryption with traditional public
key cryptography. Users are identified by public
keys they exchange out of band while creating
OSN links, while data confidentiality and privacy
are ensured through encryption. Users have to
trust a Firefox extension to interact with Persona
and can also create multiple identities.

The related work closest to Safebook is prob-
ably PeerSon [14]. PeerSon achieves decentral-
ization thanks to an external P2P system,
OpenDHT, and ensures access control through
encryption. Whereas it represents a fully dis-
tributed OSN, PeerSon leverages on an untrust-
ed P2P system and thus offers weaker privacy
protection than Safebook.

Although not designed originally for the pur-
pose of social networking, darknets and related
P2P systems [15–17] aim at anonymous commu-
nication through hop-by-hop encryption among
trusted users, as in Safebook. Unfortunately,
such systems suffer from delays that could be
prohibitive for an OSN.

CONCLUSION AND FUTURE WORK
This article outlines a new approach to the
design of online social networks that addresses

Figure 4. Entrypoint registration in the P2P substrate.
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privacy problems known in existing social net-
work applications. Potential access to the private
data of users, such as profiles and contact lists,
and possible misuse of such information by the
providers of social networking services is viewed
as the highest privacy exposure. In order to
ensure users’ privacy in the face of such poten-
tial exposure, the suggested approach adopts a
decentralized architecture relying on coopera-
tion among a number of independent parties
that are also the users of the online social net-
work. The second strong point of the suggested
approach is capitalizing on the trust relation-
ships that are part of social networks in real life
in order to cope with the problem of building
trusted and privacy-preserving mechanisms as
part of the SNS. The result of these design prin-
ciples is Safebook, a decentralized and privacy-
preserving SNS. Various mechanisms for privacy
and security are integrated into Safebook in
order to provide data storage and data manage-
ment functions that preserve privacy, data
integrity, and availability. The current design and
prototyping of Safebook raise an interesting
trade-off between privacy and performance.
While increasing the number of hops through
trusted links increases privacy, it severely affects
lookup and communication delays. A prelimi-
nary evaluation of Safebook shows that a realis-
tic compromise between privacy and
performance is feasible. Fine tuning of the per-
formance models and simulation results also
helps determine critical design parameters such
as obfuscation layers and data replication fac-
tors. Furthermore, the underpinnings of
Safebook can serve as a model to tackle various
problems that were left unsolved in the area of
secure communications. Thus, a decentralized
approach relying on social links can shed new
light on hard problems of the past such as anony-
mous communications, secure routing, or coop-
eration enforcement in self-organizing systems.
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Abstract—The recent surge in popularity of on-line social
network applications raises serious concerns about the security
and privacy of their users. Beyond usual vulnerabilities that
threaten any distributed application over Internet, on-line social
networks raise specific privacy concerns due their inherent han-
dling of personal data. In this paper we point to the centralized
architecture of existing on-line social networks as the key privacy
issue and suggest a solution that aims at avoiding any centralized
control. Our solution is an on-line social network based on a peer-
to-peer architecture. Thanks to its fully distributed nature, the
peer-to-peer architecture inherently avoids centralized control by
any potentially malicious service provider. In order to cope with
the lack of trust and lack of cooperation that are akin to peer-
to-peer systems and to assure basic privacy among the users of
the social network, our solution leverages the trust relationships
that are part of the social network application itself. Privacy
in basic data access and exchange operations within the social
network is achieved thanks to a simple anonymization technique
based on multi-hop routing among nodes that trust each other
in the social network. Similarly cooperation among peer nodes is
enforced based on hop-by-hop trust relationships derived from
the social network.

I. INTRODUCTION

Online social networks are a digital representation of the
subsets of relations, which the registered persons and institu-
tions entertain in the physical world, thus forming a network
graph which spans all enclosed parties and their contacts.
These online social networks (OSN) are stored and maintained
by usually commercial providers of social networking services
(SNS) like the LinkedIn corp.1, xing AG2, facebook3, google4,
MySpace Inc.5 and the likes.

The main motivation for the users to create accounts and
participate in these services is sharing some information with
others for some purpose. This purpose is decisive for the
selection of the OSN that is used and can rather generally
be classified in the two groups of
• sharing professional information or
• sharing private information.

In the first case, the SNS usually pose as a utility to establish
and entertain business contacts, and for self advertising to

1www.linkedin.com
2www.xing.com
3www.facebook.com
4www.orkut.com
5www.myspace.com

possible employers; and the users usually choose SNS with
a rather professional touch like LinkedIn or xing. The main
purpose of the SNS in the second case is to share private
information like the contact details, personal pictures, or even
videos with selected groups of friends, and usually happens
using more informal SNS like facebook, myspace or orkut.
In both cases the OSN is democratizing the web by giving
anybody the chance to publish themselves.

However, the core function with respect to the OSN is the
setup and maintenance of a user’s contact list, as it describes
the local environment of a user’s real social network and maps
it into the digital graph. The contact list at the same time helps
a user to keep track of his contacts (a user not only can use it
as a passive register but in most of the SNS is automatically
informed about any changes of his contact’s statuses) and,
when disclosed to others, acts as a measure of the popularity
of the user.

These properties of SNS have led to the definition of boyd
[1] according to which Social Network Sites or Online Social
Network Services are:

web-based services that allow individuals to (1) construct
a public or semi-public profile within a bounded system,
(2) articulate a list of other users with whom they share
a connection, and (3) view and traverse their list of
connections and those made by others within the system.

However, this definition lacks another perspective that is
apparent when observing SNS: the communication of partici-
pants through message exchange, commenting on the profiles
of others (or previous interactions, e.g. in recommendations),
which merely is a message exchange with the aim to annotate
the addressed profile, and the wealth of applications (starting
from simple “poking” mechanisms to a variety of “gift” and
“likeness” applications for interactions between users).

When analyzing these SNS under the notion of their security
and trust properties, a couple of threats quickly become ap-
parent. Generally, the SNS contain a large amount of personal
data on their users, whichs is either completely public, or
partly protected to be accessible by a somewhat selected group
of users only. The fact, that there are a multitude of ways
to join this group for almost any user in the SNS by social
engineering and in consequence to get access to even their
protected data, has been shown in various studies [2], [3], [4].
The fact, that more generally the protection of data in SNS is



an open and pressing topic, is prevalent and has been shown
in another series of studies [5], [6].

Of course, the user, in both his ability to manage privacy
controls and his awareness to the consequences of his actions
(be it his privacy settings, the acceptance of a contact request,
tagging users in pictures, or sending wall posts and comments
to other user’s profiles), presents a weak link for social
networking security. However, existing social networking ser-
vices additionally contain a broad range of security issues.
Possible attacks contain the pollution of the data in the social
networking site, or the collection of data by third parties,
which on first sight do not seem to be very dangerous. Even
worse are impersonation and defamation attacks, as they may
directly harm one of the involved parties.

However, taking a step back it becomes apparent, that this
whole information plus a wealth of additional data on the users
and their behavior is collected and stored permanently by the
provider of the SNS, which in consequence becomes a big
brother. The importance of this fact is well represented in the
virtual value of these providers, which in market capitalization
ranges from 580 million US$ (the price that the news corp.
payed for myspace in 2005) to 15 billion US$ (facebook’s
value according to its deal with Microsoft in 2007) [7].

In this paper we are presenting a sketch for our novel
approach to social networking services that helps to better
protect the security of users while allowing for the full scale
of operations they are used to from existing sites.

The main contributions of our work are to

• facilitate confidentiality and privacy by decentralization,
thus removing the central entity as a “big brother”

• harness the trust relationships between friends and ac-
quaintances in their real life to lower the necessity
for cooperation enforcement (with respect to replica-
tion/caching and the forwarding of data) and as neighbor
instances for anonymization.

At the same time, our solution offers all the main services
of social networking sites (e.g. profile publication, the access
of profiles, exchange of private messages and commenting on
other user’s profiles) while achieving security goals of confi-
dentiality with a strong emphasis on privacy, access control
for the complete or for parts of the profile, and enhanced
authentication of users and data.

Regarding our security objectives we can show that the
proposed system will meet our requirements with respect to
privacy, confidentiality, controlled access. We are aware that
the system will have to meet requirements regarding response
times and the availability of data. These, however, are out of
the scope and remain to be studied in future, as in this paper
we are presenting work in progress.

The rest of the paper is divided into five sections: section
II defines our security objectives that we require from any
social networking site and which we are expecting to meet
with our novel approach, which we describe in section III.
The subsequent section IV contains an analytical evaluation,
how and why our approach can meet the required objectives.

In section V we give an overview of the related work, before
concluding this work in section VI.

II. SECURITY OBJECTIVES

In the following, we pose and describe the security objec-
tives that we require from a social networking service.

End-to-End confidentiality Every interaction, i.e. profile
lookup, contact requesting and acceptance, and any kind of
message exchange has to be confidential, such that no other
than the requesting and the responding party may be able to
access any information on request or response, e.g. by way of
eavesdropping.

Proposing a decentralized system that is based on peer-to-
peer techniques, messages are forwarded by a set of other
peers, which may potentially contain some with malicious
intent. In consequence it is important to put a special focus on
man in the middle attacks, as these may be easy to mount
in this environment.

Privacy Any user needs to have the possibility to hide any
personal information from the system, in the extreme case
even knowledge about his participation. All information has
to be hidden by default and no personal information of the
user should be disclosed to any other party than the explicitly
trusted contacts. Communication privacy has to be met, that
is, no party other than trusted contacts may have a way to
associate personal information to a network address nor may
be in the position to trace, which parties are communicating.

Access Control Access to each SN member’s account
information should be managed based on the trustworthiness
of parties requesting the access. Accepting or issuing a contact
request may be seen as a formal operation that may disclose
explicitly chosen attributes of the profile. The access control
has to be as fine grained as the profile and each attribute has
to be manageable separately. However, it may be possible to
permit access to groups of attributes of the profile concurrently
and it may be possible to permit public access to a selection
of attributes to all users.

Data integrity Both origin authentication and modification
detection have to be performed for any exchanged message,
be it a request or a response.

Authentication In order to allow for confidentiality, privacy
and access control it has to be possible to authenticate users
and attribute messages to the users who sent them.

A special focus has to be put on the resilience to imperson-
ation attacks, as different studies have shown that they are
not only feasible, but due to the inherent trust of users into the
SNS even very easy to mount. In particular, cloning attacks
and forging a number of illegitimate accounts, also known as
sybil attacks [8], should be prevented.

Availability All public attributes of any profile have to be
available at any time. Additionally, it has to be possible to
deliver a message to any user at all times.

Utilizing services in the decentralized, anonymous and
partially untrusted environment, it is important to 1) enforce



Fig. 1. System main entities: peer to peer substrate, matryoshkas and trusted identification service.

the cooperation of nodes, which might not have any incentive
in providing a service for selected, unknown users, and 2)
prevent simple denial of service attacks. Especially black hole
attacks have to be avoided, as in peer-to-peer systems they may
be easy to mount against the data of one or a subset of users.

III. A NEW APPROACH

Our system consists of an on-line social network based on a
peer-to-peer architecture. The peer-to-peer architecture meets
the basic privacy concern through avoiding centralized control
by potentially malicious application providers. Furthermore,
as an underpinning of our solution, the trust relationships akin
to social networks are leveraged in order to assure privacy
and enforce cooperation among peer nodes. Each participant
is associated with a node of this network. Each node in turn
is uniquely identified by a pseudonym and a node identifier.
Additionally each participant can be referenced based on its
name.

A. System Overview

Our system consists of three main components (see fig 1):
1) several matryoshkas
2) a peer to peer substrate (e.g. DHT)
3) a trusted identification service
Each matryoshka provides the basic distributed structure

used to store the data pertaining to a user of the social
network. The peer-to-peer substrate provides the global
access to a user’s data, based on her identifiers. The trusted
identification service guarantees authentication.

1) Matryoshkas: The matryoshka of a user is a view of
nodes in the system, in which nodes are located on concentric
rings, centered at the core node that represents the respective
user. The innermost ring consists of the set of nodes that
belong to the user’s trusted contacts. The second ring consists
of nodes that are each a trusted contact of a node on the first

ring. Further rings are built through similar trust relationships.
It should be noted that nodes on the same ring do not
necessarily have any trust relationship with one another, except
for the first ring.

The purpose of a matryoshka is twofold: the storage of the
user’s data in the nodes of the first ring and access to this data
in a privacy-preserving manner by other users. The social net-
work application information pertaining to the user associated
with the matryoshka is thus replicated on all the nodes of the
first (innermost) ring that belong to the trusted contacts of the
user. As further described this information will be protected
under some encryption. When a message is addressed to a
user or when a user attempts to read another user’s data, the
message or the access request is transferred from a node on
the outermost ring of the target user’s matryoshka to a trusted
node on the inner ring. The message or the request is further
forwarded by each node on the path to a node on the next inner
ring until it reaches the node representing the target user (the
owner of the matryoshka). It should be noted that during the
transfer of messages destined to a user, nodes on subsequent
rings exchange data with one another (have a link) only if
they are trusted contacts of one another in the sense of the
social network. Moreover this trust relationship doesn’t need
to be transitive and nodes on the path to a target user’s node
do not have to be trusted by the target user. Each user builds
her matryoshka the very first time she joins the network, then
keeps updating it. Privacy is achieved based on the existing
hop-by-hop trust relationships of the social network through
the matryoshka structure because it is unfeasible to retrieve a
user’s trusted contacts while it is feasible to access the user’s
social network information (profile) or to exchange data with
her. Matryoshkas also assure cooperation enforcement based
on hop-by-hop trust of the social network as communications
only take place among trusted contacts.

2) Peer-to-peer substrate: The peer-to-peer substrate pro-
vides global access to a user’s data, based on her identifiers.



As another view of the system, the peer-to-peer substrate
consists of all nodes that are organized in a distributed hash
table (DHT) akin to peer-to-peer systems (while in the figures
throughout the paper we show a ring-based DHT like Chord
[9] for comprehensibility, we plan to use a Kademlia-based
approach [10] for shorter response times). The location of
each node on the DHT is determined based on the former’s
pseudonym and location data is registered according the DHT
protocol. The data registered in the DHT to locate a profile
thus consists of pointers to nodes on the outermost ring of the
requested users’s outermost matryoshka.

3) Trusted identification service: The trusted identification
service will grant each user and the node thereof a unique
pseudonym, a unique node identifier and two certificates for
the authentication of the node under each type of identifier.
The main purpose of the trusted identification is to prevent
Sybil- and impersonation attacks and attacks on the DHT
overlay. Even though the identification service can be viewed
as a centralized infrastructure, the decentralized aspect of the
social network system that uses it is not affected since this ser-
vice’s jusrisdiction is limited to the purpose of authentication.
Moreover this service can be implemented in a decentralized
fashion, and provided off-line. Furthermore, the hash of a
user’s name as used in the DHT, her node’s pseudonym and
node idetifier are all uncorrelated in order to prevent simple
dictionary attacks.

4) Orchestration: Using the trusted identification service,
each user will get a node identifier and a pseudonym for his
node in the system together with a certificate associating a
different user generated public key for each identifier. The
node that represents the user will then be inserted in the peer-
to-peer substrate based on the pseudonym. The node will also
start its registration by creating secure links with the nodes of
all the trusted contacts in the social network. The matryoshka
of the user will then be built by initiating registration messages
from the core node to the outermost ring with each of the
nodes in the innermost ring. Each registration message will
eventually reach a node on the peer-to-peer substrate whereby
an entry for the user will be created. When a user looks up
another user’s data in the social network, it search the peer-to-
peer substrate for one or a set of nodes that are members of the
outermost layer of the the target user’s matryoshka. The node
in the peer-to-peer substrate that is responsible for the lookup
will redirect the request to a node located on the outermost
layer of the target user’s matryoshka. The request will be
forwarded to nodes on inner rings through hop-by-hop trusted
links until it reaches one of the nodes on the innermost ring
whereby a replica of the social network information of the user
is stored. The data will be returned to the requestor through
a reverse path across concentric rings of the matryoshka.
The actual access to various parts of the information will
be controlled based on encryption as explained further in the
paper. Figure 1 presents the overall system draft.

B. Core components

In order to implement the privacy preserving social net-
working application in the described infrastructure, we utilize
some well known concepts, as follows.

In order to implement user and data authentication, as well
as end-to-end encryption, we employ straight forward public
key cryptography.

Each node holds a set of properties N , e.g. the user’s
full name and birthday, and a proof that it is the owner
of these properties. It generates two key pairs: I and P .
The identification service derives the pseudonym P and the
the node identifier from N and certifies the authenticity
of both I and P . The node identifier is used to identify
a member of the social networking application, while the
pseudonym is used as an identifier in the peer-to-peer system.
Possession of pseudonym and node identifier is proved by
P and I respectively. I, P and P are not linkeable for any
other than the trusted contacts of a user.

Pulic key cryptography is also used to implement an access
control to each attribute of a user’s profile. All attributes
on the profile of a user are encrypted using a respective
private key and the user may choose to share this public key
with the selection of other members, whom it wants to share
this attribute with. The access control thus is quite basic for
the moment. Note, however, that in this paper we focus on
sketching the new social networking approach and there exists
a wealth of group key schemes that we intend to analyse and
of which we intend to harness an adequate solution in the
future.

C. Operations

In the following we sketch the operations of our system that
implement the social networking service, which consist of
• account creation
• profile publication
• data retrieval
• contact request and acceptance
• message management
and matryoshka maintenance.
1) Account creation: In order to create an account, the

user V has to be invited by a different user U , who is
already participating in the system. On invitation, the account
is created in four seperate steps: 1) identity creation and
authentication, 2) joining the P2P substrate, 3) profile- and
4) matryoshka creation.

· Identity creation: In order to create its identity, V generates
the two key pairs I and P and sends a request to obtain
pseudonym, node identifier and certificates from identification
service to U that relays the request, addressed to the identifica-
tion service using the DHT, and on reception provides V with
the response. Identification service derives node’s pseudonym
Pv = h1(N ) and its node identifier v = h2(N ) from node’s
properties N , with h1, h2 being two distinct cryptographic
hash functions. It also provides two certificates {I+, v}ST T P

and {P+, Pv}ST T P
, being STTP its signature.



· Joining the P2P substrate: On reception of the certifications,
V joins the P2P substrate using U as a bootstrapping host and
Pv as its pseudonym

· Creation of the profile: Unrelated to the certification of
its keys, V may already create its profile, which contains of
atomic attributes for each entry, and creates public key pairs,
which it signs with I+, for each attribute in order to share it
with a subsequently selected group of users. Each attribute is
subsequently encrypted with its respective private key.
The friend list presents a special attribute, as it contains
information on other users. Hence, V retrieves the name-
attribute from its contacts (U , at this stage) in their encrypted
form and lists these, finally encrypted with its own respective
key, as the friend list. Only a user that is authorized by each
of the respective members in consequence is able to access
the contained knowledge.

· Matryoshka creation: Finally, V creates its initial matry-
hoshka in order to build the replication service and layers
of indirection. As V initially only knows U , it is solely
able to select this node as part of the innermost shell of
its matryoshka, for replication and anonymization purposes.
It hence stores its encypted profile with U at this point only.
Subsequently it sends a request to create a matryoshka path
and register itself (cmp. Fig.: 2) to the DHT with its node
identifier or a hash of its name as the lookup key for regis-
tration6. V subsequently sends a registration message and a
time-to-live counter, ttl, to U . It signs the registration request,
which contains k, the lookup key for the DHT, its own node
identifier, the pseudonym of the node on the next matryoshka
shell (Pu) and its own public key and node identifier (both
certified by the TTP), encrypted to the adressed node on the
next matryoshka shell:

EPu{Mvu, ttl} with Mvu =
{
k, v, Pu, {I+

v , v}ST T P

}
SIv

.

u on reception randomly selects a node from its contact list to
be the node w on the next shell of v’s matryoshka, and creates
a registration request with the pseudonym of w as the next
node, encapsulating the whole registration Mvu, and sends it
together with the decreased ttl counter ttl′, encrypted for w,
to w:

EPw
{Muw, ttl′}

with Muw =
{
k, Pu, Pw, {P+

u , Pu}ST T P
, Mvu

}
SPu

.

The matryoshka path then is created recursively until the ttl,
which is initially set to the desired number of shells for the
matryoshka, expires. Finally, the node on the outermost shell
registers the key and proves it’s authentication using the chain
of encapsulated signatures.

6V may, of course choose to hash different parts of the name and probably
even other profile attributes to increase its visibility, this, however, does not
change the operations fundamentally and hence is disregarded for the rest of
this paper.

Fig. 2. Account and matryoshka creation with key registration for node V

2) Profile publication: Generally, any data in the system
may be public, protected, or private. Public data is published
by the node and replicated at the trusted contacts of a user
that make up the innermost matryoshka shell. Protected data
is encrypted by the owner and again replicated at the trusted
contacts of the user. All published data, be it public or
protected, is signed by the originator. Private data is stored
by the owner itself and not published.

Each node may manage three different kinds of data:
1) profile information
2) trusted contact relations
3) messages
The profile information is organized in atomic attributes

and consists of the data that a member wants to publish in
the social networking service. The trusted contact relations
represent a user’s direct social network and contain all the
contacts of a member, each associated with a certain trust
level. They hence can be viewed as the friend list of the user.
Messages can be exchanged between members of the system
and may either contain personal messages or comments to the
profile. On reception of messages that contain comments to
its a profile, a user may either accept them to be annotations,
sign them and republish them as either public or protected
attributes, or simply drop them.

The trustlevel, which is stored with the contact relations,
is harnessed in order to select closely related contacts, thus
allowing for publication of bulky data like images or maybe
even videos, which some rather weak acquaintances of a user
may not be interested in replicating.

3) Data retrieval: The lookup of data follows the opposite
path compared to the registration: profile requests are initially



routed through the DHT until reaching the registrating node,
which replies by sending the registered nodes on the outer shell
of the matryoshka. The requesting node then sends its request
to the outer shell of a node v’s matryoshka, where the lookup
is performed recursively. The profile data is approached hop-
by-hop through the shells. Reaching a replicating node (or the
core of the matryoshka), the request is served and a response
sent along the same links through the matryoshka that the
request traversed. The node on the outermost shell sends the
reply directly to the requesting node. The requesting node then
is be able to access the returned data according to its privileges
that were assigned by the data’s owner through providing the
respective keys.

4) Contact request and acceptance: In order for V to add
another member U as a trusted contact, a contact request
message is sent in the same way as profile data requests.
If U accepts the contact relation, it replies by establishing
a direct trusted link to V and both expand their inner shell of
their matryoshka by the other member and performing profile
replication and profile registration like in III-C1 (cmp. Fig.:3).

Fig. 3. Multiple path creation for node V .

5) Message management: Messages can be viewed as being
merely requests to deliver some data. They hence are delivered
the same way as data retrieval requests, with the difference that
these requests are not served by replicating peers, but by the
addressee, only.

Like in the common social networking services, our system
is able to deal with two different, public and private, messages.
Public messages contain comments or wallposts that are ad-
dressed at the public or probably a selected audience, private
messages are messages sent to the addressee personally. While
sending a message to a destination node, the sender signs its
message with its own private node id key and encrypts it for
the receiver, in order to provide integrity and both sender and
data autentication. As soon as the receiver gets the message,
it can decrypt it and, in case of it being a wall post, publish
it as an annotation to its profile.

6) Matryoshka maintenance: If a node that belongs to v’s
matryoshka leaves the network, it sends a path invalidation
message to the nodes on the next inner and outer shells of the

matryoshka. The message sent outwards is forwarded to the
outermost shell and the nodes deregister themselves from the
matryoshka. The node on the previous inner shell will repeat
the iterative registration procedure described in III-C1.

In order to account for possibly failing nodes on the paths
all nodes regularly check their links in all the matryoshkas
they are part of and on detection of failure perform the same
updating process.

IV. EVALUATION

A complete performance evaluation of the proposed systems
is not available at this point, as we are describing work in
progress. In the following we however give an overview to
evaluate the compliance with respect to the security objectives
we required in section II.

Authentication User authentication in our system is given
due to the public key pair all users possess, which are certified
by the trusted identification service. Please take note of the
fact, that this does break neither the privacy of users, as
this TTP does not hold any information about the user, nor
the decentralization, as a distributed TTP, based on threshold
cryptography, or even multiple TTPs can be used and these
do not have to be online at all times. Impersonation attacks
are impossible, as in this early approach of our system the
users have to prove their identity to the TTP. However, there
has been work on mutual authentication in distributed envi-
ronments without a TTP [11] and we are currently developing
further techniques for this purpose.

End-to-End confidentiality The end-to-end confidentiality
is at stake when 1) retrieving profile attributes, 2) sending
private messages or 3) commenting on another user’s profile.
In the proposed approach it is given, as 1) the profile attributes
are encrypted using the keys for the corresponding groups by
the owner of the profile, and for both 2) and 3) each message
exchange is encrypted with the public key I+ of the addressee.
As the serving peer might not know the requesting peer,
man-in-the-middle attacks in principle are feasible, if a node
manages to place itself on the path between the requesting
and the responding peer. We reserve a special discussion on
the possibility of these attacks in our system, below.

Privacy For each user, none of the group of untrusted parties
of the system can gather any information other than attributes
that are made public. This holds true for location information
of the user, as this is hidden through the anonymization steps
through the matryoshka, and for the profile information, as it
is encrypted and access keys are only given to users that are
trusted, and hence belong to one of the groups (e.g. for contact
information, business information, a personal blog, pictures,
private pictures, etc.) managed by the user himself.

However, as a peer may serve as a cache in the matryoshka
of one or multiple of his contacts, some information about
his contact list could be derived from monitoring his traffic
or his actions. This does not threaten the members privacy, as
the registration message at publishing is the only message in
which some identity of the node is disclosed. In this operation



as a matter of fact, the node id of the core of the matryoshka
and the pseudonym for all other nodes on the path are part of
the message. However, since only trusted contacts and the TTP
can map the pseudonym to the node id, no untrusted nodes
can derive any knowledge from the message. In consequence,
nodes on the second innermost shell may infer from the
signature chain, that their predecessors in these paths are direct
contacts of the core. This does not break the privacy, as all
direct links in the matryoshka are trusted.

Controlled access to attributes of the profile The group-
based access control scheme, which builds on a group of
members that are allowed to see an attribute of the profile, and
which is managed locally at the publishing member, allows for
a fine grained access control.

Data integrity Any party can check the integrity of any
retrieved (and decryptable) message, as all transmitted data is
signed by the originating party (the owner of the respective
profile), and as a peer can retrieve the public key, signed by
the identification service, at any point in time when the profile
information is retrievable as well.

Resilience to impersonation attacks Due to the existence
of the identification service and the authentication by means
of public key cryptography, the authentication can be consid-
ered as strong as currently possible by means of public key
cryptography.

Availability of profiles The complete profile of a user
is replicated and made available at all the members of the
innermost layer of his matryoshka, which are all contacts from
his contact list, i.e. the peers that are run by his friends and
acquaintances in his real life; additionally these replica are
accessible from the anonymous peer-to-peer substrate via mul-
tiple different paths through the matryoshka. These properties
do not guarantee the availability of the complete information
of all profiles at any time. However, as the replicating peers
and each hop in the matryoshka can be considered as highly
trustable, and in consequence as very cooperative, too, we
expect to achieve a high availability of data. We discuss the
black hole attack, a special attack on the availability, which,
due to their decentralized characteristic, is well possible in
peer to peer systems, in the subsequent paragraph.

An entirely different aspect of availability is the ability
of a system to deliver results in an acceptable time. The
choice to build the system in a decentralized manner may pose
a significant burden to its responsiveness. However, recent
studies have shown, that a timely access of data is well
possible in peer-to-peer systems [12]. We are in the process of
creating a model of the system in order to be able to evaluate
the availability in both its aspects of the responsiveness and
the possibility to reach information, in the near future.

Resilience to Man-in-the-Middle and black hole attacks
Both the man-in-the-middle and the black hole attack require
the attacker to be able to place himself between the requesting
and the responding party. In our system, this in general is
possible at three points: by occupying all positions in the DHT

which point to the matryoshka of a targeted user, by creating a
forged outer shell (through re-registering controlled peers for
all keys to a targeted profile) and by placing controlled nodes
on one or multiple paths in the matryoshka.

The first strategy is impossible due to the central and trusted
assignment of pseudonyms that determine the position of a
peer in the DHT.

Our scheme to sign requests for registration allows the
registering peer to authenticate all requests and hence prevents
a malicious peer to forge additional entries to the target’s
matryoshka.

Arbitrarily placing a controlled peer on a path inside a
matryoshka would require two steps: 1) to have a trusted
contact inside the matryoshka (either as a genuine friend or
through an impersonation attack) that 2) needs to collude in
selecting the malicious peer as the peer of the next shell, thus
possibly inflicting collateral damage on its trusted contact on
the shell closer to the core, which actually might be a direct
friend of the core itself. Thanks to the identification service
an impersonation attack is not possible and as all hops in the
matryoshka connect mutually trusted parties, we do not assume
the inner layers to mount an attack that would directly damage
trusted relationships of its contact in order to achieve 2).

V. RELATED WORK

We currently see the friend-to-friend [13] systems to be
the closely related field to our work. These aim at hiding
the identity of participating users in filesharing systems by
different means and some propose to enhance the quality by
preferentially attaching to peer nodes that are run by friends
in first life. Freenet [14] and GnuNet [15] are two examples
for this group. Both anonymize traffic through a hop-by-hop
routing, which we use in our matryoshkas, too. Turtle [16] and
F2F [13] additionally select links in the peer-to-peer overlay
between trusted parties only, by way of mutual authentication,
thus resembling the trusted links in our matryoshkas. However,
all of the above are primarily created for filesharing applica-
tions (or the asynchronous sharing of jokes, anecdotes, or the
likes) with low requirements to responsiveness and forward
all messages based on flooding from the requesting to the
servicing node. This introduces delays that are much too high
for a social networking application, in which users expect to
synchronously retrieve profile information directly on request.

Puttaswamy et al. have conducted an interesting study [17]
in which they propose to harness transitive trust in order to
prevent predecessor attacks in peer-to-peer systems. While this
approach in construction is similar to our matryoshkas, nodes
in our matryoshka do not need to authenticate the nodes on
path behind their innermost shell.

Fundamental scientific work on creating a new plattform
for privacy preserving social networking services has not been
undertaken, to the best of our knowledge.

VI. CONCLUSION AND FUTURE WORK

In this paper we have proposed and sketched a novel
approach to online social networking that builds on peer-to-
peer methods in order to remove a central, omniscient entity.



The approach leverages on the external trust that the users
have in their friends and acquaintances, both for replicating
profiles and for the anonymization of traffic. More precisely
the proposed system consists of three main components: an
identification service (that can be implemented in a decen-
tralized way and does not have to be online) for certification
of public keys and the assignment of pseudonyms; a set of
concentric shells around each participant, the matryoshkas,
which serve to replicate the profile data and anonymize the
traffic for this participant; and a straight forward DHT as a
peer-to-peer substrate for the location of matryoshkas in order
to be able to access profile data and exchange messages. The
proposed system is able to deliver the same services as the
existing centralized SNS, but offers stronger privacy protection
for its users.

Currently, we can identify a couple of open issues and
possible enhancements, which we plan to address in future
work. The primary goal has to be to develop a full model of
the system, in order to be able to study the availability of data,
both with respect to its accessability and the response times.
We see a need to enhance the group- and key management
scheme, in order to allow for features such as forward- or
backward secrecy, as well as key revocation without the need
to re-key the whole affected group. Another point will be to
enable users to reliably delete data from the system, which
may be easy as long as only the nodes on the innermost shell
of the matryoshka offer a replication service, but might be
increasingly difficult if additional replication services have to
be introduced for reasons of availability.

In the broader future we plan to assess the possibility and
develop a strategy to port the full or parts of the approach
to a wireless environment with DTN characteristics. In order
to ease the group- and key management, we additionally plan
to develop a degradable crypto scheme, which would allow
to encrypt the whole profile with a single key and distribute
different keys for tailored access to selected parts of the profile.
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