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Executive summary

The aim of this deliverable is to investigate socially based methodologies to facilitate
and optimize information provision in adaptive pervasive environments. This
concerns dynamic techniques for optimizing content placement and adaptation and
takes into account the relevance of information within social groups and local social

structures.

Social relationships can be based on establishing trust, cooperation and sharing of
common interests among individuals but also on other characteristics typical of
mobile environments, such as the frequency of interaction. The exploitation of these
‘social links’ has proved to be of fundamental importance for the optimization and
effectiveness of content placement and dissemination strategies over mobile pervasive
networks. Quantitative protocols and security mechanisms could be further
implemented to reinforce trust and incentivise cooperation within elements of a social

community.

This deliverable looks at these issues and explores the following:
* The social basis for trust and interaction between different parties to facilitate

information sharing and dissemination (Section 2);

The strategic replication of content to increase and facilitate its dissemination

(Section 3);

The optimization of content placement for enhanced opportunistic

communications (Section 4);

The intelligent pushing of content based on commonality of interest and social

similarity (Section 5);

The motivation for individuals to respond to each other through repeated

interaction (Section 6)

The use of secret handshaking to determine secure communication channels

between different parties (Section 7).
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1 Introduction

Research concerning the provision of information in pervasive environments
frequently relates to Mobile peer-to-peer (MP2P) networking. This is the use of peer
devices that are wireless enabled and capable of storing, forwarding and

communicating each other.

Social MP2P networking attempts to use the MP2P concept for multi-hop
communication using a ‘social structure’ between devices, and possibly their users.
This can be based on the history of previous interactions between them, as discussed
in (Watts et al., 2002). The social dimension is important because it allows to exploit
the relationships that devices and humans build among each others. These also
underpin trust and security as well as taking into account interests and similarities that

single nodes may have.

Differently from work package WP2, WP3 focuses primarily on the mechanisms for
content provision rather than on the definition of communication protocols between
nodes. This will explore issues such as ‘commonality’ between nodes and how this
can facilitate adaptive and dynamic dissemination and replication of content across

peers within mobile pervasive environments.

Within this work the benefit of establishing the similarity between devices and
situations has been clearly shown in a number of contributions made. The work
carried out concerning situated content provision is embodied in a series of
publications related to different aspects of work undertaken. All of the above
scenarios depend heavily on high levels of cooperation from individual nodes in order
to function effectively. However, this usually incurs some cost to individual
cooperating devices, for example, the reduced battery life from unnecessary
communications, or increased storage and CPU usage from process and caching
content. As such, without intervention, a rational, selfish node has no incentive to

cooperate, leading to a social dilemma where the socially optimal outcome
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(maximising the combined utility of all members) can not be achieved through
individually optimal strategies (that maximise ones own utility). Such social
dilemmas occur naturally in everyday social relationships (Hardin, 1968), and the
evolution of humans has developed a range of mechanisms that effectively deal with
the issues of cooperation and trust that arise. It therefore seems natural to consider

these mechanisms when developing autonomous electronic networks.

2 Recent Advances in Behavioural Science

Our basis for studying adaptation is the human dimension. This work follows on from
the work undertaken in WP1 and has involved integration with technical partners in
WP3 to develop joint work leading to publication through considering the human

basis for cooperation.

2.1 Background

In the behavioural sciences, trust refers to the tendency to cooperate with others in the
face of uncertainty about whether that cooperation will be reciprocated (E. Ostrom
and J. Walker, 2002). Recent research suggests that this ability is part of a suite of
psychological mechanisms that evolved in humans as means of facilitating social
exchange. Here we review the problems involved in exchange, and explain how trust
helps to solve them. Life affords many situations in which one individual can provide
a large benefit to another at a small cost to itself. Perhaps foregoing the last mouthful
of food can save another from starvation, or emitting a warning call alerts another to
the approach of a deadly predator. Examples of altruism abound in nature, but it has
been difficult for evolutionary theory to explain how natural selection could favour
such tendencies. Other things being equal, selfish types (that take the benefit of others
altruism without paying the cost) will always have an advantage over altruistic types.

However, in recent years, evolutionary theorists have provided several explanations.

One explanation is kin selection (W. Hamilton, 1964). Genes for altruism will be
selected if they aid copies of themselves that happen to reside in other individuals —

that is, in genetic relatives. This theory predicts that, under some circumstances,
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individuals will be equipped by natural selection with mechanisms that detect, and
deliver benefits to, members of their family. This theory explains the majority of
altruism in nature, and has been used to illuminate the psychology of parental care
and family structure in humans (M. Daly and M. Wilson, 2005, D. Lieberman et al.,
2005, E. Madsen et al, 2007) . A second explanation is reciprocal altruism, or social
exchange (L. Cosmides and J. Tooby, 2005, R. Trivers, 1971). Genes for altruism will
be selected if the benefits that they provide are contingent upon receiving benefits in
return. Perhaps I will give you some of my surplus apples, if you give me some of
your surplus oranges; or, I will help you when you are injured, if you will help me
when I am injured in the future. Both parties stand to gain from such exchanges by
paying a small cost and receiving a larger benefit in return. However, an obstacle to
this kind of cooperation is that, although both individuals profit from the exchange, an
individual can profit even more by taking the benefit of cooperation without paying
the cost that is, by cheating. Thus, when the exchange of benefits cannot be confirmed
as is the case when they are exchanged at different times cooperators expose
themselves to the risk of being exploited. Hence they are uncertain about how much

they can trust others.

In game theory, situations of this kind are modeled as prisoner’s dilemmas. Analyses
show that in a world where individuals meet only once, cheating is always the best
strategy, trust cannot evolve, and the fruits of cooperation remain forever out of reach.
However, in a world where individuals meet repeatedly, the immediate benefits of
cheating can be outweighed by the long-term benefits of cooperation, and a strategy
of conditional cooperation — that begins interactions with a cooperative move, and
then does whatever the other player does in subsequent rounds — can initiate and
maintain cooperation, avoid exploitation by cheats, and thereby realise the rewards of

cooperation (R. Axelrod, 1984).

Humans evolved in a world where repeated face-to-face interactions were a recurrent
feature of social life (J. Tooby and I. Devore, 1987); and this, combined with the
economics of hunting, seems to have created the conditions and provided the impetus
for the evolution of psychological mechanisms that implement a strategy of
conditional cooperation. These mechanisms are expected to be able to: identify

profitable social exchanges (based on the ratio of costs to benefits, the chances of
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meeting again, and the delay in receiving the return benefit (J. Tooby and I. Devore,
1992)); to initiate cooperation at the relatively high-levels appropriate to the social
environment in which they evolved (A. Delton et al., 2009) to alter behaviour
depending on the past performance of ones partner, his reputation, or information
regarding his future intentions (M. Nowak and K. Sigmund, 1998); and to identify
and punish cheats (M. Price et al., 2002).

These theoretical expectations are consistent with findings from experimental games,
in which individuals playing for real money decide whether and how much to trust
others (C. Camerer 2003). For example, it has been found that: individuals who place
a higher value on future rewards are more likely to initiate cooperation (O. Curry et
al., 2008, A. Harris, 2002) contrary to standard economic assumptions of selfishness,
individuals trust others, and reciprocate trust, even in one-shot games (E. Ostrom,
1998); individuals are more likely to trust others that are smiling, or are portrayed by
smiling emoticons (O. Curry and J. Tooby, 2010, J. Scharlemann et al., 2001);
individuals are more likely to cooperate with others when they are known to them (R.
Frank, et al, 1993) or are made to feel as if they are being watched (by the strategic
placement of eyespots) (M. Bateson et al., 2006, K. Haley and D. Fessler, 2005); and
individuals are more likely to cooperate when there is the option to punish cheats, and
will pay money to do so (E. Fehr and S. Gachter, 2002). For alternative interpretations
of these results, compare (T. Burnham and D. Johnson, 2005) and (E. Fehr, U.
Fischbacher, 2003).

Intriguingly, it has also been shown that the decision to trust is mediated and can be
experimentally manipulated — by the hormone oxytocin (M. Kosfeld et al., 2005).
This evolutionarily ancient and widely-conserved hormone leads female mammals to
‘let down their guard’ and allow others to approach for the purposes of copulation and
the suckling of young (Z. Donaldson and L. Young, 2008). It appears that this system
originally designed to facilitate mating, and then modified for the purposes of kin
altruism has now been pressed into the service of reciprocal altruism. It leads

individuals to let down their guard when cooperating, and thus make themselves
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vulnerable to possible exploitation, in pursuit of the potential benefits of reciprocity.
Genetic variation in levels of oxytocin in humans may help to explain why the
decision to trust (and reciprocate) in experimental games is partly heritable (D.

Cesarini et al., 2008).

The modern world provides opportunities for cooperation on an evolutionarily
unprecedented scale; fortunately, we seem to be pre-equipped to take advantage of
them. Our tendency to trust may be designed for the Stone Age, and be based on
assumptions that no longer hold; but, under the right circumstances, this tendency can
become a self-fulfilling prophecy. An act of trust that may appear over-optimistic can
nevertheless trigger reciprocity in its recipient, thereby unlocking cycles of mutually-
beneficial cooperation. As we learn more about the psychology of trust, the challenge
will be to design trust-enhancing structures and institutions that mesh better with our

evolved intuitions, and thereby support cooperation at ever-higher levels.

2.2 Work Undertaken

The work undertaken on this front has been carried out by OXF in collaboration with
NKUA, CU and EUR using personnel that are fully engaged in the SOCIALNETS
project. This is carried out in support of task T3.2, which concerns the adaptation and
need of cooperation and altruism for the provision of content. The paper produced,
see Appendix A, shows how a better understanding of trust and cooperation from a
behavioural science perspective can be used to inspire techniques to encourage
cooperation and balance trust and privacy in pervasive networks. The point at which
technical transfer occurs between the human domain and the technical domain is the
affiliation that humans identify with each other based on their ‘similarity’. This
carries over from WP1 (see deliverable D1.2 and D1.3) and has led to techniques to
encourage content sharing networks based on the deduction of groups of ‘similar’
individuals. Any identification of related groups will require an exchange of
information, and the implications on privacy and trust that result are therefore
investigated in depth. For example, these aspects are explored in the context of

content sharing and micro-blogging.
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3 Content Replication based on Social Similarity

The basis for the notion of ‘social similarity’ was introduced in Section 2. In this
section we introduce the basis for content replication based on commonality of

interests among groups of nodes in a network.

3.1 Background

In deliverable D3.1 (N. Laoutaris, 2006, E. Jaho et al., 2008, E. Jaho and I.
Stavrakakis, 2009) we have introduced social characteristics that should be taken into
consideration in the design of content management mechanisms such as: Interest-
based social grouping or commonality of interests; Locality-based social grouping
and related mobility, or commonality in locality; Cooperative and non-cooperative

behaviors, mistreatment/misbehavior, uncertainties and trust-based social grouping.

Such characteristics were considered in isolation or jointly, in order to enhance the
performance of content management. In this deliverable we focus on the impact of
social similarity (or commonality of interests) on three different node behaviors,
regarding content placement strategies, see (E. Jaho and I. Stavrakakis, 2010) for
more details. We consider a social group of nodes and make two modeling

assumptions:

* Each node has a probability distribution of interests for a set of information

objects.

* Each node locally replicates information objects and can access objects stored
by other nodes in the social group at a smaller cost, compared to the cost of

accessing them from another social group.

Since nodes have limited capacity, it is important that they decide correctly which
objects to store. We assume that the decisions made are shaped by the different
behaviors that nodes can adopt: the selfish, the self-aware cooperative and the

optimally altruistic ones.

Under the selfish strategy, each node tries to minimize its own access cost without
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considering other nodes’ placements. Each node simply stores its most wanted
objects, in order of decreasing request rates. This strategy has the lowest

implementation cost, since there are no communication costs.

In the self-aware cooperative strategy, each node tries to minimize its access cost
while taking into account other node placements. The ‘self-aware’ aspect of this
cooperative strategy is due to the so-called ‘mistreatment-free’ (N. Laoutaris, 2006,
E. Jaho et al., 2008) property, in the sense that it results in a distributed object
placement algorithm, where the access cost for each and every node is at least (and
typically much lower than) that induced under the selfish strategy. We say that a node
is cooperative when it communicates the list of the objects in its memory to other
nodes. A node can take advantage of other nodes’ placements, in order to further
minimize its access cost. For instance, a node may decide to replace a highly
requested object that exists in many other nodes in the group by a less requested one,
if this incurs an access cost decrease. The implementation of the self-aware
cooperative strategy requires the exchange of some limited information among nodes

in the group (index of content stored locally).

In the optimally altruistic strategy, nodes in the group store objects such that the total
access cost (social cost) is minimized. This strategy has the highest implementation
cost compared to the others we have studied since it requires that each node knows
the preferences of all other nodes in the group. It yields the maximum benefit possible
for the entire group, although this can mistreat certain nodes for the social benefit
(with the risk of encouraging them to leave the group) and requires heavier interaction
with the other nodes of the group (increasing complexity and the reliance on nodes’
truthful declarations). These interactions could be lighter under a centralized

derivation of the optimal placement.

3.2  Work Undertaken

The work undertaken on social similarity has been carried out by NKUA. A paper
detailing this research is presented in Appendix B. This is carried out in support of
task T3.3, which concerns the provision of information which is relevant to users’
interests. This is achieved through the design of mechanisms that determine the

content replication within a group of nodes, by exploiting the locality and



Deliverable D3.2: Adaptive Situated Content Provision

commonality in interests of such nodes to dictate the most effective content

replication strategy (or behavior) to follow.

The main objective has been to examine the performance of a range of different
strategies, relative to the characteristics of the social group. To this end, an innovative
approach that characterizes the similarity of the nodes of the social group with respect
to content interests is proposed and a metric called tightness has been introduced. The
beneficial dependence of the induced social and individual node— under the
aforementioned three types of content placement strategies, which reflect general
patterns of social behavior — from the level of tightness of the social group has been
clearly established and some important conclusions and guidelines are drawn
regarding the kind of placement strategy that a node should adopt for a given level of

tightness in the social group.

Results have shown that altruism is a win-win virtue or behavior only in tight social
groups (provided that the higher implementation complexity is not an issue): both the
group’s benefit and individual’s benefits exceed those under a self-aware cooperative
or a selfish behavior. As the tightness decreases altruistic nodes can be mistreated,
while the self-aware cooperative strategy is always mistreatment-free (i.e., its access
cost is always lower than that under the selfish strategy). Moreover, the cooperative
strategy has a near-optimal performance and has a low implementation cost. Finally,
in social groups made of foreigners (that is, tightness is extremely low), it turns out
that being selfish is more beneficial, in terms that not much can be gained for the

social group and individuals can only loose by not being selfish.

This study has applications to social networks with interactions between computer
devices with limited memory resources. These are typically encountered in mobile
networks that are additionally ‘socially aware’, meaning that either nodes or their
human users are aware of the formation of social groups and the potentiality of

benefits from participation in such a group.



SOCIALNETS

4 Content Placement and Dissemination in Opportunistic
Networks.

In this Section we focus on the problem of placing and replicating effectively massive
content within an opportunistic networking environment by seeking to explore social
structures and other behavioural properties that are increasingly present in such
pervasive networks. We discuss strategies to autonomically disseminate content (i.e.
to replicate or push content) at suitable nodes in the network, such that interested
users can effectively receive data objects that they request (i.e. pull content), despite
not always being connected to the original content holder through a stable multi-hop
path. Furthermore, we aim to place or bring content close to (potentially) interested

users ‘pro-actively’, and not in response to specific requests for it.

4.1 Background

As we move towards a predominately content-centric networked world it is evident
that the (optimal) placement and dissemination of content within the network
becomes increasingly critical, as it shapes both the communication costs and the
achievable QoS. This trend has been recently solidified and magnified as the amount
of content possibly available in the emerging pervasive networks is steadily
increasing due to the User-Generated Content trend. Mobile devices/users are now
typically capable of generating large amounts of content (most likely of low demand
multimedia) that could be exchanged upon encountering with others. Managing and
provisioning effectively this massive content in an environment where content is
transported primarily through node encounters (as opposed to established multi-hop
communication paths), presents new and significant challenges (as discussed in detail

in D2.1).

Mathematically speaking, the content placement problem is defined as solving the
optimization of some cost function shaped by the distance to the content's location
and the occurring demand load (i.e. the well studied k-median problem, where £=1).
The objective is to identify the network nodes that will yield the minimum cost of
content provision to the various users, residing at the rest of the network nodes. To
deal with the fact that this problem becomes even more demanding due to high

dynamicity of the networking environments, we apply the method proposed in (P. Hui
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et al., 2007) to form a static graph structure that will represent reasonably well the
time-evolving attributes of such an environment. This graph consists of a set of nodes,
standing for the network's users, while a link is added between a pair of them if the
frequency or time of their encounters exceeds a pre-defined threshold. Through this
graph representation some piece of social information is actually implied since the
users being in touch for a substantial amount of time or frequency are likely to share

some social interest or to physically co-locate according to their social behavior.

Given this mapping, the initial problem can be formulated as a typical facility location
problem on a static graph that traditionally requires global topology and demand load
information. Inevitably, this gives rise to scalability and adaptability to network

changes and critical limitations.

Information dissemination for dynamic, autonomic and opportunistic networks cannot
typically rely on a stable and known topology, due to the autonomicity, dynamicity
and (large) scale of the environment. Consequently, such mechanisms very
frequently resort to some kind of flooding or random wandering of an agent that
disseminates content or a request for it (search). The former yields a fast network
coverage (global dissemination) at very high overhead, while the latter yields a slow
network coverage at much smaller overhead. Due to the typically large scale of the
environment and the resource limitations of the involved network nodes, the induced
overhead is one major concern. A second major concern is the degree of willingness
of the (autonomic) nodes to participate in the process, which is a social characteristic.
Major research effort has been directed by the research community towards the design
of variations (more or less) of these schemes to achieve higher efficiency, particularly
by exploiting partial information or structure of the network. Some of such variations
expose implicitly or explicitly a social dimension that is mainly manifested through
the notion of cooperation of the nodes and sharing of the burden of the content

dissemination task.
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In addition to the above (social) dimension, information dissemination can be greatly
enhanced in mobile opportunistic environment through more explicit consideration of
social characteristics in the design of the content dissemination mechanism. This
way, interested users can automatically receive what they are looking for, despite not
being always in the condition of connecting to content holders through a stable multi-
hop path. Definition of interest-based social communities, membership of nodes to
social communities, time spent by the nodes within (locality-induced) social
communities and other relevant characteristics can be taken into consideration in
shaping properly defined utility functions that can — in turn — be used to modulate the

content dissemination process.

4.2 Work Undertaken

The work concerning content placement and dissemination in a mobile opportunistic
context has been carried by both partners CNR and NKUA in support of task T3.3 for

the definition of dynamic content management schemes.

The work on content placement contains two threads of work. The first one, pursued
by NKUA (K. Oikonomou, I. Stavrakakis, 2010c, see Appendix C), seeks to explore
how strictly local information (collected by the node hosting the content) can be
exploited to trigger a content migration trajectory that will seek to bring (or place) the
content in an optimal position. The strict locality of the information in this work is its
main advantage, in comparison with the work in (G. Smaragdakis et al., 2010), at the
cost of a dependence of the convergence (or not) of the migration path on the
properties of the underlying network graph. Social characteristics of the users are not
explicitly incorporated in this work that is only partially supported by this project. As
the mapping of the mobile opportunistic network encounters and the social groupings
progress into more well justified and better identified graphs (of social links). This
work could then become readily applicable to migrating efficiently content over such

(social-link-based) graphs.

The second thread of work on content placement contains two parts. The first part
contains earlier work pursued by NKUA that was completed recently with minor
project involvement (G. Smaragdakis et al., 2010), that also served as a foundation

for related work fully pursued in the context of this project (see second part). This
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work provides for a scalable (based on local neighborhood content demand and
network topology information) approach to the global k-median optimization
problem. It iteratively solves the problem by selecting a subgraph around the current
node hosting the content, where a small-scale optimization takes place, instead of a

global and costly one.

The second part of this second thread of work on content placement was pursued
jointly by NKUA and CNR (P. Pantazopoulos et al., 2010, see Appendix D) and
brings explicitly a social dimension into the problem of placing a single replica of
content in a social networking environment by quantifying a node's ‘social
significance’ regarding its role in leveraging information provision paths among
others. In this work the placement and the migration of content are influenced by the
social groups and their underlying structures, with particular emphasis on the mobility
of the nodes in the network. The nodes singled out to take part in the spatially
restricted optimization are those that exhibit the higher values of a new metric -
called conditional betweenness centrality (CBC) - based on the well-known in social
studies betweenness centrality index, expressing the notion that a node is more central
if it is traversed by a larger number of (shortest) paths linking all available pairs. This
innovative metric is introduced in order to capture a node's social significance with
respect to the one hosting the content; in other words a node's ability to control, due to
its position among others, the flow of information towards a specific target-node (the
node currently hosting the content). With each iteration's small (and local to the host)
subset of ‘significant’ nodes at hand, we solve a sequence of small-scale
optimizations that result in the content migrating to nodes that are increasingly
‘socially significant’, while following a cost-reducing path towards the optimal (or
near-optimal) location. Using simulation we evaluated the proposed solution against
the (non-scalable) one derived by assuming global topology and demand load
information. The effectiveness of our approach clearly depends on the size of the
selected subgraph,; it typically coincides or is very close to the optimal location when
this subgraph is relatively large (small reduction to the original complexity) but it

remains close to the optimal solution even for very small subgraphs. The latter case is
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further explored by introducing a modified demand mapping concept, according to
which not only are the nodes selected for inclusion in the subgraph based on their
CBC value but their contribution to the solution of the formed optimization problem
is also determined by their CBC value. The latter may be justified by the fact that the
CBC value may be viewed as an indicator of the demand load going through and,
thus, coming from this node. A notable improvement of our algorithm's performance,

even when using a very limited sized subgraph, is achieved.

The work on content dissemination also contains two threads. The first one was
carried out by NKUA and considers how traditional (typically topology-unaware)
information dissemination schemes — such as flooding and random-walk-based) can
be affected (or be optimized) by the degree of participation of the nodes. Recently
completed work on content dissemination through multiple agents (commissioned at
different time instances of the process) pursuing a Random Walk in the network (K.
Oikonomou, et al, 2010a) shows how the willingness of network nodes to participate
in the content dissemination process, not only helps reduce the burden on the initial
agent, but it results in a smaller cumulative burden of the multiple agents involved,
for a targeted level of dissemination. That is, sharing of the burden also results in its
reduction, or the social cost under multiple agents is smaller than the cost to the single
agent. The recently completed work on probabilistic flooding (K. Oikonomou, et al,
2010b, see Appendix E) derives the minimum level of involvement of the network
nodes in a content dissemination process (controlled flooding) so that a full network
coverage (or a given level of it) is achieved with high probability. In a fully
cooperative environment this result dictates how widely each node should disseminate
the content (determined by the forwarding probability), so that the global network
resource consumption is reduced while achieving a desired level of coverage. Or
reading this from a different angle, it determines the minimum level of cooperation
degree of the nodes (i.e., minimum value of the forwarding probability) that is
necessary to achieve a certain level of coverage with high probability. The
aforementioned two works have been carried out in the context of a broader study and

were only partially supported by this project.

The second thread of work on content dissemination was carried out by CNR and

focuses specifically on social mobility issues and opportunistic scenarios. Here the
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utility of an object (or a piece of content) for a single node depends essentially on its
movement and the corresponding locations it has visited. Note that the use of
pervasive mobile scenarios adds adaptive features to the mechanisms used for the
provision of content. In order to be effective, protocols must take into notice variable
and mutable factors, such as the frequency and type of social contacts within the
mobile environment. Along these lines, the ContentPlace system, fully described in
(C. Boldrini et al. 2008a), (C. Boldrini et al. 2008b), (C. Boldrini et al. 2008c), (C.
Boldrini et al. 2009), investigates content dissemination strategies that look at the
advantage of exploiting information about social relationships among users in the
dissemination process. For the reader convenience, the work in (C. Boldrini et al.
2009) and (C. Boldrini et al. 2008a) are reported as Appendices F and G respectively.
ContentPlace assumes that users belong to social communities, and it autonomically
learns the time spent by the users in each community, which types of data objects
users of each communities are interested into, and how spread in the communities the
data objects are. This information is used to evaluate the utility of each encountered
data object. More specifically, each node, upon making contact with another peer,
evaluates the utility of the data objects the peer is carrying with. Assuming that the
buffer space devoted to the dissemination process is limited, the node selects which
data objects to fetch from the peer, in order to maximise the total utility of the data
objects in its own buffer. Therefore, the data dissemination process is driven by the
interests and social behaviour of the users, and just requires local interactions between
nodes that happen to come in contact. Emphasis is given to the fact that nodes that
frequently visit different communities can act as ‘bridges’ in order to store and
forward resources related to types of interests useful for all of them. Finally, the work
also suggests further model enhancements that will allow to information

dissemination through multi-hops social paths.

S Intelligent Pushing Based on Similarity of Interests

A fundamental issue in opportunistic and mobile peer-to-peer networks is the way in

which content can be provided to users. Specifically, the lack of end-to-end
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connectivity between devices means that a user pulling desired content from its
source on demand is prohibited. To overcome this it is necessary to develop
mechanisms that enable content to be intelligently pushed to users who may desire it.
This has been the basis for substantial preliminary investigation. In contrast to Section
3 and 4, here we consider a pure push model, where users do not request specific
individual data objects, but instead receive content without request based on an
explicit or inferred subscription to (virtual) content channels. Furthermore, the
proposed scenarios deals with issues such the dynamic generation and discovery of
new content so that a node may receive valuable pieces of content whithout a priori

knowledge of their existence.

5.1 Background

Peer-to-peer networks on the Internet are an example of how can be stored and shared
without a centralized server. Opportunistic networking means that these mobile
devices can easily connect in a transient way, facilitating ‘mobile peer-to-peer
networking’ (MP2P) where data can be shared and stored between peers. This
paradigm has been used for resource discovery in mobile ad-hoc networks. The most
common resource discovery approaches use meta-data about resources to disseminate
through the mobile network using ‘reactive’, e.g. query-response, pull, and ‘proactive’
protocols, e.g. broadcasting, push (V. Z. C. Doulkeridis and and M. Vazirgiannis,
2005).

(A. Datta et al., 2004) proposes a purely proactive dissemination scheme, called
‘autonomous gossiping’, in which mobile entities do not have to search for resources
but obtain them directly through the application of pushing protocols. Here it is the
data itself that identifies suitable nodes based on resource descriptions and the mobile
node's advertised profiles. In (S. K. Goel et al., 2002) resources are disseminated
directly and no queries are allowed. Here nodes cache and forward through the

network suitable size fragments of the individual resources.

Social MP2P networking attempts to use the MP2P concept for multi-hop
communication using a ‘social structure’ between devices. This approach has been
initially introduced in P2P platforms such as 7DS (seven degrees of separation) (M.

Papadopouli and H. Schulzrinne, 2001) and PeopleNet (M. Motani et al., 2005)
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(which, however, still include some form of infrastructure and centralized search
engines). More recently social networks have been successfully used in a purely
mobile context. (C. Boldrini et al., 2009) proposes a social-oriented framework for

data dissemination in resource constrained opportunistic networks.

Other works apply social networking to the development of file sharing systems (see
(H. Zhang and H. Shen, 2009). In all of these works, social links between mobile
entities are used to form communities that are introduced in order to investigate their
impact on both the node's mobility and the routing of information about resources.
We note that to date there has been very little in the way of proposed applications for
MP2P scenarios. Currently most of the suggestions have focussed on geo-spatial
applications such as obtaining information in a particular context (e.g., (T. Zhong,
2008) or for commercial purposes (O. Wolfson et al., 2004)). A further area of
research has focussed on data delivery issues, such as using social structures to reach
intended recipients (e.g., (C. Boldrini et 1., 2007). Our interest in this area has
concerned enabling nodes (devices) to determine who they should push to based on
what content they have and who they know as ‘friends’ on the basis of the frequency

of their interactions.

5.2  Work Undertaken

To investigate this we have developed a model of a future application scenario in
which users can distribute their content by opportunistically pushing it to local users.
This work has been carried out by partner CU in support of task T3.4 concerning the
adaptation of information push and how the notion of social networking make this
processes highly efficient and integrated. The resultant work is summarized in
Appendix H. Here a new potential social communication phenomenon is considered:
social micro-blogging without the Internet. Social micro-blogs (called utterances) are
assumed to be generated on mobile devices and shared between peers using direct
wireless transmission rather than using any network infrastructure. This combines two

emerging issues: opportunistic networking architectures are making it possible to
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store, carry and forward such content while trends in social media and self expression

such as micro-blogging have become increasingly popular.

We introduce a community-based approach that allows content to be pushed to those
who can derive utility from it. A utility function is introduced as a measure of the
satisfaction (valuability) that an utterance has for a specific node. This considers not
only its content (e.g interest, location) but also a time dimension introduced by the
temporality of the utterance itself. We explore the robustness and performance of this
approach, which builds social networks through which relevant content can be pushed
using epidemic-inspired mechanisms. Consistently to (E. Jaho and 1. Stavrakakis,
2010) this work is based on the similarity of interests since it assumes a full
knowledge of the interest profile of a node’s neighbours (i.e., the nodes who are
‘familiar’ with a specific one). The simulations developed analyze the dissemination
of resources of very limited size (micro-blogs) among nodes moving freely in a

mobile environment.

The proposed model emphasizes mobility issues since the nodes only move and meet
in a opportunistic fashion in the network (i.e some nodes would never meet and they
can only use other nodes to share opportunistically information about their interest
profiles). Social groups are bases in the first instance on familiarity, i.e. number of

contacts occurring between pairs of nodes.

To facilitate intelligence and learning, the knowledge about the preferences of
interests is exchanged and stored among all of the neighbours belonging to a node’s
social group. In addition we consider that the knowledge of neighbours interests can
be forwarded for more than one hop away and so goes beyond the simple physical
contact implied by the opportunistic scenario. This is obtained by exchanging not only
the single node’s own interest but also by collecting and forwarding (by the use of a
pure ‘push’ protocol) some ‘aggregate’ knowledge of the interests profiles of its

neighbours. Note that this can be interpreted as a further form of altruism.
6 Adaptive Trust and Altruism based on Similarity

Pervasive environments are both influenced by and need to be designed for
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adaptation. Underpinning these activities are the needs to facilitate trust and altruism

between parties for content exchange and provision.

Sections 3 to 5 have demonstrated how cooperative and altruistic behaviors can
reduce significantly the communication costs for accessing and disseminating content.
This leads to the organization of nodes in social communities in which nodes share
knowledge about location and quality of the data carried. Furthermore, it has been
shown how this beneficial effect increases when these social relationships are formed

among nodes having similar characteristics (i.e. ‘commonality of interests’).

In this Section we explore how these socially inspired behaviours (see also Section 2)

can be transferred to quantitative protocols that are naturally incentivized

6.1 Background

The study of the conditions under which one party will act on behalf of another, such
as in providing content, has been of major interest in many different fields, such as
sociology, economics, and psychology. More recently, this has become of relevance
to wide-ranging distributed electronic systems where decentralisation is present, such
as in peer-to-peer overlay networks, ad-hoc networks and opportunistic networks.
Precisely why an entity should adapt its selfish behaviour and act altruistically for
another party is under scrutiny, and social forces frequently underpin these
mechanisms. A classical scenario modelling this problem is the Prisoner's Dilemma
game, where the rational optimal strategy for an individual is to defect rather than
cooperate irrespective of the other player's strategy (R. Axelrod, 1984). This results in
a ‘socially irrational’ outcome where uncooperative nodes gain at the expense of
cooperative nodes, for example through receiving but not giving during interactions.
This limits the overall functionality of a system and may ultimately lead to its demise.
The purpose of trust and reputation models are to provide incentives for cooperative

behaviour while penalising or limiting the opportunities for defection.

Several authors have investigated the importance of trust and reputation models to

incentivise cooperation within groups of individuals. It is widely recognised that any
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kind of uncooperative behaviour can produce benefits only to the selfish individuals,
while penalising the most altruistic components of the community. This phenomenon
is known as the ‘tragedy of the commons’ and has been of major relevance (G.
Hardin, 1968). Overall social benefit is reached only when selfish behaviour is
restricted to a small minority. This has been the focus of many works in different
subjects, which include sociological research on social interactions (D. Nettle, and R.
Dunbar, 1997, R. Riolo et al., 2001) as well as electronic applications for e-commerce
(B Yu, and M. Singh, 2000) and internet based resource sharing (M. Feldman et al.,
2004, Y, Wang, and J. Vassileva, 2003, D. Hales, and B. Edmonds, 2005).

Although diverse, a common theme in much existing work concerns reducing and
isolating any form of selfish or uncooperative behaviour. An important concept is that
of ‘reciprocity’, indicating the propensity for a node's actions to be returned in future.
Work on reciprocity dates back to Trivers (R. Trivers, 1971) and since then it has
been as fundamental importance in many other sociological studies on social
dilemmas and agent based modelling (M. Macy, and R. Willer, 2002, J. Sabater, and
C. Sierra, 2002). This is also at the basis of the so-called “tit-for-tat' strategy, which is
a highly effective strategy in game theory for the iterated Prisoner's Dilemma (R.
Axelrod, 1984).

Two main types of reciprocity can be considered: direct reciprocity, which constitutes
mutual exchange between two parties and indirect reciprocity where reciprocation of
an action may arise from any party in the society. In this work our focus concerns
direct reciprocation, which is naturally disposed to scenarios involving opportunistic
interactions and sharing of data and knowledge. Reciprocity has been identified as
one of the most important factors which lead human societies to self-organise into
social groups (M. Macy, and R. Willer, 2002) and it plays a major role in the selection
of neighbours with whom to interact (V. Buskens and J. Weesie, 2000) as well as in
response mechanisms such as ‘non-forgiving’ strategies (D. Nettle, and R. Dunbar,

1997).

6.2 Work Undertaken

Work in this area has been undertaken by partner CU, leading to substantial

publication as provided in Appendix I. In particular this document refers to its
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Sections 1 to 4 whereas the remaining Section 5, about the dynamic adaptation of

cooperative behaviours, will be considered in detail in the following deliverable D3.3.

This research is carried out to fulfil task T3.2 for the exploration of social
enforcement and incentive mechanisms to avoid exploitation and mistreatment of
nodes. The topic is also related to task T3.4 about testing the system in presence of

distrust or partially trusted entities.

In this paper we propose a model that uses social networks in order to encourage and
incentivize cooperation. The model includes both interaction and behaviour dynamics,
where individuals have some choice with whom to interact and how to act (e.g.,

whether or not to enter into a transaction with a third party).

The proposed approach is driven by an individual's own selfish behaviour in forming
relationships and its direct observation of others. These aspects enable an individual
to form and maintain relations with a group of nodes with whom they trust based on a
degree of self-similarity. The result is a dynamic social network that assumes parties
seek to directly reciprocate and is intended for scenarios where nodes have and

opportunity to learn and adapt based on their own observations.

As a result we establish that cooperation can be incentivized using social relationships
between individuals, where the relationships are based on trust built up based on a
history of interactions. This turns local selfish behaviour into a system which
produces greater utility for greater levels of cooperation. Our model has been based
on application of the iterated Prisoner's Dilemma game and trust is based on direct
experience, which in turn is used to build social structures. The model does not
consider any form of third party reputation, which reduces the opportunities for lying

and misreporting of information from the other members of the community.

Behavioural dynamics and interaction dynamics are both taken into account since
nodes choose with whom to interact and are may refuse to play when asked. The

results of a series of test problem show the positive effect of nodes seeking to create
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mutual relationships with others at least as cooperative as themselves. This idea
together with that of prioritising interaction within social structures produces the
highest benefits for the most cooperative behaviours while the performance of
uncooperative nodes is heavily penalised. Further experiments have been conducted
to test the robustness of the system when only fractions (considered in different

proportion) of the most cooperative nodes adhere to the proposed cooperative model.

Finally, another group of simulations were performed by modifying the application of
the Iterated Prisoner Dilemma game by modeling the utility and cost contained in its
original payoff matrix according to the ‘similarity of interests’ described in Section
3.2. A degradation in the performance was then observed the more the social groups

in the network becomes dissimilar from each other in terms of interest profiles.

7 Security and Trust

This section concerns the definition of security and trust mechanisms in pervasive
social environments. In all of the scenarios simulated in Sections 3 to 5 privacy
becomes an issue of major concern, because of the way the context of the nodes is

disseminated throughout the mobile network.

7.1  Background

Autonomic and opportunistic scenarios require frequent content sharing. Privacy is a
major concern for protocols for acceptance of pervasive networks, because of their
inherent characteristics (L. Lilien et al., 2006, L. Opyrchal, 2007). For example, a
node would agree on sharing all or part of his context information with his social
friends, but he would certainly be reluctant to see his context accessible to untrusted
nodes. Furthermore, forwarding decisions are directly taken over the content of the
packet but content publishers or receivers may not wish to reveal this content to some

intermediate nodes whose only task is forwarding.

Parties cooperating in hostile networked environments often need to establish an
initial trust. Trust establishment can be very delicate when involves the exchange of
sensitive information, such as affiliation to a secret society or to an intelligence
agency. Two mechanisms, Secret Handshakes and Matchmaking protocols, have

originally tackled this problem, coming up with solutions for secure initial exchange
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between mistrusting principals (D. Balfanz et al., 2003, R. W. Baldwin and W. C.
Gramlich, 1985). The importance of this topic is evidenced by the number of recent
publications on the subject that have proposed several variations of the above
mentioned protocols (G. Ateniese et al, 2007, S. Jarecki et al., 2008, J. S. Shin and V.
D. Gligor, 2007)

A problem which is particularly significant among social networks consists in
identifying theft and identity spoofing. The principal issue is that there is usually little
or no validation that a person that joins the social network is really who claims to be.
This shortcoming needs to be combined with a second one: social network users base
the decision on whether to accept a friendship request on name, pictures and
fragments of text, information that is often easily retrievable from elsewhere on the
internet. It is therefore relatively simple (L. Bilge, 2009) for an attacker to set-up a
fake profile, pretending to be somebody else, and then convince other users to accept

friendship request, consequently sharing their private information with the attacker.

7.2 Work Undertaken

The work undertaken in support of task T3.5 has been carried out by EUR. This
focuses on providing security key strategies that are adaptive to dynamic social
network, environments. In this deliverable the definition of these management
schemes takes into account the results of the work undertaken in tasks T3.4 about
trust establishment protocols for social networks, whose results are shown in Section
6. Note that these techniques concerning trust and security are necessary requirements

for the placement and dissemination of content described in Sections 3 to 5.

A Secret Handshake is a mechanism devised for two users to simultaneously prove to
each other possession of a property, for instance membership to a certain group. The
ability to prove and verify possession is strictly controlled by a certification authority,
that issues proper credentials and matching references respectively. In the context of
socially inspired networks, a secret handshake is required when a user needs to verify

if another user share the same ‘social characteristic’ or not, in order to determine if
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these two users can establish a secure communication channel. However, having one
property in common does not give the right to users to discover unshared properties.
(A. Sorniotti and R. Molva, 2009) presents the first Secret Handshake scheme that
allows dynamic matching of properties under stringent security requirements and that

is based on the use of bilinear maps. This paper can be found in Appendix L.

(A. Shikfa et al., 2009a) tackles the conflict between trust and privacy in the context
of content based applications and defines three privacy models based on different
trust degrees. The last privacy model requires a node to reveal only common
properties to another communicating node; other characteristics are not revealed at
all. (A. Shikfa et al., 2009a) can be found in Appendix M. Since advertisements and
published content are forwarded through intermediate nodes that are not necessarily
trusted, security has to be enforced with several operations. Indeed, receiver
advertisements and published content have to be encrypted to enforce privacy. Hence,
nodes require mechanisms that allow them to take content based forwarding decisions
without accessing the content in clear. This work also identifies two main security
primitives based on a node’s forwarding table in order to deal with the confidentiality
of both advertisements (secure setup of forwarding table) and the content itself
(secure look-up). (A. Shikfa et al., 2009b) presents a complete privacy preserving
context based forwarding mechanism dedicated for the third privacy model where
nodes do not trust each other. This mechanism is based on two refinements of

identity-based encryption, namely searchable encryption and policy-based encryption.

8 Conclusion

In this deliverable we have show how cooperation and trust ideas can be transferred
from behavioural science to quantitative protocols that can be successfully applied to
content placement and dissemination scenarios for mobile opportunistic networks.
Nodes appear able to improve their performance when organized into social structures
in order to establish cooperative strategies with their ‘friends’. Social relationships are
not only based on levels of trust but also on other aspects typical of mobile pervasive

environments, such as the frequency of interaction between pairs of nodes..
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Situated content provision has been investigated from the viewpoint of replication,
generalization of pulling and introduction of pushing protocols using these social
structures. An important concept is that of ‘similarity’ so that nodes optimize their
outcomes when they place their social links with others sharing particular

characteristics.

For example, placement, replication and dissemination of content are more effective
when nodes form social communities on the basis of ‘similarity of interests’. In a
simulation of a file-sharing scenario based on the game theory, cooperative nodes
prevent their exploitation by defective ones by organizing into social groups of

‘similar behaviour’ (i.e. similar cooperation level).

Finally we have looked at specific ‘enablers’ that can encourage and incentivize
cooperation and altruism in the system. In particular we have proposed a trust model
based on the direct observation of the history of the past encounters between peers
and introduced innovative security schemes and privacy preserving mechanisms

specifically defined for context based forwarding environments.

The findings of this research will influence the development of the social networking
layer, which represents the integration of the paradigm and will be undertaken in
D4.2. This will be undertaken in period three of the project, taking into account D3.3

concerning adaption and trust issues.
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Abstract

Encouraging and enforcing trust and cooperation between devices are
fundamental requirements for the efficient operation of pervasive networks.
Drawing inspiration from recent advances in behavioural science, in this pa-
per we demonstrate how an understanding of the nature of human interac-
tions can be successfully embedded in protocols for pervasive communications
networks. Specifically, we consider how trust relationships can be extracted
from online social networks, and show how similarity of interests and be-
haviour affect cooperation strategies for content sharing.

Keywords: Cooperation, Trust, Social networks

1. Introduction

Many emerging systems for communication and content provision are
based around decentralised, self-organising pervasive networks of autonomous
nodes. Examples include mobile ad-hoc networks (MANETS) [1], where in-
termediate nodes between source and destination are required to forward
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packets to enable communication. Opportunistic networks [2] take this para-
digm a stage further, by also utilising the mobility of nodes to carry data.
Mobile peer-to-peer (MP2P) networks [3] enable content to be distributed
within a mobile population using a combination of techniques from P2P net-
works and MANETSs. All of these scenarios depend heavily on high levels of
cooperation from individual nodes in order to function effectively. However,
this usually incurs some cost to individual cooperating devices, for exam-
ple, the reduced battery life from unnecessary communications, or increased
storage and cpu usage from process and caching content. As such, without
intervention, a rational, selfish node has no incentive to cooperate, leading
to a social dilemma where the socially optimal outcome (maximising the
combined utility of all members) can not be achieved through individually
optimal strategies (that maximise ones own utility).

Such social dilemmas occur naturally in everyday social relationships [4].
During the course of human evolution natural selection has favoured a range
of biological and psychological mechanisms that effectively deal with the is-
sues of cooperation and trust that these dilemmas raise. It therefore seems
natural to consider these mechanisms when developing autonomous electronic
networks. In this paper we demonstrate how an understanding of trust and
cooperation from a behavioural science perspective (summarised in Section 2)
can be used to inspire techniques to encourage cooperation and balance trust
and privacy in pervasive networks. Section 3 considers techniques to encour-
age cooperation in content sharing networks based on the identification of
groups of “similar” individuals. Any identification of related groups will re-
quire an exchange of information, and Section 4 explores the implications on
privacy and trust that result.

2. Trust and cooperation: a behavioural science perspective

In the behavioural sciences, trust refers to the tendency to cooperate
with others in the face of uncertainty about whether that cooperation will
be reciprocated [5]. Recent research suggests that this ability is part of a suite
of psychological mechanisms that evolved in humans as means of facilitating
social exchange. Here we review the problems involved in exchange, and
explain how trust helps to solve them.

Life affords many situations in which one individual can provide a large
benefit to another at a small cost to itself. Perhaps foregoing the last mouth-
ful of food can save another from starvation, or emitting a warning call alerts



another to the approach of a deadly predator. Examples of altruism abound
in nature, but it has been difficult for evolutionary theory to explain how
natural selection could favour such tendencies. Other things being equal,
selfish types (that take the benefit of others’ altruism without paying the
cost) will always have an advantage over altruistic types. However, in recent
years, evolutionary theorists have provided several explanations.

One explanation is kin selection [6]. Genes for altruism will be selected
if they aid copies of themselves that happen to reside in other individuals —
that is, in genetic relatives. This theory predicts that, under some circum-
stances, individuals will be equipped by natural selection with mechanisms
that detect, and deliver benefits to, members of their family. This theory
explains the majority of altruism in nature, and has been used to illuminate
the psychology of parental care and family structure in humans [7, 8, 9].

A second explanation is reciprocal altruism, or social exchange [10, 11].
Genes for altruism will be selected if the benefits that they provide are con-
tingent upon receiving benefits in return. Perhaps I will give you some of my
surplus apples, if you will give me some of your surplus oranges; or, I will
help you when you are injured, if you will help me when I am injured in the
future. Both parties stand to gain from such exchanges by paying a small
cost and receiving a larger benefit in return.

However, an obstacle to this kind of cooperation is that, although both
individuals profit from the exchange, an individual can profit even more
by taking the benefit of cooperation without paying the cost — that is, by
cheating. Thus, when the exchange of benefits cannot be confirmed — as is
the case when they are exchanged at different times — cooperators expose
themselves to the risk of being exploited. Hence they are uncertain about
how much they can trust others.

In game theory, situations of this kind are modeled as prisoner’s dilemmas.
Analyses show that in a world where individuals meet only once, cheating is
always the best strategy, trust cannot evolve, and the fruits of cooperation
remain forever out of reach. However, in a world where individuals meet
repeatedly, the immediate benefits of cheating can be outweighed by the
long-term benefits of cooperation, and a strategy of conditional cooperation
— that begins interactions with a cooperative move, and then does whatever
the other players does in subsequent rounds — can initiate and maintain
cooperation, avoid exploitation by cheats, and thereby realise the rewards of
cooperation [12].

Humans evolved in a world where repeated face-to-face interactions were



a recurrent feature of social life [13]; and this, combined with the economics
of hunting, seems to have created the conditions and provided the impetus
for the evolution of psychological mechanisms that implement a strategy of
conditional cooperation.

These mechanisms are expected to be able to: identify profitable social
exchanges (based on the ratio of costs to benefits, the chances of meeting
again, and the delay in receiving the return benefit) [14]; to initiate coop-
eration at the relatively high-levels appropriate to the social environment in
which they evolved [15]; to alter behaviour depending on the past perfor-
mance of one’s partner, his reputation, or information regarding his future
intentions [16]; and to identify and punish cheats [17].

These theoretical expectations are consistent with findings from experi-
mental games, in which individuals — playing for real money — decide whether
and how much to trust others [18]. For example, it has been found that:
individuals who place a higher value on future rewards are more likely to
initiate cooperation [19, 20]; contrary to standard economic assumptions of
selfishness, individuals trust others, and reciprocate trust, even in one-shot
games [21]; individuals are more likely to trust others that are smiling, or
are portrayed by smiling emoticons [22, 23]; individuals are more likely to
cooperate with others when they are known to them [24], or are made to feel
as if they are being watched (by the strategic placement of eyespots) [25, 26];
and individuals are more likely to cooperate when there is the option to pun-
ish cheats, and will even pay money to punish them [27]. (For alternative
interpretations of these results, compare [28], and [29].)

Intriguingly, it has also been shown that the decision to trust is mediated —
and can be experimentally manipulated — by the hormone oxytocin [30]. This
evolutionarily-ancient and widely-conserved hormone leads female mammals
to ‘let down their guard’ and allow others to approach for the purposes of
copulation and the suckling of young [31]. It appears that this system —
originally designed to facilitate mating, and then modified for the purposes
of kin altruism — has now been pressed into the service of reciprocal altruism.
It leads individuals to let down their guard when cooperating, and thus make
themselves vulnerable to possible exploitation, in pursuit of the potential
benefits of reciprocity. Genetic variation in levels of oxytocin in humans may
help to explain why the decision to trust (and reciprocate) in experimental
games is partly heritable [32].

The modern world provides opportunities for cooperation on an evolution-
arily unprecedented scale; fortunately, we seem to be pre-equipped to take

4



advantage of them. Our tendency to trust may be designed for the Stone
Age, and be based on assumptions that no longer hold; but, under the right
circumstances, this tendency can become a self-fulfilling prophecy. An act
of trust that may appear over-optimistic can nevertheless trigger reciprocity
in its recipient, thereby unlocking cycles of mutually-beneficial cooperation.
As we learn more about the psychology of trust, the challenge will be to
design trust-enhancing structures and institutions that mesh better with our
evolved intuitions, and thereby support cooperation at ever higher levels.

3. Cooperation and similarity

In this section we consider the need for cooperation in pervasive networks.
As noted in Section 2, humans in social networks exhibit certain psychological
mechanisms that aid conditional cooperation. The techniques here focus
on two of these — namely the identification of exchanges that are expected
to be profitable (based on similarity of interests), and the ability to base
future behaviour on past performance of a partner (based on similarity of
behaviour).

3.1. Cooperation based on similarity of interest

We firstly focus on the problem of content placement in social network
nodes, which have limited memory capacity. We formulate a mathematical
model, by means of which we show that substantial benefit can be achieved if
nodes with similar interest cooperate in the distributed placement of content.

We consider a group of nodes with certain probability distributions of
preferences for some objects, i.e., files, software, etc. Each node can store
objects in a limited local memory, which can be retrieved when desired at a
minimum cost ;. If the nodes do not possess a desired object, they have the
options of either fetching it from another node in the group at some low to
medium communication cost ¢, or, if not available in the group, from a node
outside the group at a high cost t5 (t; < t, < ts).

Let P, denote the placement of node n (n = 1,..., N), defined to be the
set of objects stored in this node. We define the global object placement as
P ={P,, P, ..., Py}, and let P_, denote the set that contains the placements
of all nodes in the group except for node n. Given a global object placement
P, the mean access cost per unit time for node n is given by:

Co(P)= > Futi+ > Fut.+ > Fnit,, Q

meP, m¢Pnp,, m¢ Pp,,
meP_, m¢P_ .,
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where F™ is the distribution of node n over the preferences. F) can be viewed
as the request rate of node n for object m, (m = 1,..., M). All objects are
assumed to be unit-sized.

Since nodes have limited capacity, it is important that they decide cor-
rectly which objects to store. We investigate the performance of two diverse
classes of content storage strategies relative to the social interests of nodes
in a group: the selfish and the self-aware cooperative ones.

In the selfish strategy, each node tries to minimize their access cost with-
out considering other nodes’ placements. Each node simply stores its most
wanted objects, in order of decreasing request rates. This strategy has the
lowest implementation cost, since there are no communication costs.

In the self-aware cooperative strategy, each node n tries to minimize
its access cost C,(P) as given by (1), while taking into account other node
placements. The strategy is so-called “mistreatment-free” [33, 34], in the
sense that it results in a distributed object placement algorithm, where the
access cost for each and every node is at least (and typically much lower than)
that induced under the selfish strategy [33]. We say a node is cooperative
when it communicates the list of the objects in its memory to other nodes.
A node can take advantage of other node placements, in order to further
minimize its access cost. For instance, a node may decide to replace a highly
requested object that exists in many other nodes in the group by a less
requested one, if this incurs an access cost decrease. The implementation
of the self-aware cooperative strategy requires the exchange of some limited
information among nodes in the group (indices of content stored locally).

We are interested in examining the performance of each strategy relative
to the similarity of nodes’ preferences. In order to measure similarity, we
define a new metric that we call tightness, which is based on the Kullback-
Leibler distance between distributions of the social interests of nodes. The
Kullback-Leibler (K-L) divergence of distribution () from S is defined as [35]:

. S(7)
Dsgo = —.
5,Q ZZ: S(Z)ZOQQ<Z.)

This is not a measure of distance, since Dgg # Dgs. In order to have a
distance measure, symmetrized divergence is defined as:

Hence, we denote ﬁFi, ri as the distance between preference distribution of
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nodes 7 and j. It can be shown that the K-L distance is always non-negative,
i.e., Dpi’Fj Z 0.
The average distance between two random nodes is:

~ El J
Dy = 2t P @)
N(N —1)/2

where the sum above is over all N(N —1)/2 pairs (7, j) of nodes. Finally, we

define tightness as:
1

T B (3)
We have studied cases with different preference distributions of nodes for
objects. In the results shown here, the request rates F) of node n over the
preferences m = 1,2, ..., M are drawn from a Zipf distribution with a different
exponent s for each node. We consider that Node 1 has uniform preference
distribution, i.e., s = 0 for this node. Then, for node n, n = 2,3..., N, s is
increased by p(n—1), where p € R is the increment parameter. For example,
when p = 0.2, s = 0.2 for Node 2, s = 0.4 for Node 3, and so on. The request
rate of node n for object m is given by:

B 1/m?
Sl 1/ke

A preference ranking for the M objects is installed by this distribution, which
are accordingly ordered as [1,2,..., M], and is the same for all nodes. As
s increases, a node’s distribution becomes more concentrated in the first
objects, which get requested at a higher rate.

In Figure 1, we depict the relative improvement (%) in the total access
cost of the self-aware cooperative strategy against the selfish one for different
values of tightness. In the results for the self-aware cooperative strategy,
all nodes initially store their most requested objects, and then take turns
to update their content placements (in increasing order of node IDs). We
calculate the access cost of each after all nodes have updated their content.
We have considered N = 5 nodes and M = 50 objects. Each node has a
capacity to hold 10 objects. Finally, we set the relative costs of access as
t; =0, t, =10 and t, = 20 cost units.

Typically, tightness assumes small values and increases abruptly towards
infinity for nodes having the same preferences. We notice that the gain of

Fy = f(m;s, M)
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Figure 1: Relative improvement (%) of cooperative vs. selfish for different values of
tightness

the self-aware cooperative strategy over the selfish one increases as tightness
increases. The gain reached up to 50% for infinite tightness (i.e., when nodes
have exactly the same preferences). Therefore, we deduce that significant
gains can be acquired by applying the self-aware cooperative strategy for
content sharing between nodes having similar interests. On the other hand,
when a group is comprised of nodes with low similarity, there is little benefit
to be obtained by applying a self-aware cooperative strategy, and the low-cost
selfish strategy can also be applied.

In the context of a social network, these conclusions can be interpreted as
follows. Within a social group, nodes are inherently assumed to have similar
interests, which implies that cooperation between nodes for content exchange
can be highly beneficial. However, nodes from different social groups have
smaller benefits and therefore less interest in cooperation.

3.2. Cooperation based on behavioural similarity

Here we investigate mechanisms to encourage and incentivise cooperation
amongst groups with distinct interests, based on analysis of the historical
interactions with different partners. Again, the model we consider consists
of a number of individual parties or nodes that seek to gain utility by sharing
and acquiring content through pairwise interactions, however we now model
the utility they receive from received content through a more abstract notion
of utility. Each node v; is defined by the probability v;°* that they cooperate
in a single interaction, and a profile of their interests reflecting the utility
they gain from content received. As before, F)? denotes the relative interest
of node v in content related to the topic m, with the values normalised such



Party B
Party A Cooperate Defect
Cooperate | Upp — C,Upsp — C' | —C,Uxp
Defect Uap,—C 0,0

Table 1: Payoffs (party A, party B) for different combinations of player strategy.

that for a given node v:

M
S FL=1.

m=1

Suppose that we have n, nodes partitioned into N groups V4, ..., Vy, such
that all nodes in a single group share the same distribution of interests:

Fl =F% fori,j€Vi,1<k<N.

In an interaction between nodes v; and v;, let the utility accrued by each
node (denoted U;;) as a result of content sharing be defined as a function of
the strength of their mutual interests:

M
m=1

Following [36], interactions are modelled as single instances of a Prisoner’s
Dilemma game, where each node may chose to cooperate or defect. Selecting
the cooperation strategy in an interaction incurs a fixed cost C', whereas
there is no cost to a defecting node. The utility is only realised if a nodes
opponent chooses to cooperate. In contrast to [36], we define the payoffs for
the prisoners dilemma game to take account of differing interests, as shown
in Table 1. Provided there is a positive cost of cooperation (i.e. C > 0),
then the rational unilateral strategy for an individual is to defect, since this
gives the greater payoff whatever the strategy of the opponent. However,
the total utility is maximised when both parties cooperate, provided they
share sufficient common interests (i.e. Usap — C > 0). This highlights the
need for mechanisms that incentivise and encourage cooperation given the
behaviour of all other nodes in the system. The proposed protocol encourages
this through the dynamic formation of social links between nodes whose
cooperation levels v°°? are similar. Interactions are prioritised according
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to the social groups induced by these links. The algorithm can be seen in
Figure 2, with the associated parameters defined in Table 2. A full, formal
description of the protocol, together with experimental justification can be
found in [36]. Here we simply summarise the key aspects of the algorithm,
namely:

Relationship formation: The basis for forming relationships is that each
node seeks to interact with another that is at least as cooperative as
itself. Nodes assess the average payoff they have received from a par-
ticular individual over a recent number of interactions (the memory
span m), and invite them to form a relationship if the average payoff
per interaction is at least that which they would expect if it had the
same level of cooperation. The invited node will accept the invitation
provided their average payoff per interaction is above some threshold,
defined as vt = P o, where o € [0, 1] is a scaling factor repre-
senting how risk averse the node is. Nodes will drop relationship links
whenever the average payoff per interaction (over some time window)
falls beneath v@ccert,

Peer selection: A node v; chooses an opponent to invite using a roulette
wheel selection. Each node in the neighbourhood of v; (those nodes
with which v; has formed a relationship) is assigned a weight based on
the payoft v; has received from v; over their recent interactions. The
probability of selecting an opponent outside of this neighbourhood is
weighted by the recent payoff of all nodes outside the neighbourhood.

Acceptance: A node v; agrees to an invitation to play from v; if and only
if v;’s recent history of interaction with v; has yielded a non-negative
payoff (with a small probability of forgiving a node giving negative
payoff).

3.2.1. Experimental results

The effect of user interest groups on the performance of the protocol
is investigated through simulation. All experiments consider a population
of 100 nodes whose cooperation levels v“°? are selected from the uniform
random distribution. The memory span m is set to 10 and the scaling factor
a = 0.7. The simulation covers 5,000 time-steps, and the results presented
are averaged over five simulation runs with different random seeds.
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parameter description

V; node ¢

(U cooperation probability for v;
qecept relationship acceptance threshold for v;
Ty number of nodes
Q scaling factor between invite and accept thresholds for a node
m node memoryspan for payoft
N; neighbours of v; at a particular point
tpij total payoft for v; from interacting with

v; over the last m interactions with v;

Table 2: Parameter definitions

Initialise parameters.
for NUMiterations
for i =1 to n,
v; removes any neighbour v; such that tp;;/m < v“*"
node v; selects a player v;, possibly from its social network (See Peer selection).
node v; decides whether to play with v; (See Acceptance).
If v; decides to play
v; and v; select their PD strategy according to v
payoffs for v; and v; calculated (Table 1).
tpij, tpj; updated.
End if
If (0] < tpy;/m) A (tpji/m > v ™)
v; and v; form a relationship (See Relationship formation).
Else
If (05" < tpji/m) A (tpig/m > v ™)
v; and v; form a relationship (See Relationship formation).
End if
End if
End for
End for

coop

Figure 2: Simulation Pseudo-code for the model.

11



To show how the protocol performs without the inclusion of different in-
terest profiles, in Figure 3 it is compared to random enforced interaction,
where the invited party is selected on a uniform random basis and is forced
to play irrespective of the invitee. Note that the proposed protocol rewards
highly cooperative nodes, whereas random enforced interaction rewards de-
fectors. In Figure 4, distinct interest groups are considered. In addition to a
baseline case where all nodes follow a single interest profile, we consider two
further cases:

3 groups: The nodes are split equally into 3 groups with relative interests
defined by:
| F F F
Vi 10.55 0.27 0.18
Vo 10.18 0.27 0.55
Vs 1 0.18 0.55 0.27

5 groups: The nodes are split equally into 5 groups with relative interests
defined by:
Y FF
Vi 1055 027 0.18
Vo [ 0.18 0.27 0.55
Vs 10.18 0.55 0.27
Vi 1027 0.18 0.55
Vs 10.27 0.55 0.18

To allow fair comparison of the results, the prisoners dilemma payoff values
are normalised so that the cost C of cooperation is exactly half of the utility
accrued by exchanging information with a node in the same interest group.
That is:

where v;,v; € V.

As may be expected, the average utility received per iteration is reduced
when groups have varied interests (as there are fewer nodes with which the
maximum utility can be obtained). However, we note that the same trend
as in Figure 3 can be observed; namely payoff is correlated with the level of
cooperation.

To investigate how the strength of similarity between groups affects the
performance, we divide the nodes into two groups, and consider high and low
similarity scenarios over ten interests:

12
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High similarity (tightness = 2502):

F' F? F* F' F° FS F F* F' FM
V11034 017 011 0.09 0.07 0.06 0.05 0.04 0.04 0.03
V21034 0.17 0.11 0.09 0.07 0.06 0.05 0.04 0.03 0.04
Low similarity (tightness = 1):
F'  F? F3 F* F> FEFS F  F® F? FIO
Vi 1034 017 0.11 0.09 0.07 0.06 0.05 0.04 0.04 0.03
Vo 10.03 0.04 004 0.05 0.06 0.07 0.09 0.11 0.17 0.34

Again, we note that although the payoff per timestep drops as the diversity
in interests increases, the social protocol still encourages nodes to cooperate.
To take this to an extreme case, Figure 6 repeats this experiment for 1,2,3
and 4 groups whose interests are completely distinct; that is, nodes can
receive no benefit from interacting with a node from a different interest group.
The important observation is that while the absolute payoff reduces (since
there are less similar nodes to interact with), the cooperation protocol is still
capable of forming useful social links that reward cooperative nodes with
higher utility than uncooperative nodes.

Figure 5: Performance of social protocol with varied similarity

4. Trust and privacy in socially inspired networks

uuuuuuuuuu

Future communication networks that use information about the social
characteristics of their participants raise entirely new concerns on privacy and
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Figure 6: Performance of social protocol with binary interest profiles

trust establishment. Indeed, as described in Section 3, in socially inspired
networks only nodes sharing some common social characteristics would like
to communicate or cooperate with each other. However, if the cooperation or
trust decision is based on their social characteristics, nodes would not like to
advertise them to every other node. In this section, we analyze the conflict
between trust and privacy in these socially inspired pervasive networks.
Before sharing sensitive information, parties wishing to communicate or
cooperate with each other in a hostile environment need to establish a pre-
liminary trust relationship. The establishment of an initial trust can be very
delicate since it also involves the exchange of sensitive information between
communicating nodes. Although nodes do not wish to reveal their social
characteristics to unknown nodes, they need to publish them in order to con-
struct a trusted communication channel. Therefore the decision of trust has
to be taken such that only nodes sharing common properties should discover
the shared property and establish a preliminary trust between each other.
We first tackle the conflict between trust and privacy (which has been an-
alyzed in [37]), in the context of content based applications and we define
three privacy models based on different trust degrees. The last privacy model
requires a node to reveal only common properties to another communicating
node; other characteristics are not revealed at all. The problem of verifying
one another’s matching properties has been analyzed in [38] and a provably
secure secret handshake protocol based on bilinear pairings has been pro-
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posed. We further present this protocol here. Furthermore, although online
social networks are very useful to extract social characteristics, we show that
secret handshakes are also mandatory while using these networks and briefly
describe a dedicated protocol aiming at securing a friendship invitation.

4.1. Conflict between trust and privacy: 3 privacy models in content based
applications

Content based networks allow nodes to take decisions on when to for-
ward based on the content of the packet. Since advertisements and published
content are forwarded through intermediate nodes that are not necessarily
trusted, security has to be enforced with several operations. Indeed, receiver
advertisements and published content have to be encrypted to enforce pri-
vacy. Hence, nodes require mechanisms that allow them to take content
based forwarding decisions without accessing the content in clear. As in [37],
we define three privacy models based on the nature of the trust relationships
between users:

Privacy oblivious model: messages are not encrypted and therefore users
discover all properties of each other. In this model, all users are as-
sumed to be fully trusted. This model of course is clearly not secure
and is only defined as a reference model.

Third party privacy: in this model, some trusted communities are prede-
fined. Users belonging to such communities receive some credentials
in order to prove their membership to these communities. If users
respectively successfully verify membership to the predefined trusted
communities, they reveal all their characteristics or attributes to these
members. In this case, users share some set of keys with members of
these trusted communities. Therefore, any member of the trusted com-
munity will discover all social characteristics of another member even
when they do not share information directly with each other. Other
users which can be defined as third parties will not be able to discover
the content.

Full privacy: in this third model, nodes do not trust each other from the
beginning and allow the discovery of common attributes if there are any.
If there are some common properties, nodes should be able to establish
some secure communication channel based on these attributes. Other

16



attributes that are not similar will never be discovered. This model is
clearly the most useful one in the context of socially inspired networks.

In the next section we briefly describe a secret handshake mechanism that
fulfills the requirements defined in the full privacy model.

4.2. Trust establishment based on secret handshakes

As defined in [38], a Secret Handshake is a mechanism devised for two
users to simultaneously prove to each other possession of a property, for
instance membership to a certain group. The ability to prove and verify
possesion of a property is strictly controlled by a certification authority, that
issues property credentials and matching references respectively. In the con-
text of socially inspired networks, a secret handshake is required when a user
needs to verify if another user share the same “social characteristic” or not,
in order to determine if these two users can establish a secure communication
channel. However, having one property in common does not give the right
to users to discover unshared properties.

The problem of secret handshake was first introduced in 2003, by Balfanz
et al. [39] as a mechanism designed to prove group membership and share a
secret key, between two fellow group members. Many papers [40, 41, 42] have
further investigated this problem and new or extended solutions have been
proposed, implementing additional features, such as reusable credentials.

[38] proposes a novel cryptographic secure matching scheme based on
bilinear maps. A bilinear map é : G; X G; — (G5, where GG; and Gy are
respectively an additional and multiplicative group of order ¢ for some large
prime ¢, is a map which satisfies the following properties:

e bilinear: for all P,Q € Gy and all a,b € Z, é(aP,bQ) = é(P, Q)™

e non-degenerate: the map does not send all pairs from G; x GG; to the
identity in G.

e computable: there is an efficient algorithm to compute é(P, Q) for
any P, Q) € G;.

In the proposed scheme, provers receive credentials for a given property
and verifiers in turn receive matching references for a given property. Thanks
to the inherent bilinear property of the mechanism, we show, in the following,
how a prover can securely convince a verifier that she owns a property.

17



Given public parameters, P~ rP, S «— sP, T «— tP and V « vrP,
where 7,5, and v are random values in Z;, a user u joining the system
receives a secret value X, = z,s 'rP (where z,, is drawn by the system for
u) and its credential for the property p, that is, cred, = vH(p), where H is
a one-way hash function. In order to verify that another user possesses the
same property p, the user also receives the matching reference match, , =
t~'r(cred,+z,P). Whenever node A wants to prove its property p4 to B who
received the corresponding matching reference matchg,,, B first picks n in
Z; and sends Ny = nP and N, = nP to A. A sends its encrypted credential
which is disguisedCred,, =< ricredy,,roNy,r1725, 717917 >. Finally the
verification step is defined by the following equation:

é(ricred, ,, 1”2]\72)”71 (r1reS, Xp)

é(riraT, matchp p,,)

K= (4)
If K equals to one, the verification is successful and B concludes that A
possesses property pp which is the same as py.
Such a secure matching protocol can be a building block for an initial
trust establishment between nodes sharing similar social characteristics.

4.8. Secret Interest Groups in Social Networks

Online social networks (OSNs) are becoming one of the most prominent
communication technologies. Although one could derive some a-priori trust
based on friendships, a problem which is particularly felt among online social
networks is identity theft and identity spoofing. The root of the problem is
that in many OSNs there is little or no verification that a person who joins
the social network is really who he or she claims to be. Indeed, an online
social network user sometimes receives a friendship request without knowing
who this person is or if they are really who they claim to be.

Therefore, even online social network users require a preliminary trust
establishment between each other before accepting a friendship request. To
improve the security of this process, [43] proposes the creation of an ad-
hoc trusted group outside of the online social network, issuing some group
membership credentials and presenting those credentials upon friendship in-
vitations within the social network. Additionally to friendship invitations,
authors propose the creation of secret interest groups (SIG) created by online
social network users in order to exchange some privacy sensitive information
only with group members. The management of secret interest groups is
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based on the use of secret sharing mechanisms [44] and threshold signatures
[45] which allow SIG managers to jointly compute a membership token that
proves a user’s membership to the group.

Moreover, a new secret handshake protocol has also been proposed in
order to allow two users to share a key if and only if they both own the
signature of the same message under the same public key. This protocol
is executed through the standard social network invitation process. Unfor-
tunately, the secure matching mechanism described in the previous section
relies on the existence of a central authority to distribute credentials and
matching references to users and therefore cannot be directly used in this
new scenario where the framework should operate in a distributed fashion.
Moreover, the problem is more simple than the problem resolved with the
secure matching protocol since in this new context, users only need to prove
their group membership. The newly proposed secret handshake protocol is
based on oblivious signature-based envelopes [46] that are used to generate
credentials.

In the following we briefly describe the entire framework. A set of n SIG
initiators jointly compute the SIG public key PKg;¢ = g* and each of them
computes a share x; of the private key SKg;¢ = x. The public parameters
are the SIG public key and a message Mgre. t SIG managers can jointly
create a membership credential for a new user: each manager first check
the requesting user’s conformity to the SIG join policy and after a successful
check, a new credential is created using a threshold signature mechanism and
this credential can be verified with the use of the SIG public key. Once group
members receive their membership tokens, they can interact more securely
on the social network platform: in order to securely invite friends, users
execute the SIGMembersHandshake protocol which is based on oblivious
signature envelopes (OSBE): two users, U; (holding the signature (wl,v1))
and Uy (holding the signature (ws,vs)) establish two keys for each OSBE
round and then engage a challenge-response protocol to prove one another
knowledge of keys computed. This handshake protocol is summarized in
Figure 7.

5. Conclusions

In this paper we have summarised the important results concerning trust
and cooperation from the behavioural science literature, and shown how they
can be used to motivate protocols for cooperative content sharing. In partic-
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Us computes Kj = ((gx)"”lw’f(MSfG))m

Ky = (¢g")" and ky = H(K,||K})
U2 — U1 Ek2(N)
U1—>U2 E}Cl(N—f—l)

Figure 7: SIGMemberhandshake based on oblivious signature envelopes

ular, Section 3 has demonstrated how cooperative nodes that share informa-
tion can significantly reduce the communication costs for accessing content
when grouped with nodes having similar interests. Furthermore, forming
social links between nodes whose history of mutually beneficial interactions
indicates similar cooperation strategies permits protocols that reward coop-
erative nodes. This self-organisation of cooperative behaviour is successful
even when the population is divided into social groups with diverse interests.

These socially inspired networks use social characteristics to execute net-
working operations. Since these social characteristics are often considered as
sensitive information, nodes may only reveal them to trusted nodes. How-
ever, usually a trust relationship is established based on the discovery of the
same social characteristics and therefore it is hard to establish trust while
social characteristics are hidden. We therefore first presented three privacy
models based on some different trust levels and then described a secret hand-
shake protocol that allows two users to initiate a trust establishment only if
they share one common property. Furthermore, since social characteristics
can ideally be discovered thanks to online social networks which can also be
a mean for defining a-priori trust, we analyze the problem of trust in the con-
text of online social networks and show that even these new communication
technologies require an initial trust relationship in order to prevent identity
theft and authenticate friendship requests.
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Abstract—This paper explores how the degree of similarity or virtual price, lower access delay due to locality or lew&l
within a social group can be exploited in order to dictate the connectivity, level of trust and cooperation, etc.
behavior of the individual nodes, so as to best accommodate  Ag the |ocal storage is assumed to be extremely limited
the typically non-coinciding individual and social benefit maxi- . . . .
mization. More specifically, this paper investigates the irpact of when compared with the plethora Of_ objects possibly desired
social similarity on the effectiveness of content dissemation, & node (always assumed to be self-interested) would be opted
as implemented through three classes representing well the for choosing to store locally (for minimum cost retrievaipt
spectrum of behavior-shaped content storage strategies:heé objects to be most likely needed by this node (selfish or
selfish, the self-aware cooperative and the optlma_lly _altruxtlc greedy-local strategy). Our past work in [8] has shown that
ones. This study shows that when the social group is tight (bh . .
degree of similarity), the optimally altruistic behavior yields the th's !S not the best -content placement strategy for a node in a
best performance for both the entire group (by definition) and  distributed group witt8 levels of content access cost (as also
the individual nodes (contrary to typical expectations). When the considered here). Specifically, a content placement glyate
group is made up of foreigners with almost no similarity, altuism  has been devised based on game-theoretic arguments that
or cooperation cannot bring much benefits toeither the group or  gatermines which objects each node should store locally, so
the individuals and thus, a selfish behavior would make sense . . ey
due to its simplicity. Finally, the self-aware cooperativebehavior that the.galn for each apd every node is at quSt (and typicall
could be adopted as an easy to implement distributed scheme Much higher than) that induced under the selfish strategy. Th
— compared to the optimally altruistic one — that has close to latter property implies that the content placement straisg
the optimal performance for tight social groups, and has the mjstreatment-free, as no node will lose by participating in
additional advantage of not allowing mistreatment to any nadle o 410y compared to acting selfishly. A node is cooperative
(i.e., the content retrieval cost become larger compared tthe . . . . o
cost of the selfish strategy). when it communicates the list of the objects in its memory to
other nodes, and grants access to other nodes, so that they ca
. INTRODUCTION retrieve these objects. We will refer to this placementtstra
in the present paper as the self-aware cooperative strategy

Today's networks can be highly personalized, in the Sentsoei[s mistreatment-free property and cooperative nature.

that their structure and usage are shaped by the PETSONG should be noted that the implementation of the self-

interests or behavior in general of the participating nOdeaSware cooperative strateqy requires the exchanae of some
Nodes in such networks — referred to as social networks — are P gy req 9

typically well connected, develop reciprocal trust redas, and imited information among the nodes in the group (indices of

) . ?ontent stored locally). In addition, the social benefituoed
share some attributes, such as content interests andt}ocab| this strategy (i.e., the average gain over all nodes) ts no
Groups of such nodes are called social groups [10]. y gy \-€., g€ g

In this paper a group of (networked) nodes with comm ihe opfumal sqmal gain that can be achieved by applying
. . . : ; L e typically mistreatment-inducing placement stratef){9f
interests in content — or objects, in general — is considened . ; o .
. . ) . .which basically maximizes the average benefit over all the

computer science objects of interest are usually inforonati . .

. . : . nodes. The optimal strategy would require the exchange of
objects, i.e., files, software, etc. It is assumed that nades . ; . .

: : . ; A richer information among the nodes in the group (local dednan
this social group store objects in their limited local sgwa .. . . ) ; - L )

. : . . distributions) in order to implement it in the distributecbgp;
which they can retrieve when desired at a minimum cost. If th)

nodes do not possess a desired object, they have the optlI is strategy will be referred to in this paper as the optiynal

of fetching it from a node in the group at some low-mediu gl?rwst!c strategy, as it yields the optimal social gamlcally
X : . - 10 achieve the latter, some of the nodes are mistreated for
cost or — if not available in the group — from a node outsi

. . . e social benefit. Naturally, a node that is aware of being
the group at a high cost. The low-medium cost associated wi : .
mistreated would not want to share objects in a group.

fetching an object from within the group may reflect low attua Focus of this paperin view of the above it is evident

This work has been supported by the IST-FET project SOCIALREFP7- that a node particilpating in a distributed group can face a
IST-217141). dilemma as to which strategy, to follow. In this paper the



characteristics of the social group are exploited in order with ¢; < ¢, < t;. These values are assumed to be the same
help address the above dilemma. To this end, an innovatiee all nodes in order to simplify the analysis. In realitgey
approach to characterizing the similarity of the nodes ef thimay be different for each node, but the costs for differemteno
social group with respect to content interests is proposed gairs in a social group are expected to be similar.

a grouptightnessmetric is introduced. The dependence of Given an object placemerit, the mean access cost per unit
the induced social and individual node benefits — under ttime for noden is given by:

aforementioned types of content placement strategies, which

reflect general patterns of social behavior — from the level o Ca(P) = Z Fati+ Z Fatr + Z Fats . (1)
tightnessof the social group is clearly established and some me P R R A
important conclusions/guidelines are drawn regardingthe
of placement strategy a node should adopt for a given level

tightnessin the social group. from nodes in the social group and the third to the mean cost

hReIa:ed_ )[/_vorl; Indthte (I;ceratu_re, :he _ekat)'tat'On of SOC'anf accessing objects not stored anywhere in the group (from
characteristics for data dissemination in autonomic arbop n external o the group site).

tunistic networks has been considered from various aspegtsm order to definaightnessas the extent of similarity be-

In [1], the authors cc_)nstruct a dynamlc. I.earmng algo”.thrpween the nodes’ preferences for objects we use the Kultback
where nodes from various social communities opt for a wtilit

L . Leibler divergence [6], which is a well-known metric captur
maximizing content placement strategy based on their encou . S
) . ) : ing the divergence between two distributions. The Kullback
ters with other nodes. [11] studies the impact of different. . . . . )
" _ . ) . .~ Leibler divergence of distributiod from S is defined as:
levels of altruism" of nodes involved in the dissemination
- ) S(7
process. In a more abstract setting, the effect t_hat a.nO(Ijes Dso = ZS(i)log (z.)_
relational position in the group has on content dissenomati ’ - Q>)
has been considered in [4]. The importance of designi
socially-aware opportunistic networks is also demonesttai
[2], [5], [7]- Finally, for a review of data dissemination the defined as:
general context of opportunistic networks, readers aiered efined as:
of3. . . Ds,g=Dq,s =Ds,q+ Dg,s.
In Section Il the problem is formulated and a metric is o )
introduced capturing the degree of similarity of intereists Hence, we can def"?@F%F_j as the distance of preference
the group. In Section 1l the content placement strategies &listribution of nodes and j (to be referred to here as the
briefly described. These strategies are evaluated in sebtio Preference distance between nodesnd j). Notice that the
with respect to theightnessof the induced content retrieval Preference distance is always non-negatvg; r; > 0 [6].
cost of both individual nodes and the entire group. Finallg, ~ 1he average preference distance of the group is then defined
summarize the major conclusions of the paper in Section 33 the average preference distance over all node pairs in the

and point to interesting problems for future work. group and is given by:

—n —n

The first summation corresponds to the mean cost of accessing
jects locally, the second to the mean cost of accessimg the

ng. . . .
T?ns is not a measure of distance, sinbg o # Dg.s. In
order to have a distance measure, symmetrized divergence is

[I. PROBLEM FORMULATION AND TIGHTNESSMETRIC Dy = Z(m‘) Drips

We assume that there aré nodes in a social group and NN -1)/2
each node has a probability distribution of interest far where the sum above are over al(N —1)/2 pairs (i, j) of
information objects or preferences. Lét = {1,2,..., M} be nodes. Finally, we defingghtnessI’ to be the inverse of the
the set of objectsN = {1,2,..., N} be the set of nodes andaverage preference distance of the group:

F™ be the interest distribution of nodeover the objectst}” 1

can also be viewed as the request rate of nade = 1, ..., N) T= Do (2)

for objectm, (m = 1,..., M). All objects are assumed to be e _

unit-sized. Noden has a storage capacity 6f, units. Tightnessexpresses the similarity of interests for the nodes

Let P, denote the placement of node defined to be Of the social group and it is always greater or equal to zero
the set of objects stored locally at this node. We assurie — oo shows that the nodes have same interests for the
without loss of generality thatP,| = C,,, since a node Objects andl” — 0 shows that the nodes have completely
always has to gain by saving objects of interest locally ififferent preferences). Ag' is an average metric of interest
its storage than having to retrieve them from a distant sourccloseness” among the nodes of a social group, it is cledr tha

Let P = {Py, P,,..., Py} denote the global placement for& given value ofl’ may arise under different sets of interest
the social group and®_,, = P\ P, the set that contains thedistributions of the nodes. In order to draw more insightful
placements of all nodes in the group except for nade conclusions in the current study, we consider the following

Assume that the cost for accessing an object from a nod&4 cases of dissimilarity in the interest distributions:
local memory ist;, from another remote node in the social « Case 1: The order (rank) of the objects remains the
group t, and from another node in another social grayp same for all nodes (i.e., the first-ranked object for all



Table |

nodes is the same, the second-ranked object is the same, EXAMPLE TIGHTNESS VALUES
etc). However, the interest distributions are differenéyt (a) T when increased by different values sof
become more concentrated in the first-ranked objects as Increment parameter (p)  Tightness (T)
the node index: increases. ) 00
o Case 2: The interest distributions are identical for all 0.2 2.0861
nodes, but the ranking of a given object may be different 0.4 0.4614
in different nodes (i.e., the nodes do not necessarily have 8'3 8'%233
the same object as other nodes as th#lirranked one, 1.0 0.1362
etc). (b) T when shifted by different values &f
In the numerical examples in this pap€r= 5 nodes (to better Shift parameter (k)  Tightness (T)
illustrate the results we consider a small number of nodes), 0 00
the capacityC' = 10 objects, the object population & = 50 1 0.3688
objects and; = 0, ¢, = 10 andt, = 20 cost units. ;2>, 8-3%3
A. Case 1 4 0.2089
) 5 0.1962
The request rateg” of noden over the objectsn = 6 0.1876
1,2,..., M are drawn from a Zipf distribution with different 10 0.0012

exponents for each node. We consider that Nodehas
uniform interest distribution, i.es = 0 for this node. Then,
for noden, n = 2,3..., N, s is increased by(n — 1), where

p € R is the increment parameter. For example, when 0.2, between any two nodes increases kamcreases. Generally,
s = 0.2 for Node2, s = 0.4 for Node3, and so on. The requestnumerical values ofightnessare close to zero, and increase

rate of noden for objectm is given by: abruptly as distributions become more similar.
” 1/m?® [1l. CONTENT PLACEMENT STRATEGIES
Fro=f(m;s, M) = —7——. 3) ] ) ) i _
Do 1)1 In this section we describe the object placement strategies

A preference ranking of thé/ objects is determined by thisﬂ:attWe ctcr)]nS|d§r |r; this pat[)er.dUpder tfrv]@tlmally {ar:trt“f;'ct tal
distribution — which are accordingly ranked &s 2, ..., M] strategy the objects are stored in such a way that the tota

. . ,..access cost for all nodes in the social group is minimized, (i.
— and is the same for all nodes. Asincreases, a node’s group (

L. N .
distribution becomes more concentrated in the first objecfgén'm'éelz?zlC"(P))' Th|s_ problebrln can be transformed
Table 1(a) shows the value dightnesswhen the interest Into-a -1 Integer programming probiem.

distributions are derived as outlined above, for diffenalties 1, ifmeP,:

. . . n _ ? 1
of the increment parameter Notice thattightnessdecreases Let X/, = { 0, otherwise and
asp increases. This is because @sncreases, th_e pairwise . 1, ifmé¢P,andme P
distances between any two node distributions increase (the’), = 0. otherwise

difference in theirs parameter is higher).
The objective is to minimize the function of the total access
B. Case 2 cost:
The request rateg)’ are drawn from a Zipf distribution n s
with exponents with s = 1 for all nodes, which is given by Z X'F' + Y F 4+ (1 — X2)(1 — Y,
(3). If the rank of objects is the same for all nodes, we derive,, = ,,,—;
from (2) thatT — co. _ where
In order to establish dissimilarity in the nodes’ interesie N ‘
create a different rank of objects for each node. To this end, Yi=(0-Xm)0- [T a-x3).
Nodel is assigned the rank of objedts 2..., M| and this rank =1

is shifted to the left by different positions for each of thtber This is a quadratic programming problem, whose solution

nodes. We consider different values of the shift paramhter.is very difficult. A re-formulation of the above to a linear

general, the rank of objects of noden = 1,..., N is shifted roblem is derived in [9], where

by k(n—1) positions, wheré: € N is the shift parameter. For P '

example, wherk = 1, the ranking of Nodd is [1,2, ..., M], 1, fmeP,;

the ranking of Node is [2, 3, ..., M, 1], the ranking of Node m = { 0: otherwise 25 above and
3is[3,4,...,M,1,2], and so on. Table I(b) shows the value of F(t, — 1)) for 1< n< N
tightnesswhen the interest distributions are shifted by various 2]}, = { 2’:”]\; TFJ' (t7 —t)), forn - N_+ 1’
positions, as described above. Notice ttigihtnessdecreases g=1omAnr o msh o '

as the shift parameter increases. This is because the averslgere N + 1 represents the ensemble of nodes in other
absolute difference of the distributions (for the same cff)je social groups.



The objective in this case is to maximize the followingmplementation cost, since each node does not need to be

function: aware of the group’s interests.
N+1 M

FX) =3 > X, 4) IV. NUMERICAL EVALUATION

n=1 m=1

In this section we present some numerical examples to

subject to N1 illustrate the impact ofightnesson the access cost incurred
Z Xt>1, 1<m<M by the various .behawor-based content placement strategie
= discussed in this paper. The conclusions drawn from these

results can help establish clear guidelines as to whichvi@ha
(strategy) would be beneficial to the individual nodes and/o
the entire group, and under which tightness conditions é th
social group.

In (4), each term of the summation is associated with an objec rig 1 and 2 show the individual node and total (i.e., for the
and represents the gain that would be incurred to each nodgitire group) access cost under the different content plane

it would store the object locally, instead of retrievingiof - sirategies and for different values tightness under the two

the group, minus the loss incurred to all nodes if the objectdets of interest distributions (Caseand Case2, Section I1).
not stored anywhere in the group.

Under theSelfishstrategy (or the greedy local strategy aé. Social groups with infinite or very higlightness

referred to [8]), the nodes only store their most preferable The results show that the optimally altruistic strategyhis t
objects. Each node ranks the objects in a decreasing ordesest performing one regarding both the individual cost of an
[1,2,..., M] such thatF* > F3 > ... > F}; and selects t0 node (Fig. 1(a)), as well as the cost for the entire group. (Eig
store the firsiC,, ones. ThuspP, = [1,2,...,C,]. T = ), for both Cased and?2. Consequently, the optimally
Finally, under theSelf-aware cooperativetrategy each node altruistic behavior is the clear winner-behavior for anydeo
first stores itsC,, most preferable objects and then makes a very tight social group.
replacements based on the placements of the other nodeNotice that under very highightness the individual and
in order to improve its placement [8]. Thus, a node maytal access cost induced by the self-aware cooperataiegir
decide to evict an object that exists in some other node i (a) very close to (slightly higher than) that under the
the group in order to insert a new object, if this incurs agptimally altruistic and (b) it is always lower than that @md
access cost reduction in (1). As the nodes play sequentialhe selfish strategy. The previous suggest that the selfeawa
each replacement made by a node may negatively affect Biperative strategy induces no node mistreatment andsyiel
access cost of other nodes. It is proved in [8] that thigperformance close to the optimal. Thus, given its lower im-
strategy is mistreatment-free, i.e., for any nodeit holds plementation complexity compared to the optimally altigis
thatCS'(P) < C(P), whereCS (P) denotes the access cosfsee Section Ill) it may be selected as an easier to implement
of noden for all the objects under the self-aware cooperativgnd similarly performing alternative to the optimally alstic
strategy andC? (P) denotes its access cost under the selfigiirategy in very tight social groups.
one. Thus, the final access cost of a node is at most as higlto this end, the larger thightnessof the social group, the
as its access cost under the selfish strategy. greater the group’s benefits when nodes are either cooperati
It was shown in [8] that only objects not already included ior optimally altruistic, compared to being selfish.
the group can be inserted during a replacement step, ayictin ) ) )
only objects which are present elsewhere in the group (dugh- Social groups with very loightness
cates). Due to these properties (and as results have shiogvn) t While it was shown that under very higiightnessboth
performance of the self-aware cooperative strategy carebe vthe individual nodes and the entire group will benefit by
close to the optimal (social-cost minimizing) optimal aistic having the nodes adopt the optimally altruistic or the self-
one. Through the study in the present paper, some conditiGivgare cooperative strategies (compared to the selfish ige),
under which the above is the case are derived. 1(d) and 2 (forT ~ 0) show that this is not the case under
Regarding the implementation, an optimally altruistic bdew or very low tightnessof the social group.
havior requires a complete knowledge of the group’s char-Although the optimally altruistic strategy (always) bring
acteristics (demand patterns of all nodes in the group) andh& maximum benefits for the group, it mistreats individual
solution to the global optimization problem. This can beredl nodes under such group tightness conditions. (e.g., Node 5 i
by a central authority that dictates its placement decssion Fig. 1(d), for both Case$ and?2). Furthermore, the benefits
the nodes, or in a distributed fashion, in which each node the group are about the same as under the selfish strategy
solves the global optimization problem and then all nodes only slightly greater (Fig. 2(b)I" ~ 0 or Fig. 2(a),
negotiate their placements (there are multiple solutiams T' = 0.14). Taking into consideration the larger complexity
the global optimization problem). The self-aware coopeeat (compared to the selfish one) in implementing the optimally
strategy requires less information; more implementatietaits  altruistic strategy (see Section Ill), its major drawbadk o
can be found in [8]. The selfish strategy has the smallasistreating certain nodes (which will potentially dismlarthe

M
Y Xp<Cp 1<n<N

m=1

4
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Figure 2. Total access cost under different strategies iftarent values oftightnessT, under Casd (figure on the left) an@ (figure on the right)

social group) and the small (if any) benefit it may bring to thecur under altruism. Thus, in this case acting selfishlyuess

group (compared to the selfish one), it may be concluded thmt mistreatment and no significant loss to the group’s benefit

the selfish strategy should be preferred against the opgimal An interesting line for future work is to validate these riésu

altruistic.

with traces from real-world social groups. Additionally,i$
Finally, it should be noted that both the self-aware coopateresting to consider the case where each node has more

erative and selfish strategies are mistreatment-free. lRigm than one preference distributions (e.g., interests foeabj

2 it is clear that the self-aware strategy will bring nediigi

localities, etc.) and study correlations in the similariy

benefits if any (the same (Fig. 2(k);, ~ 0) or only slightly distributions.

larger (Fig. 2(a),l’ = 0.14)) to the social group compared to
the selfish one. Thus, in view of the fact that the complexity o
the self-aware strategy (requiring information exchangerag
the nodes) is substantially larger than that under the kelfie
(requiring no information exchange and lower computationg2]
complexity), it may be concluded that the selfish strateg
should be preferred against the self-aware cooperativerun
low tightness

(1]

[4]
V. CONCLUSION AND FUTURE WORK [5]
In this paper we investigated how the commonality in the
social interests of nodes in a social group effect the perfors)
mance of object placement strategies. To this end, a nevianetr

for measuring the commonality in interests (social sinityar
was introduced, thdightness based on the mean value of
the Kullback-Leibler divergence of nodes’ preferences. Byél
considering two different cases of dissimilarity in theeirgst
distributions (Casé and2) and in view of the coherence of the [g]
obtained results it appears thaghtnesss an effective metric
for deciding which behavior (or strategy) a node should &do
Three content storage strategies were considered: a selfish
a self-aware cooperative and an optimally altruistic orar. FI[11]
each of these strategies, both the individual and totalsscce
costs were compared under different tightness conditions.

Results showed that the social preferences of the nodes in a

social group are the key for a node’s decision on what behavio
—regarding the object placement strategy — to follow. A¢tmu

is a win-win virtue or behavior only in tight social groups
(if the implementation cost is not an issue): both the greup’
benefit and individual's benefits exceed those under a self-
aware cooperative or a selfish behavior.tilyhtnesslecreases,
smaller group benefits can be induced either through attruis
or a self-aware cooperative behavior, while mistreatmesy m

] M. Conti and M. Kumar.

1 K.-W. Kwong, A. Chaintreau, and R. Guerin.
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Scalable Service Migration in Autonomic Network
Environments

Konstantinos Oikonomouylember, IEEEand loannis Stavrakakigellow, IEEE

Abstract— Service placement is a key problem in communica-
tion networks as it determines how efficiently the user serde
demands are supported. This problem has been traditionally
approached through the formulation and resolution of largeopti-
mization problems requiring global knowledge and a continuous
recalculation of the solution in case of network changes. S
approaches are not suitable for large-scale and dynamic nebrk
environments. In this paper, the problem of determining the
optimal location of a service facility is revisited and addessed
in a way that is both scalable and deals inherently with network
dynamicity. In particular, service migration which enables service
facilities to move between neighbor nodes towards more comm
nication cost-effective positions, is based omocal information.
The migration policies proposed in this work are analytically
shown to be capable of moving a service facility between ndigor
nodes in a way that the cost of service provision is reduced
and — under certain conditions — the service facility reache the
optimal (cost minimizing) location, and locks in there as lag as
the environment does not change; as network conditions chae,
the migration process is automatically resumed, thus, natally
responding to network dynamicity under certain conditions The
analytical findings of this work are also supported by simuldion
results that shed some additional light on the behavior and
effectiveness of the proposed policies.

Index Terms— Service Placement, Service Migration, Auto-
nomic Networks, Scalability.

I. INTRODUCTION

NTERNET globalization and expansion make the servic
placement problem a challenging one and necessitate

careful selection of the location of the service facilities

facility being a service provisioning infrastructure), aimin
at bringing the service provision points close to the demal

in order to minimize communicatiorcosts (i.e., resource
consumption) and enhance the Quality of Service (QoS)

the provided service. Due to the recent technological cesn

(e.g., powerful machines and services have proliferatibe),
traditional problem of placing relatively few big services
one of the few (powerful) potential service provider fais
(big network elements) is increasingly being transfornmed i
a problem of placing the one or more service facilities in o

of the numerous network nodes that are now capable of hos

services. Peer-to-peer networks, cloud computing, conlien

This work has been supported in part by the IST-FIRE projagipAomic
Network Architecture (ANA) (IST-27489) and the IST-FET jmct SOCIAL-
NETS (IST-217141), funded by the European Commission.
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Address: Panepistimiopolis, llissia, 157 84, Athens, Geed’hone: +30 210
7275315, Fax: +30 210 7275333, E-mail: ioannis@di.uoa.gr.

tributions networks, software updates and patches andisens
networks are examples of such modern environments.

The problem of determining the optimal service placement
has been studied in the past in areas such as transportation
and supply networks [1], and has been approached through
the formulation and solution of large optimization probkem
(N P-hard) requiringglobal knowledge as for instance is
the case with thek-median problem [2]. Such approaches
requiring global knowledge and a continuous recalculatibn
the solution in case of network changes; not scaleand are
not suitable for dynamic network environments, such aseghos
considered in this work. Instead, approaches basetbcal
informationshould be adopted, despite the fact that they might
not be able to guarantee optimality all the time (near-ogtim
solutions).

In this paper, the problem of determining the optimal
location of a service facility is revisited and addressediin
way that is both scalable and deals inherently with network
dynamicity. The approach advocated in this paper — parts of i
initially presented in [3] and [4] — is that of moving a semic
facility among neighbor nodes by utilizing local informati
in a such way that the cost of service provision is reduced
and the service facility reaches under certain conditidmes t
optimal (cost minimizing) location, and locks in there ando
as the environment does not change; as network conditions
c@ange, the migration process is automatically resumen, th
turally responding to network dynamicity.

he first proposed policy (referred to ddigration Policy

n

ng a monotonically cost decreasing path in the network.
or special cases of topologies such as trees, it is anallytic
own that under Migration Policy a single facility moves
ntil it reaches the optimal position (i.e., the node at Whic
he overall cost is minimized). In the general case, service
facility migration under Migration Policys, allows for overall
cost reduction, but it may fail to move the facilities untilet
end of a monotonically cost decreasing path, mostly due to
unforeseershortcuts(i.e., alternative shortest paths utilized

%}]is analytically shown to be capable of moving the facititie

e . o o
:hy some nodes to reach a certain facility after a facility

m%vement). The potential cost reduction that is due to the
aforementioned shortcuts is not taken into account under
Migration PolicyS, thus certain facility movements that would
allow for further cost reduction are not detected and thus no
implemented.

The aforementioned limitation is overcome in the case of a
single facility and for topologies of equal link weights, ieh
still utilizing only local information. Note that topologs
with equal link weights and a single service facility are not
uncommon. For such environments, a new policy (referred to



as Migration Policy E) is proposed that moves the facility The focus in this work is on distributed approaches being
until the end of a monotonically cost decreasing path, giedi based on local information (as opposed to the aforemerdione
that tentative movements to the one-hop neighbor nodes aemtralized local-search-based approaches attemptirasto
allowed. sume local minima of performance) in order to avoid scalabil
The additional overhead due to the tentative facility movéty problems introduced by global knowledge requiremens.
ments under Migration Policg (when compared to Migration the best of the authors’ knowledge, the first distributeditgc
Policy S), motivates the introduction of a hybrid policylocation was described by Jain and Vazirani [14]. Moscilrod
(referred to aMigration Policy H) that efficiently combines and Wattenhofer [24] proposed the first distributed apgroac
the Migration PoliciesS and E, in the case of equal link Their work focuses on primal-dual techniques — in order to
topologies and a single facility. Under Migration Polidy, derive worst-case performance bounds — which are diffioult t
a single facility moves until no further movement is possiblimplement (e.g., impractical communication model) conegar
under Migration PolicyS. Then, Migration PolicyE takes to the work presented in this paper. A recent work by Krivitsk
over and moves the facility until no further movement ist al. [25] proposes a distributed hill-climbing algorithrased
possible. The first part of facility movement benefits frora thon local majority votes and used by nodes to agree on the
guaranteed cost reduction under Migration Poliyand the next step of the algorithm. The overall overhead is kept low
almost negligible overhead. The second part moves thetfacilby avoiding unnecessary votes. The algorithm converges to
towards positions of even smaller overall cost (i.e., the eh the optimal solution, as shown using simulation resultds Th
the monotonically cost decreasing path), at the expendeeof aipproach is different from the one proposed here (evaluated
extra overhead due to the tentative facility movements. both through analysis and simulations) since no majority
The analytical findings of this work are also supported byoting is considered and the need for local information is
simulation results. In addition, simulation results powvifor almost negligible.
further insight on the behavior of the proposed policies,and The closest works to the one presented here are [26] and
particularly, illustrate their effectiveness for cases captured [27]. Ragusa et al. [26] propose a heuristic approach for
by the analysis. More specifically, it is shown that in readis partitioning the network into a number df clusters self-
topologies, the overhead (due to tentative facility movetsle managed through mobile agents. Each agent migrates to more
under Migration Policies® and H can be prohibitively large efficient positions within the cluster after deriving the dian
and therefore, Migration Policg becomes the obvious alter-position in a centralized manner. Clusters may be further
native. This is also the case in dynamic environments duepartitioned or merged in response to dynamic network chenge
the latter’s capability to move — almost immediately — seevi based on empirically selected threshold values. The second
facilities to more effective positions. approach, proposed by Laoutaris et al. [27] solves the ervi
Section 1l presents related work and in Section 1l thplacement problem in a distributed manner reusing existing
service placement problem is described in detail. Migrationear-optimal centralized approaches inside suitably eefin
Policy S is presented and studied in Section IV while Migraballs (i.e., network areas of hops away from each service
tion PoliciesE and H are presented and studied in Sectiofacility). As service facilities move inside the network;
V. Section VI presents simulation results and the conchssioballs are partitioned or merged based on the outcome of the
are drawn in Section VII. centralized approaches. The main difference between [26],
[27] and the work presented here, amounts to the requirement
for local information in order to select more efficient pasis
for the mobile agents in [26] and to incorporate classical
The service placement problem has been addressed in dbatralized solution approaches in [27]. Instead, the gsed
past particularly in the area of transportation, supplyvoeks service migration approach relies on strictly local infation;
etc., most of these works surveyed in [1]. It has been showhis local information is passively collected by the seevic
that the optimal solution of placing service facilities in a facility itself, as opposed to requiring the deployment of
network (i.e., thek-median problem) is afv P-hard problem a mechanism that provides both the demand and topology
for general graphs [2]. Even in the case of undirected tr@gormation within each cluster as in [26] and [27].
topologies, the complexity remains as highagN) [5] (N is Several other approaches have also been proposed, spe-
the number of nodes in the network). In order to deal with thsific to the considered applications, including interméaglia
increased complexity, several near-optimal approachee haaching [28], reflectors’ deployment [29], online versi@9],
been proposed that can be categorized as either centraligetement based on mobility [31], content distribution][32
or distributed [6]. The centralized approaches focus oedye replication in overlays [33], service discovery in mobild a
heuristics [7], [8], [9], [10], on linear programming [1].2], hoc networks [34], gateway placement [35], sensor networks
[13], on primal-dual [14], [15], local search [16], [17], @n [36], [37], replica placement updates [39], distributecusi
other techniques [18], [19], [20], [21], [22], [23] that lafeen platform [38].
proposed in the past to deal with the increased complexity of
the service placement problem. However, all of them require
global knowledge of the network topology and demands, and
this information is generally not available in the largedsc  The network topology is represented by a connected undi-
network environment considered in this paper. rected graphG(V, E), whereV is the set of nodes an&

Il. RELATED WORK

IIl. PROBLEM STATEMENT



the set of links among them. LdfX| denote the size of this rule further, consider node that forwards data towards
a particular setX. Let N be the number of nodes in thethe facility node0 over path{(7,8),(8,0)}, as depicted in
network or N = |V|. Let S, denote the set of neighborFigure 1.a. After the service moves to notlenode7 would
nodes of nodev (i.e., nodes having a link with node). - based on the above rule — utilize pdilt, 8), (8,0), (0,1)},
Let (u,v) denote the link between two neighbor nodeand instead of the equal cost pafli7,6), (6,0), (0,1)}.

v; each such link is assigned a positive value referred to ad.et C;(x) denote the cost incurred by facility for serving
weight and denoted a®(u,v). For a given graphG(V, E), nodesv at timet, for all v € T;*. Clearly,

let d(x,y) denote thedistancebetween node: and nodey,

corre(sp021ding to the summation of the weights of the links Ci(z) = Z Avd(v, 7). 1)
along ashortest pattbetween these nodes (for the same node VueTy

v, d(x,z) = w(z,x) = 0); alternatively,d(z,y) is referred to The overall costover all facilities in the network at time
as thetraveling costbetween nodes andy. In this paper, a t, denoted asCy, is given by,C; = >, g, Ci(z) =
facility is considered to be hosted by one of the network 80d _v,c k, 2 voery Avd(v,z). Assuming fixed network topol-
It is also possible that the service provisioning is repiida- 0gy and service demands, it is evident that the (optimal) set
to cope with a higher demand or for increased reliability of facility locations for which cost minimization is achied
and, thus, more that one facility may be deployed. Witho(denoted byK) does not depend on timg and the same
any loss of generality, only one service — and the associafeelds true for the correspondimginimum costdefined asC'.
one or multiple service facilities — is considered in thipga Leta, = < be defined as thapproximation ratioof the cost

Let the mean rate at which data packets associated wifuced at timet when the §et of facility nodes i&’;, over
a particular nodev are transferred through the network bdn€ minimum (optimal) one; the closer the valuecfto 1,
denoted by), (.., service demands). Léf; denote the set the closer the induced cost at timeo the optimal one.

of facility nodes (i.e., nodes hosting a facility corresgiog 1€ optimal set” and the resulting minimal cost’ can
to a certain service) at time In the sequel; will take discrete °€ detérmined by solving the previously mentioriethedian

values corresponding to facility movements. problem, ¢ = | K|). This difficult and large optimization prob-

. . .. lem cannot be afforded in the large-scale and dynamic n&twor
Between a given facility node and any other node in tFBSeB

X _ vironments considered here, where the network topology
network, a _shortest path route_ is assumed to be establighe subject to frequent changes requiring the recalculatibn
the underlying employed routing protocol, [40]. Eventyadl o (oxnensivel-median solution. In the sequel, services are
shortest path tree is created, rooted at the particulalitfaci i ated in order to exploit information locally availabée
node and including all network nodes. Such a tree (depic

with dense lines) rooted at the facility node(marked by facility nodes.

a dotted hexagonal) is shown in Figure 1.a, where the sery, SERVICE MIGRATION BASED ON STRICTLY LOCAL
vice demands and link weights are setltdo facilitate the INEORMATION

discussion. In general, a shortest path tree associatédawit . . . . . o
given root node is not unique. When the number of facilitges i Strictly local mfotmatlon refers to information t.hat 'S‘m’.‘
greater than one, then a forest of shortest path trees itedreaat.)Ie o_nIy at a pgrtlcular nod_e. Bgsed on such information, a
with each tree rooted at the corresponding facility nodg.(e.m'gratIorl _pollcy IS pf‘?Posed n .th's section to reduce thet co
as depicted in Figure 1.b). L& denote the set of all possiblealcter moving the fgcﬂme; .to f.‘e'ghbor nodes. .
shortest path trees in a network at tirhelet 7;(z) denote Assume a service facility is located at nodeat time .

the subset of; (i.e., T:(x) C T) containing the shortest pathThere. exist a numb(_ar of neighbor nodgs over ;Nh'Ch data
trees rooted at node. Let 77 be the shortest path tree inassociated with service demands of all nodesT; \{x}, are

T;(x) over which data corresponding to the nodes’ servif rwardle d t%tk;e partlcyl?r(;aqltlrt]y.ﬂI]n the e_xarr(;ple degd::n d
demands are forwarded towards the facility nadey € T}* lgure ~.a, dala associated wi € service demands tewar

o . Iy the facility node0, are forwarded over linK0, 1) for nodes
will indicate that nodev is served by facility node:. 1 and 2, over link (0,6) for nodes3, 4, 5 and 6, and over

Let z 5 y denote thefacility movemenfrom nodex to jink (0,8) for nodes7, 8 and9. That is, nodes of a certain
its neighbor nodey initiated at timet; at time¢ (¢ + 1) the  gybtree ofl” forward data associated with their own service
facility is located at noder (y). Assume thatKo, = {0} demands through some nogey € S,. Let I¥(T{) denote
and T is the shortest path tree depicted in Figure 1.ghe particular subtree, which is also a tree of root ngdn
Assume thatk; = {1} and 7] is the shortest path treethe previous example, there are three such subtrees denoted
depicted in Figure 1.c after a facility movememt> 1. It by INTY), I°(T?) and I3(T}), as shown in Figure 1.a.
is reasonable to assume that any routing protocol wouldbtry t Let A (I¥(7})) denote theaggregate service demanttsat
minimize the overhead introduced by such a facility moveimeare forwarded to the facility node through link (z,y) (for
by preserving previously established shortest paths ard some neighbor nodg € S,, andy € T7) over subtree
switching to new ones, provided that the previous ones are 78 (7). A (I¥(T{)) is equal to the summation of the service
worse than any new one. Thisigration rulewill be adopted demands of the individual nodes of the corresponding septre
here and ensures that the new shortest pathTifeaould be or:
the one depicted in Figure 1.c and not the one depicted in AIV(TY)) = Z Ay (2
Figure 1.d (both belong t@7 (1)) or any other. To illustrate Yoelv(TF)
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Fig. 1. Shortest path trees and subtrees for an example rietwo

A (I¥(TF)) can be available to facility node using a nodes ofz (i.e., setS, \ {y}) plus the service demands of node
monitoring mechanism that captures the incoming and out-tself (i-e-,ZWeSw\{y}A(I”(Ti”))Hz = A(TF\I¥Y(TF)),
going packets or, in casg, is known to nodev, by com- sinceUy,eg,\(,1 [ (1) U{z} = T\ IY(T})). As mentioned
municating these values to (e.g., through piggybacking). before, bothA (T \ IY(Ty)) and A(I¥(T7)) are locally
It will be assumed that each facility node has knowledge available at node: (i.e., strictly local information).
of A(I¥(T7)) for all neighbor nodeg; € S,. This locally In view of Lemma 1, two interesting observations can be
available information will be utilized by the proposed deev made regarding the difference when the facility is located a
migration policy. neighbor nodes. First, the difference does not depend on the
weights of the links of the network, apart from the weight
of the link among them, i.e.w(x,y). Second, it depends
on the difference between the aggregate service demands.

Consider the case of one facility located at nod& timet.  Consequently, global knowledge of the network (i.e., knowl
The key question for service migration is to establish weethedge of the weights of each link and the service demands
a cost reduction is achieved by moving the facility to nodgf each node in the network) is not necessary to determine
y. Since — according to Equation (1) — the previous requirgfferences in costs associated with neighboring facilibgdes
global information, the main challenge is to derive a candit and, eventually, determine the facility node that indudess t
that would be based on information that is |OC3.||y availaddle lowest cost among all neighboring nodes. Even know|edge
the facility nodex, such as\(1¥(7}")). of w(z,y) is not necessary, as it is shown later in Theorem

Letcﬁl(y) denote enypothetical cosassuming that (a) the 1. What is actually required is information regarding the
facility moves to node at timet+1; and (b) the correspondingaggregate service demands, which can be available at the
shortest path tree over which data are forwarded towards faeility node.
facility node y (which should have beef |, if facility Theorem 1:For a single service facility in a network lo-
movement: - y had actually taken place) remains the curreg@ted at some node at time ¢ and some neighbor node
one (i.e.,T). For this hypothetical cost, let the distance € Sz, if the facility moves to node, then cost reduction is
between any nodethat is served by facility over the shortest achieved, i.e.Cy1 < C, provided thatA (T} \ I¥(T7)) <
path treeT? be denoted byd” (v,y) instead ofd(v,y). A(IY(T})).

Equivalently, CtTfl (y) = Yveers Mod’™ (v,y). Note that in The proof of Theorem 1 can be found in Appendix B.
general shortest path trees are different for differentsoo Motivated by Theorem 1, the following migration policy
(e., TV, # T7), except for the special case of topologie$ Proposed, referred to hereafter kiigration Policy S to
with unique shortest path trees [4@]nique shortest path tree €Mphasize the use of strictly local information (i.§),and to
topologiesare those for whictf}(z) = T;(y), for all pairs of distinguish it from other migration policies proposed faite
nodesz,y € V, at any timet. The following lemmas are the thiS paper. o _ -

basis for the migration policy presented later. Definition of M_|grat|on P0I|cy_$: F_or a facility located at

Lemma 1:For a single service facility in a network locatec?®me noder at time ¢, the facility is moved from noder
at some node: at time ¢ and some neighbor nodg € 5,, t© Some neighbor nodg at time ¢ iff A(7; \ I*(7y)) <
CT\(y) > Copr(y) is satisfied (the equality holds for unique® (1" (71))-

shortest path tree topologies). In addition, the diffeeche- L According to Migr?ti(;)n EOHCVS and in view of fThheo;eml_
tween cosiC%, (4) and cosiC(x) is given by: , it is easy to conclude that every movement of the facility

results in cost reduction.
Cl (y) - Colz) = (A(Tt””\Iy(Tf)) fA(Iy(Tf)))w(a:,y). _
(3) B. Multiple Facilities
The proof of Lemma 1 can be found in Appendix A. The following theorem shows that under Migration Policy
The right part of Equation (3) depends on the link weigh§, overall cost reduction is always achieved (i@, < C}),
w(z,y), the aggregate service demands that are forwardedvtbatever the number of facilities in the network.
nodez through nodey (i.e.,A(Iy(Tg“))) and therestofthe ag- Theorem 2:In a network of more than one facilities, if
gregate service demands that arrive through the other beigha facility located at some node at time ¢ moves under

A. Service Migration for a Single Facility



Migration Policy.S to some neighbor nodg thenC;; < C;. facility node (i.e., nodegs at timet + 1). Basically, the reason

The proof of Theorem 2 can be found in Appendix C. for some nodev to utilize a shortcut is that the distance
Moving a facility under Migration PolicyS and achieving towards the new facility nodg over this shortcut (i.ed(v, y))

overall cost reduction does not necessarily mean that tisesmaller than that utilizing the previous path towards the

facility will eventually reach the optimal position (i.ethe (previous facility) noder (i.e., d(v,z)) plus the weight of

solution of thek-median problem) that minimizes the overallink (x,y) (i.e., w(z,y)). More formally:

cost. This is guaranteed (as shown next) for unique shortes .

path tree topologies (e.g., trees) and for a single facility %J , = v € TAY(TY) andd(v, y) < d(v, 2)+w(z, y)}.
Theorem 3:In a network consisting of a unique shortest _ (4)

path tree, a single service facility always arrives at the off? the previous exampleb . = {3,5}.

timal location under Migration Policys, assuming a static

environment. A. Cost Reduction and Tentative Facility Movements

The proof of Theorem 3 can be found in Appendix D. Lemma 2:For a single facility in a network and facility

Unique shortest path tree topologies (e.g., trees) are Svement: by Chay < C, is satisfied iff
uncommon; in fact, trees are formed frequently as a result i+l t '

t
s

of routing protocols in dynamic environments (e.g., mohbite (A(Iy(Tg“)) — A(I‘”(Tf’ﬂ)))w(x,y)

hoc networks [6]). In addition, the presence of a singleiserv

facility within certain network boundaries is also freqtien > > M(d(v,y) —dv, ). (5)
Consequently, the results of Theorem 3 apply to many real VvED .

cases. Migration PolicyS is also useful for environmentsThe proof of Lemma 2 is similar to the proof of Lemma 1.
that do not comply with the previous conditions, since it Based on the paradigm of Migration Policy that was
allows for cost reduction (even though not necessarily st ¢ proposed after Theorem 1, another policy could be proposed
minimization) based on strictly local information. based on Lemma 2, requiring knowledge mf(Iy(Tf)),

A(Ix(TtyH)), w(z,y) and v, co B Ay (d(v,y) — d(v,:c)).

V. SERVICE MIGRATION BASED ON ONE-HOP LOCAL A(I%(T#)) and w(z,y) are available at time at nodes.
INFORMATION On the other handA (I*(T}, ,)), which is available at node

Suppose that at timea single facility is located at node y at timet¢ + 1, could be made available after a tentative
and moves to neighbor node If the shortest path tree of rootfacility movement to node; and then moving back to the
nodey is different from that of root node (i.e., T}, , # T}"), previous facility nodez before deciding if a (permanent)
then this indicates that some nodes have preferrgiioatcut  facility movementz RaN y should take place. However,
i.e., a shortest path towards the new facility nadé¢hat is > vves Y (d(’u,y)—d(’u,x}) is not known either at node
shorter than that towards nodeplus the weighto(z, y) (fur- :
ther details about shortcuts are given next). Migratioridyol
S fails to capture the potential cost reduction caused by t
aforementioned shortcuts and decide on a facility movement
that would eventually allow for further cost reduction. Th&. Service Migration in Topologies of Equal Link Weights
aim of this section is to overcome this limitation of Migati The main objective of the analysis next is to simplify the
Policy S using information that is available at the neighboright term of Lemma 2 using information that is available
nodes (one-hop) of a facility node by permitting tentativat least one hop away from the facility node (i.e., term
movements of the facility to these nodes and reducing t@w@ Y (d('u,y) — d(u,x))). The objective is not to
way the impact of the (unknown) shortcuts. ey .

Consider the facility movemertt % 1 depicted in Figures determ|ne_<I>xi>y o_r (d(”’y) B d(”’x))’ W_h'Ch are ba;ed on
1.a and 1.c. It easy to see that there exist nodes whoseaiistd#n-local information, but rather to exploit the aforemened
from the facility remains the same, or increases, or deegeadentative facility movements in such a way that the rightrter
In that example, node8 and 5 have chosen a shortcut to®f Lémma 2 becomes obsolete (i.6), This is possible in
implement the new shortest path towards the (new) facilifgPologies with equal link weights (normalized tohere), as
node (node3 is a neighbor of the new facility node and nod&hown analytically next. _

5 utilizes the path through nodk instead of the one through ToPologies with equal link weights (e.gw(u,v) = 1,
node6). Note that when the facility was located at nogle Y(u,v) € E) may be considered as a worst case scenario
the existence of these shortcuts was not known to odeis with respect to shortcuts (provided that the topology is anot
is basically the reason why Migration Polic§ is unable to tree). In particular,_ equal Iin_k weights allow fqr an incsed
foresee the corresponding cost reduction (it assumes tat nhumber of alternative paths in the network, which on the even
3 will utilize path {(3,6), (6,0), (0,1)} instead of link(3, 1), of a facility movement are likely to be utilized (i.e., shctuts),
and that nodé will utilize path {(5,6), (6,0), (0,1)} instead resulting in® . 70, for some facility movement — y.

of path{(5, 3), (3,1)}, which is a safe worst-case assumption)n these t0p0|OegeSI)zi> can be analyzed further as follows.

In view of the above discussion, @x%y denote the set Lemma 3:For a singlg facility in a network of link weights
of nodes ofT* \ I¥(T{) utilizing a shortcut towards the newequal tol and a facility movement - y, for some node €

Ty . ...
x or nodey at any time. Eventually, the condition of Lemma
%erequires information that is not locally available.



Sq, then for any node € ¢ ., eitherd(v,y) —d(v,z) =0 Lemma 5:In topologies of a unique shortest path tree and
Ty

or d(v,y) — d(v,x) = —1. a single facility, Migration Policiess and £/ permit the same

The proof of Lemma 3 can be found in Appendix E. facility movements. For any other topology of equal link
Let®° , denote the subset of nodes ® , for which weights, if a facility movement is permitted under Migratio

z—y o Y Policy S, then it is also permitted under Migration Poligy.

d(v,y) — d(v,z) =0, and @zi)y denote the subset of nodesrpe reverse is not always true.

v € ® , for which d(v,y) — d(v,z) = —1. ® , = The proof of Lemma 5 can be found in Appendix G.

®, US L andd®, Nd' = . In the example _Thls_ Iemm_a motivates the following proposed (hybrid)
Ty T—y Ty T—y Mlgratlon POllcyH.

presented in Figure 1l.a and the facility movements 1, Definition of Migration PolicyH: A facility moves in the

as depicted in Figure 1.¢p°, = {5} (d(5,0) = 2 and network under Migration Policys as far as possible, then it
0—1

d(5,1) =2) and®d~! = {3} (d(3,0) = 2 andd(3,1) = 1). is moved under Migration Policys. The fgcility stops if it
. . 0—=1 . . . _cannot move under any of the aforementioned policies.

I |s_p9_SS|bIe to S|mpI|fy0the right term of Lemma 2 since It should be mentioned that the end of a monotonically
by definition, for anyv € @zgy’ d(v,y) —d(v,x) = 0. The o decreasing path is not necessarily the optimal pasitio
following lemma exploits tentative facility movements o  except for unique shortest path tree topologies and a single
for further simplification. facility. In all other cases, a facility may stop away froneth

Lemma 4:For a single facility in a network of link weights optimal position simply because there is a local minimum of
equal tol located at noder at timet¢ and tentative facility the overall cost at that facility node. If the optimal pasitiis at
movements: - y andy L, 2, for some nodey € S,, if the end of the monotonically cost decreasing path, theitfacil
z 2 y takes place, the® ! = 0. will arrive at the optimal position and remain there (under

t+2
The proof of Lemma 4 can be féund in Appendix F. Migration Policy S, E or H) as long as network conditions
do not change.

Theorem 4:For a single facility in a network of link
weights equal td located at node: at timet, cost reduction

V1. SIMULATION RESULTS
is achieved for facility movement 2, Yy, y € Sy iff

g, - . . A simulation tool was written in programming language
A (T”tl)) < A(Ii(th“))' after tentative facility move- C for creating network topologies (trees, grids, geometric
mentsz — y andy —— z.. random graphs [41], Erdés-Rényi random graphs [42], and
The proof of Theorem 4 is based on Lemmas 2 and 4 apghert-Barabasi graphs [43]) and implementing the migrat

the fact that shortest path tré¢, ; is identical to77/, ,, since pqjicies. The goal of the simulations presented here isdlgiof
there is a single facility. _ o ~ (a) toillustrate the behavior of the migration policies amdw

~ Motivated by Theorem 4, the following migration poliCyihejr accordance with the analytical study; (b) to capturges

is proposed f_or to_pologlc_es of equal link weights, referred t,q; analytically studied (e.g., response to dynamic change
hereafter agvigration Policy E. 3 For this reason, these results are not averaged over many

Definition of Migration Policy £ For a facility located at experiments but rather the outcome of individual simufatio
node at timet, the facility is moved from node: to the experiments. Averaging would have given a macroscopic view
neighbor node at timet+2, if A(I%(T},,)) < A(I¥(T2)). (which is already covered by the analysis) but it would have
after tentative facility movements 5 y andy SaZ N missed the idiosyncrasies of the migration policies.

Migration Policy E is capable of moving a single facility In all the results presented in this section, the initialipos
repeatedly until the end of a monotonically cost decreasifgr the facilities is randomly chosen (and remains the same
path for topologies of equal link weights, as ensured kgr all experiments concerning the same topology). Titne
Theorem 4 (cost reduction is achieved iff(1” (7, ,)) < corresponds to facility movements and starts at tirre1 in
A(I¥(TF.,)) is satisfied, or, according to the definition ofach case.

Migration Policy E, iff a facility movement takes place under Figure 2 presents simulation results under Migration Rolic
Migration Policy E). The previous inequality is based onS. In Figure 2.a (tree topology of00 nodes and equal link
aggregate service demands information that is locallylavi® weights), all three curves af, are monotonically decreasing.
at the candidate new facility nodg after a tentative facility This is consistent with Theorem 1 and Theorem 2 (facilities
movement to nodes from the current facility noder (i.e., are moving to neighbor nodes of smaller overall cost). When
A(I””(Tg‘ﬂrl))) and locally available at nodeafter the tentative the cost cannot be further reduced, the facility stops ngvin
facility movement back to node (i.e., A(Iy(TtﬁQ))). For a single facility, the approximation ratio becomief.e.,
optimal position, also captured by Theorem 3) at tigng.e.,

. . after 6 movements of the facility). For two facilities, fhiyi

C. Hybrid Policy movements stop at timé; at this last movementg > 1,

As the tentative movements associated with Migratigiplying that they did not arrive at the optimal positionse(t
Policy E' introduce overhead (two facility movements pegnalysis did not provide any guarantee for that). For three
neighbor node), a hybrid policy is proposed here that corminfacilities, facility movements stop at time¢ whereay = 1,
Migration Policy S and E' so that tentative movements are@mplying that the facilities arrived (and remained) at thep-
avoided whenever possible. timal positions. Note that according to the analysis (Tkeor
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Fig. 2. Migration PolicyS in tree and grid topologies af00 nodes.

2), under Migration Policys, if facilities do move, overall cost migration is studied considering morealistic topologiedike
reduction is always achieved while they may or may not finallyeometric random graphs (suitable for studying mobile ad
arrive at the optimal positions. In Figure 2.b (grid topoksy hoc networks [41]), Erd6és-Rényi random graphs (suitdbie
of 100 nodes and equal link weights), as before, all facilitiesomparison reasons [42]), and Albert-Barabasi graphs€po
move along a monotonically cost decreasing path. Howeviaw graphs that model many modern networks including the
they fail to arrive at the optimal positiong,(> 1 in all cases). Internet [43]), in dynamically changing environments. Mor
It is possible to arrive at the optimal positions but this @ n specifically, geometric random graphs are created consgler
guaranteed, as indicated by the analytical results. a connectivity radious. = 0.21 around each node in the
Figure 3 presents simulation results under Migration Pofduare plango, 1] x [0, 1], Erdés-Rényi random graphs con-
cies E and H. In Figure 3.a (Migration PolicyE), for a sidering connectivity probability. = 0.1 and Albert-Barabasi
single facility, asp = 1. Note thatass = 1, which means Pased on preferential attachment [43].
that the facility has moved to the optimal position as soon Figure 4.a presents simulation results under Migration Pol
as time24. However, it takess more time units (i.e., time icy S for various network sizes. Link weights are equal,
t = 30) for the facility to stop moving due to tentativewhich is a worst-case scenario under Migration Policyl et
movements under Migration Polick. This overhead due to T" denotetermination timeand letay correspond toa; at
tentative facility movements is more obvious when comparéermination time. Based on Figure 4.a, it is observed that th
to Migration Policy S (e.g., in Figure 2.b, facility movementsapproximation ratio is not affected as the network size in-
stop at time7 instead of30). For two or three facilities, it is creases. It is also interesting to observe that the appiadiom
interesting to note that under Migration Poli¢y, the overall ratio remains below .5, which is small considering the fact
cost does not necessarily decrease (e.g., around2inthe that equal link topologies do not allow for significant impes
approximation ratio increases and decreases in both casegnts under Migration Policyy. When Migration PolicyF
Recall that according to the analysis, a monotonically cost employed for topologies such as those depicted in Figure
decreasing path is followed under Migration Poligyfor a 4.a, the approximation ratio is improved. However, the gric
single facility and topologies of equal link weights. to pay is the increased number of tentative facility movetsien
Figure 3.b presents results under Migration Poligyfor a and eventually the increased time delay (as depicted inr&igu
single facility. This case is better suited for Migrationliep £ 4.0). It is obvious that termination timé& increases asV
and, consequently, Migration Polidy. Note thata; ~ 1.1 is increases for the realistic network topologies considéwere,
achieved as a result of Migration Poliy(see the resemblanceand therefore, prohibitive for the use of either Migratiaiiéy
of the curve depicted in Figure 2.b for a single facility)té&xf £ or H for large values ofV.
some additional time, tentative movements to neighbor siode The response to dynamically changing network environ-
take place under Migration Polici (which is resumed after ments is also investigated. In order to capture this effect
the facility stopped moving under Migration Poli&) and the using simulations, the previously described topologiesoaice
facility stops at the optimal position, which in this run oceed again considered in an environment in which service demands
att = 20. It is interesting to see that under Migration Policxchange every time unit for a fraction of the network nodes,
H (Figure 3.b), the facility moves to the optimal position irthus forcing changes in the optimal facility positions. lGebe
less time g2 = 1) than under Migration Policy (a3o = 1). the fraction of the network nodes that at each time unit keep
This considerable saving in time (or number of movementsjichanged their service demands. The rest ({le5 3)N)
is due to the initial employment of Migration Policy, which  of the nodes set their own service demands to 1.0 (i.e., heavy
requires no tentative facility movements. Therefore, undeervice demands).
Migration Policy H, both time and facility movements are Figyre 5 presents simulation results under Migration Bolic
saved when compared to Migration Poli&y S (the approximation ratio as a function @f). a; is the
Tree and grid topolgies served well so far the purposeseraged value of the approximation ratig over time,
of demonstrating the particulars of the proposed migratiavithout taking into account the values corresponding to the
policies and confirming the analytical results. In the séquénitial convergence period in each case. Figure 5.a andr€&igu
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5.b illustrate tha@; does not dramatically change despite H becomes prohibitive and Migration Policy becomes the
This is basically attributed to the fact that under Migratioobvious choice. Moreover, in response to dynamic network
Policy S, facilities move immediately (i.e., without the neecthanges, Migration PolicyS' is more effective due to its
for any tentative facility movement) to more effective posicapability to move facilities to more effective positiorimast
tions. If Migration Policy E (or H) was used, the need forimmediately.
tentative movements would have been prohibitive because by
construction, this policy assumes that the network enwivemnt VII. CONCLUSIONS
remains static as long as tentative facility movements takeservice migration was explored in this paper as a way
place. Given that Migration Policfz' (and H) can be used of addressing the service placement problem in large scale
only for one service facility and topologies of equal linkgnd dynamic (autonomic) networking environments. Unlike
weights, it is obvious that this policy is applicable to anar classical approaches that require the knowledge of global
range of network environments, whereas Migration Pobicy network topology and detailed service demands, the prapose
is applicable to all of network environments. approach requires only local topology information (neigtsb

By comparing the results depicted in Figure 5.a and Figugg the service hosting node) and aggregate service demands
5.b, it is also interesting to observe that for two faciitie that become readily available to the service hosting node.
(a) for geometric random graphs; slightly increases; (b) Furthermore, as the network conditions change, one of the
for Erd6s-Rényi random graphs; remains about the same;three migration policies presented here (Migration Policy
and (c) for Albert-Barabasi random graphs,decreases. The S) inherently incorporates these changes in determining the
obvious conclusion is that depending on the topology, anigration path to follow in each step, as opposed to reqgirin
increment of the number of facilities may eventually result to take a snapshot of the environment (network topology and
different values for the approximation ratio under migrati  service demands) at a certain time and to solve the corredspon

In summary, in any (connected) topology and for aning large optimization problem (classical approach).
number of facilities moving under Migration Polic§, cost Regarding future work, as new network environments ap-
reduction is achieved. For topologies with equal link wésghpear (e.g., social networking) and more services emerge,
yielding multiple shortest path trees, a single facilitydam numerous facilities belonging to different services magrev
static environment, Migration Polic¥ is capable of improv- tually reside in a small number of (cost-effective) nodes
ing on the performance of Migration Policy, by invoking resulting in problems like denial of service, single poirit o
Migration Policy £ when the former cannot yield any furtherfailure, energy consumption and fairness. In order to deal
improvement. In addition, Migration Policy/ is faster than with these emerging environments, service migration shoul
Migration Policy E. In realistic topologies, it becomes obvioude further enhanced with the appropriate mechanisms ta avoi
that as the network size increases, the overhead due to ¢bacentration of numerous facilities of different sergiee the
tentative facility movements under Migration Policie&sand same nodes. Furthermore, future work should focus on real
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topology and service demands scenarios (e.g., input fram rge8] J.-H. Lin, and J.S. Vitter, “Approximation Algorithmgor Geometric
traces) and on the Implementatlon Of a testbed to be able to Median Problems," Information Processing Letters, 44’249, 1992.

evaluate further on the applicability of the proposed petic
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APPENDIX cost (Theorem 1).

A. Proof of Lemma 1

With respect to some nodg, the distance from any E. Proof of Lemma 3
node v over any shortest path of’,,, is smaller than
or equal to the distance over a shortest path of any oth
shortest path tree of different root (e.dly*). Therefore,
d(v,y) < d%% (v,y), Yo € V, and based on Equation (1),
Cit1(y) < CtTjﬂ( ). The equality holds for the particular
case thatly,, = Ty, as it is the case for unique shorte
path tree topologies. For any nodec IY¥(T7%), d™* (v,y) =
d(v,z) — w(z,y), while for any nodev € TF \ Iy(T*) F. Proof of Lemma 4

Slncew( ,y) =1, it appears that for any nodee <I> 2y

v Y) — ) < 1. Note that when the service is Iocated at
nodex at tlmet d(v,y) — d(v,x) > —1. Given thatd(v, y)
andd(v, z) take discrete values, both previous inequalities are
§at|sf|ed ford(v,y) — d(v,x) =0, or,d(v,y) — d(v,z) = 1.

d" (v,y) = d(v, z) +w(zx,y). From the above and in view of Based on the migration rul& .., N® ! =@. The
. L. . T y——zx RN

Equations (1) and (2), it is derived that,,(y) — Ci(z) = next step is to show that there is no nade ® ., , such

~ Dwwerv(ry) MW@ Y) + Dyperapury) Aw(ny) = thatd(v,y)—d(v, z) = —1. Assume that there is a nodesuch

(A(TY \Iy(Ti)) = AIU(TE))) wley). thatv € @ ..» , andd(v,y) — d(v,z) = —1. Since this is

B. Proof of Theorem 1 valid for the facility movement 2 y, it should have been
. t . 1
Based on Lemma 1 and the fact thatz,y) > 0, when valid for z — y as well. Given that,cby_)t“ ne-, =40,

A(TE N\ Iy(Tw)) < A(IY(T}), it is ensured thaCt+1( ) < Wwhen the facility returns to node, v € Iy(TtﬁQ) Slncev ¢

Ci(x). SinceClE,(y) > Ciir1(y), Cipaly) < Cu(x) is also  Lit2 \ V(1) thenv ¢ Qs which is a contradiction.
satisfied. Given that there is a single facility in the netyor Eventually,®~ 1t+2 = {.
Ciy1 < C is also satisfied. Ty

C. Proof of Theorem 2 G. Proof of Lemma 5

- t . . .
Let f:(v) denote the facility node corresponding to somg F_or_ a fac'“t?]’ movemenrtf - Z un'slt_—:-r I\/I_|gra;|o="_| Polr;cy
network nodev at time . Let Z be a set of nodes such”: 'L IS €nough to prove that under Migration Poligy, the

_ . facility will also move to nodey at time¢ + 3 (taking into
that, Z = : Vz € V and . The . SN
case of Z iz@ is Ztrivial to prov]:?tl)g)s)ed#oﬁft(Tvrziorem 1 account the tentative movements). Under Migration Paficy

For the case thaZ # (), let C} +1 represent ahypothetical h(Tme(Tx d) < A]QI;(Tx)) is ;atlisfied It i?\e?gughto show
overall costat timet + 1, assuming all nodes € Z forced t att;gﬁcon |t|onc|) |grflt|fond ochE E' eth ( ( thtl)) < |
to continue to be served by the same facilities as it Wég 77 t+2>j)y) |Tszaso S?\IS]IyeTI ue ijeTngra |C(;)n rute,
the case at time (i.e., K; instead ofKtH) Based on Y(T7) < IV(Ti,), or ( ( >) < ( ( ,t+2)) ven

tha tT‘”\Iy(T*) = 1T/ )u@ o (T €T
the definition of the hypothetlcal coiﬁtﬂ( ) in Section —y

t+1 t+1
IV, Cly = Soaex, Ct+1(y). For all facility movements IY(TF) (the equality holds for those cases tltIatt = 0).
v 5oy xe Kt andy € K1, under Migration Policy

Therefore,/\([*(Ttﬂl)) < A(TENIU(TYE)), is satlsfled Since
AT\ IV(TE)) < A(IY(TE)), AI7(T ) < A(IY(TES))
5, Ct(_ _) o Ct“( ) is satisfied, ?r by summmg up fOrls also satisfied. The reverse of the lemma’s hypothesisiés tr
all facility nodes,Cv > > v, c, Crf1(y) = Ciir- TheN, for those cases thak ,  # 0.
Ci+1 = C{,1 + A, whereA is the cost difference contributed Ty

by those nodes € Z (cost contributed using the new facilities
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1 Introduction

A plethora of network protocols requiring information dissemination (such as
routing broadcasting, content discovery etc) are based on traditional flood-
ing since its early introduction, [1]. Traditional flooding is capable of sending
messages and traversing all network links and all network nodes in any con-
nected network topology in a small number of (time) steps and it is simple and
easy to implement in a distributed fashion. The inherent simplicity of tradi-
tional flooding as well as its guaranteed success in disseminating information
everywhere, have been two of the main reasons for its wide-spread protocol in-
stantiations. However, by traversing all network links, the number of messages
forwarded in the network is (asymptotically) of the order of the number of the
network links (actually, more than the number of network links and less than
twice this number). Therefore, even though termination time (that is, the time
required to outreach all network nodes) is small (equal to the eccentricity of
each node and upper bounded by the network diameter), the aforementioned
increased number of messages is prohibitive in modern network environments
that are typically large-scale with respect to the number of nodes and network
links.

Typical examples of a large-scale modern network environment are Peer-to-
Peer (P2P) networks, [2], which, following the Napster legacy, [3], offer to
network users huge amounts of content of, basically, delay tolerant services
(e.g., files). While, the underlying structure present in structured P2P net-
works facilitates reaching the nodes with relatively low delay and message
overhead, [2], [4], [5], [6], the problem of disseminating information is a major
challenge in unstructured P2P networks, (e.g. Gnutella, [7]), as there is no
structure to take advantage of and support the design of an effective scheme.
As a result, a brute-force approach is followed, typically implemented through
resource wasteful approaches such as traditional flooding and some of its mes-
sage reducing variations, [2], [7], [8], [9], [10], [11]. For example, in Gnutella,
[7], controlled flooding is employed for searching purposes restricting message
flooding to a small number of L hops around the node that has initiated the
search. Such an approach — referred to hereafter as L-flooding — is scalable
in terms of the number of messages for small values of L but, at the same
time, it reduces the covered network area; the use of this approach would re-
duce the probability of success for the searching process in [7], particularly in
large-scale networks.

Message reduction during an information dissemination process is a key goal

Architecture) (IST-27489), SOCIALNETS (IST-217141) and the PENED 2003 pro-
gram of the General Secretariat for Research and Technology (GSRT) co-financed
by the European Social Funds (75%) and by national sources (25%).



in many protocol designs, [12], [13]. The idea of reducing the messages of tra-
ditional flooding by forwarding a message to neighbors probabilistically (with
some forwarding probability) and not deterministically lays behind probabilis-
tic flooding, [14], [15], [16], [17], [18], [19], [20]. There is clearly a trade-off
between the induced total number of messages and the network coverage (i.e.,
the fraction of network nodes reached by such messages): the smaller the for-
warding probability, the smaller the message overhead and the smaller the
network coverage.

The work presented here investigates probabilistic flooding when the underly-
ing network is a random graph, [21], and aims at designing such a scheme in a
way that the aforementioned trade-off is effectively managed. That is, achieve
high network coverage with a relatively small number of messages. Analytical
tools and results, borrowed from random graph theory, [21], [22], [23], [24],
[25], [26], are considered for analyzing probabilistic flooding and comparing
its performance against traditional flooding. Even though it has been shown
that some networks do not follow the random graph model but rather power-
law models, e.g., [23], [24], it is still valid that many useful results may be
extracted after studying random graph topologies, e.g., [17], [27], [28].

One of the main contributions of this work is establishing a connection between
random graphs and the probabilistic flooding network; the latter is defined to
be the network consisted of the (sub)set of links and nodes of the underlying
random graph network that are traversed by the messages under the proba-
bilistic flooding. This allows for the subsequent study of probabilistic flooding
in random graph topologies based on analytical tools borrowed from random
graph theory.

Another contribution of this work is the derivation of (asymptotic) analytical
expressions on the appropriate value of the forwarding probability, defined to
be the value for which the probabilistic flooding network consists (with high
probability) of a certain number of network nodes (e.g., all network nodes)
using the smallest possible number of messages. The case of reaching all net-
work nodes — which is equivalent to full network coverage or global network
outreach — is extensively studied here.

The (asymptotic) analysis has shown a significant decrease with respect to the
number of messages, reduced from the order of ©(N?) (i.e., traditional flood-
ing) to the order of O(N In(N)) (i.e., probabilistic flooding) in random graph
topologies of N nodes, for the case of global network outreach. Furthermore,
as it is analytically shown in this paper, the price paid for this reduction is
(a) an increase of the time required to cover a certain network area; (b) any
network coverage (e.g., global node outreach) is achieved with high probability
under probabilistic flooding as opposed to certainty under traditional flooding.
These analytical findings are supported by simulation results.



The analytical study has been extended to the case of L-coverage, achieved
when no node is away from a reached node by more than L- hops. This notion
of coverage (yielding overhead savings) is applicable to various practical cases
such as when a supplementing L-hop flooding (for small L) allows every node
to obtain the disseminating information, as it is the case under Gnutella men-
tioned before. The cases of L =0, L = 1 and L = 2 are studied here (the case
of L = 0 is equivalent to global network outreach mentioned before) and it
is analytically shown that there is a significant reduction with respect to the
number of messages when probabilistic flooding is employed and an L- cov-
erage is targeted. Given the small-world phenomenon in random graphs (i.e.,
significantly small diameters even for large network sizes), [22], [26], larger
values of L would have been significantly close to the network diameter for
network sizes of 10000 nodes (as it will be mentioned in Section 6, the sim-
ulation program had memory and performance limitations for network sizes
greater than 10000 nodes). For example, when L is equal to the network di-
ameter, information dissemination is obsolete since all nodes are by definition
less than or equal to L-hops away from any node, and thus from the source
node as well. Such a case is investigated at the simulations section.

Simulation results confirm the analytical findings of this paper and at the same
time explore various aspects not covered by the analysis. In particular, it is
shown that the probabilistic flooding network is (asymptotically) “bounded”
by two random graphs and that savings under probabilistic flooding are sig-
nificant when compared to traditional flooding (or controlled flooding in the
case of L = 1,2 for fairness issues as it is explained in more detail in the
simulations section). On the other hand, it is shown that termination time
does increase (even though at a smaller rate compared to message savings) as
it is also expected by the analysis.

In the following section, past related works are presented and particularly
those mostly related to this paper. Section 3 summarizes important results
from random graph theory that will be used throughout this work. Section
4 presents the probabilistic flooding scheme and discusses its relevance to
random graphs. Analytical (asymptotic) results are presented in Section 5,
and simulation results in Section 6. The conclusions are drawn in Section 7.

2 Past Related Work

The effectiveness of most of the works (including the one presented in this
paper) attempting to reduce the number of messages sent in a network, is fre-
quently established through comparison with traditional looding. Approaches,
like random walkers, e.g., [8], [10], may be seen as an entirely different class
which -while typically achieving low message overhead- results in large net-



work cover times. Hybrid probabilistic schemes (e.g., a local flooding process
initiated after a random walk) have also been proposed and analyzed, [10], as
well as other schemes that adapt the employed values of L for L-flooding in a
probabilistic manner, [11]. Another modification, [9], allows for network nodes
to selectively forward messages to their neighbors, thus significantly reducing
the number of messages in the network. Other approaches for filling the gap
between random walkers and traditional flooding have also been proposed.
For example, in [29] replicated random walker strategies have been studied
for various network topologies. Gossip strategies, under which messages are
forwarded based on local information, e.g., [12], [30], [31], [32], [33], [34], [35],
have also been on the edge of this research area for many years, e.g., for the
design of network protocols.

Probabilistic flooding has attracted considerable attention since its introduc-
tion, basically for providing scalable dissemination information approaches in
modern large-scale environments like P2P networks, e.g., [14], [15], [16]. Even
though — as already mentioned — its main disadvantage with respect to tra-
ditional flooding is its probabilistic nature, it may be employed in cases that
probabilistic guarantees are affordable given the subsequent savings with re-
spect to the number of messages. These trade-offs have been the focus of recent
studies, e.g., [18], [19], [20].

The most relevant works to the work presented here are those in [19] and [20].
In [19], Stauffer and Barbosa compare probabilistic flooding against a proposed
heuristic flooding that instead of employing a fixed forwarding probability for
all network nodes — as it is the case under probabilistic flooding — it adapts
accordingly based on a heuristic rule. In [20], Crisostomo, Schilcher, Bettstet-
ter and Barros, consider random graph topologies and — based on dominating
set properties — provide for suitable values of global network outreach based
on both analytical and simulation results.

Both [19] and [20] mention the relevance between random graphs and prob-
abilistic flooding in random graph topologies. However, none of these ap-
proaches either investigate this further or exploit this in their work, as it
is the case in this paper. Furthermore, the work in this paper focuses in more
general cases than global network outreach with respect to covering (notion
of L-coverage), that allow for further reduction of the messages forwarded in
the network.

3 The Random Graph Model

A network topology is typically represented by a graph G defined in terms
of a set of nodes V(G) and a set of (bidirectional) links £(G) connecting



pairs of nodes in V(G). Let the number of nodes in the network be denoted
by N (N = |V(G)|, where |X| corresponds to the number of elements of a
certain set X). Random graphs, mainly introduced by the pioneering work of
P. Erdés and A. Rényi, [21], have certain properties that are useful in shedding
light on the particulars of various networks like the Internet, social contact
networks, biological networks, web-page networks etc., [23], [24]. For most
of the cases, random graphs have been considered for studying topological
aspects of these networks (e.g., the average number of neighbors, the diameter
of the network, the emergence of the giant component etc.). In this work,
random graphs and their properties are used for understanding and analyzing
the information dissemination network created after performing probabilistic
flooding in random graph network topologies.

In the random graph literature there are two basic models (the binomial and
the uniform) for representing a random graph of N nodes. The first model —
denoted as G(N, p(IN)) — assumes a certain probability p(NN) for selecting each
link out of the (];[ ) possible links to become part of the particular random
graph G(N,p(N)) (in order to simplify the notation, in the sequel G(N, p)
will be used instead of G(NV,p(V))). Under the second model, a graph of N

nodes and M links is uniformly chosen out of the (%p) possible different

graphs of N nodes and M links and is denoted as G(N,M). Both models
are asymptotically equivalent provided that p(V) (];[ ) is close to M, [26], [22].
For the rest of this paper, the binomial model G(N, p) is considered. For this

model, the expected number of links is equal to p(N) (N)

, ) and therefore, in
order to ensure the equivalence of both previous models, it is assumed that
p(N )@7 ) ~ M. Furthermore, it is also assumed that N is significantly large
(e.g., such that p(N)(N —1) =~ p(N)N is satisfied), which is a basic assumption

in the literature of random graphs, e.g., [22], [26].

Based on the previously mentioned model description, it is easily derived that
for p(INV) = 0, there are no links in the resulting graph (M = 0) and G(N, p)
consists only of N nodes with no links among them (Figure 1.a), whereas
for p(N) = 1, the resulting graph is the complete graph (M = (];)) For
values of p(N) slightly higher than 0 (always under the assumption that N
is fairly large), some links start to be created among some nodes, creating
small components of a few nodes (Figure 1.b). Note that Figure 1 illustrates
the various stages of a random graph of N nodes — as probability p(N) (or
the number of links M) increases — using 2-dimension drawings for better
visualization. In general, a random graph is not expected to be a 2-dimensional
graph, [22].

For many properties of random graphs (and particularly for those useful for
the subsequent analysis of probabilistic flooding), it has been shown in the
literature that there exists a critical probability po(N) — for some property ¢



— such that if p(N) grows faster than pg (V) as N increases, then G(NN, p) has
property @, otherwise it does not. More formally, [23], [25],

0 if 28—,
lim Pr{G(N,p) has property Q} = pal) (1)
e Lif 2N oo,

In the sequel and based on this definition, any argument that a random graph
has property Q is made with high probability (w.h.p.). For the rest of this
paper, the following well-known asymptotic notations will be used: (a) p(N) =

O(pg(N)) if p(N) < Cpg(N) for some constant C' > 0 (limy_q pg(g\;) —-0&
O(p(N)) < O(po(N)), [37)); (b) p(N) = Qpe(N)) if p(N) > cpo(N) for some
constant ¢ > 0 (limp— oo % — 400 < O(p(N)) > O(pg(N)), [37]); and (c)
p(N) =0 (po(N)) if Cpo(N) > p(N) > epg(N) for some constants C, ¢ > 0.

~

Note that for some property ¢ and p(N) such that p(N) = © (po(N)),
limpy oo p];(é\]]\;) = ¢, [37], where ¢ is a positive constant (0 < ¢ < 400).
Therefore, the case of p(IN) = © (pg(V)) is not covered by the definition
given by Equation (1). The basic reason is that for p(N) = © (pg(N)), the
graph passes a phase transition period, [22], [26], 23], during which it “moves”
from a state in which it does not have property @) to a state in which it does
have property @ and therefore, it is not known for certain (not even with high
probability) whether it has or not property ). For the rest of this paper, nota-
tion p(IN) = © (pg(N)) is used to indicate such a phase transition with respect
to property @ (e.g., the emergence of the giant component that indicates that
the network becomes connected).

In this paper the interest is on three properties (Qo, @1 and @Q3) of random
graphs: (a) Qo: the graph is connected; (b) @1: the graph consists of a giant
component and some isolated nodes; and (c) @s: the giant component has
just emerged. The corresponding critical probabilities (lng\],v), lr;(fvv), and %,
respectively) as a function of N for each property are shown in Table 1, [22],
[26]. Note that, % > 1r12(7]]\7\7) > ﬁ, for large values of N. The analysis of
probabilistic flooding in random graph topologies presented in the following

sections is based on the emergence of these three properties.

Figures 1.c and 1.d depict a 2-dimensional illustration of these properties.
In Figure 1.c, where O (p(N)) < O(pg,(N)), the graph consists of numer-
ous isolated components. These isolated components become larger as p(N)
increases and at some point, the largest components are so large that it is
likely a new link to merge two of them resulting in a new, larger (merged)
component which, in turn, is likely to be further increased by a new link, etc.
Eventually, for p(N) = © (pg,(N)) the giant component emerges, as depicted
in Figure 1.d. As p(N) increases further such that O(p(N)) > O(pg,(N))



Table 1
Critical Probability Functions for Properties Qo, @1, and Qs.

Critical Probability | Property Description

Function

PO, (N) = % @2: Emergence of giant component. Some components
are also present along with some isolated nodes.

po,(N) = lnz(]]VV ) @1: Giant component and some isolated nodes.

P, (N) = ln](VN) Qo: Connected network.

and O(p(N)) < O(pg,(N)), the giant component increases further by con-
necting to the smaller components (i.e., graph has property ()2 and not prop-
erty @1 w.h.p.). For p(N) = © (pg,(N)), there exist only the giant compo-
nent and some isolated nodes, as depicted in Figure 1.e. Further increase of
p(N) such that O(p(N)) > O(pg,(N)) and O(p(N)) < O(pg,(N)) connects
the giant component to the isolated nodes (i.e., graph has property ¢; and
not property o w.h.p.). Finally, the network becomes connected w.h.p. for
p(N) = 0O (pg,(N)), as shown in Figure 1.f, and remains connected thereafter,

for O(p(N)) > O(pq,(N))-

S N P R WA
R P,
T S S T = Y
o P L /<-E‘f ~ o

¢ O(p(N)) < O(p@, (N))-

d. p(N) =0 (pg, (V). e. p(N) =0 (pg, (N)). £. p(N) =0 (pg,(N)).
Fig. 1. An example of a random graph G(N,p) (depicted in two dimensions).

The diameter (i.e., the maximum shortest path of all pairs of nodes in the
same component) of a random graph G(N, p), denoted as D(G(N, p)), is also
important for the subsequent analysis of probabilistic flooding. For O(p(N)) >

O(pg,(N)) is known to be proportional to %, [23], [36]. For the rest of

this paper, it is assumed that D(G(N,p)) = © (%), when O(p(N)) >

O(pq, (N)). For the case of O(p(N)) < O(pq,(N)) and O(p(N)) > O(pq,(N)),
the network diameter is equal to the diameter of the giant component, (the



network is not connected and there exists a giant component w.h.p.). Since
the number of nodes in the giant component are of the order of O(N), [26],
(23], a very rough idea about the diameter of the giant component is given
by O(In(NN)) (for this case the giant component looks mostly like a tree even
though some cycles do exist).

4 Probabilistic Flooding and Random Graphs
4.1 On Probabilistic Flooding

Under traditional flooding, messages arrive to all nodes having traversed all
network links. The total number of messages under traditional flooding can be
greater than the number of links of the network topology since either one or —
at most — two messages is possible to be forwarded over any link. Therefore,
the number of messages under traditional flooding over a network topology G
is of the order of © (|€|) (greater than |£| and less than 2|€]). This number
turns out to be fairly large for large N = |V(G)| resulting in the scalability
problems of traditional flooding. For instance, for a network topology modelled
as arandom graph, G(V, p), the number of messages under traditional flooding
is of the order of © (p(N) (g)) =0 (p(N)N%) which becomes very large
for large networks. This large message overhead leads, on the other hand, to
relatively short termination time (defined as the number of time steps until
the message dissemination is completed) bounded by the network diameter

D(G(N, p)) (i.c., O(D(G(N,p))).

a. A connected Gp(N). b. A probabilistic flooding network.

Fig. 2. An example of nodes (marked with ellipses) reached by probabilistic flooding
messages and the corresponding links (marked with thick lines) that these messages
have been forwarded over.

Under probabilistic flooding, [14], the initiator node (i.e., the source of the
information to be disseminating) sends a message to each of its neighbor nodes



with an (independent) constant forwarding probability ps(N). Any node re-
ceiving such a message forwards it to each of its own neighbor nodes (apart
from the node the message has arrived from) with probability p;(NN). Clearly,
for ps(IN) = 0, no messages are sent in the network, while for p;(N) = 1,
probabilistic flooding reduces to traditional flooding. As a result of probabilis-
tic flooding, a network can be defined that consists: (a) of the set of nodes
that have been reached by the messages plus the initiator node; and (b) of the
set of links over which these messages have been forwarded. This particular
network will be referred to hereafter as the probabilistic flooding network; an
example of such a network is depicted in Figure 2. It is trivial to show (based
on the definition of probabilistic flooding) that a probabilistic flooding net-
work is actually a connected network each link of which is created as a result
of message forwarding over the corresponding network link. Let P(G(N, p), py)
denote the probabilistic flooding network generated by applying probabilistic
flooding with probability p;(/N) over network G(XV, p).

An observation, that will be utilized later, is that some of the links of G(V, p)
become part of P(G(NV, p),ps) with probability ps(/V) (if only one of the end
nodes receives the message from an other link and take a forwarding decision),
some with probability p(N) =1 — (1 —ps(N))(1 —ps(N)) = 2ps(N) — p3(N)
(if both end nodes of the link receive the message from a different than their
common link and, thus, both make an (assumed independent) decision that
each fails with probability 1 — py(/V)) and some with probability 0 (if none of
end nodes receives the message).

4.2 L- Coverage of a network

The network coverage is typically defined as the fraction of network nodes
that are forwarded a message, or “covered ” by an information dissemination
process. In this paper (as also in [29]) the notion of coverage is extended
to that of L-Coverage (L an integer and L > 0) referring to the portion of
network nodes which are at most L hops away from a node that has received
the message and denoted by C(L). Clearly, C'(0) corresponds to the portion
of nodes that have actually received the message and if C'(0) = 1 a global
outreach has been achieved. Notice that C'(L) is non-decreasing with L. Notice,
also, that for traditional flooding C(0) = 1 and, thus, C(L) =1 for any L > 0
as well.

Since random graph networks have small diameters (known as the small-world
phenomenon), [23], [26], the interest is basically for coverage of L =0, L =1
and L = 2 and the main focus is to reduce as much as possible the number
of messages required to achieve C(L) = 1, for such values of L. It should be
mentioned that probabilistic flooding employs a probabilistic mechanism and
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therefore any claim that “a certain coverage C'(L) = 17 is always made with
high probability.

4.3 Probabilistic Flooding in Random Graphs

The objective when constructing a probabilistic flooding network is to keep
the number of its links (i.e., number of forwarded messages) as low as possible,
while striving to achieve a certain coverage C'(L) — 1. Clearly (and assuming
always that G(NN,p) is connected), for ps(N) = 1 the probabilistic flooding
network contains all network nodes and all network links of G(N, p). That is,
P(G(N,p),1) = G(N, p). The interest in the sequel of this section is on deter-
mining a value of ps(NN) (to keep the number of messages under probabilistic
flooding low) such that C(L) =1 w.h.p., for L =0, 1, 2.

Given that each node of a connected network is associated with at least one
link and most likely with several, removing a link from a network does not nec-
essarily disconnect (or “remove”) an associated node as well. In other words,
the decrease in the number of nodes in a network as a result of a decrease in
the number of links is expected to be lower than the decrease in the number
of links. Consequently, it is conceivable that all network nodes continue to be
included in a network (i.e., be connected) despite the removal of a number of
links w.h.p. This observation suggests that a probabilistic flooding network
with sufficiently high forwarding probability may still keep all the nodes “con-
nected” and in the network, despite a potentially significant removal of links
due to a decision not to forward a message over such links.

In view of the above discussion it is evident that as py(N) decreases, the
number of links in P(G(N, p), ps) decreases as well, while the number of nodes
in P(G(NV, p), py) decreases at a lower rate. Consequently, for a small reduction
in pg(NN) below the value of 1, it is expected that all network nodes still be
included in P(G(N, p),py), or C(0) = 1 w.h.p. Further reduction in the value
of py(N) will result in a further decrease in the number of network links, until
a small number of nodes of G(N, p) do not belong in P(G(N, p), py) (see also
Section 3). It is thus expected that there is a certain value for the forwarding
probability, denoted by pso(V), such that: (a) if O(ps(N)) < O(pso(N)), then
the probabilistic flooding network does not include all network nodes w.h.p.;
(b) if O(ps(N)) > O(pyo(IN)), then the probabilistic flooding network does
include all network nodes w.h.p.

The goal in the sequel is to derive an asymptotic expression for pfo(V) by
utilizing properties of random graphs (those already described in Section 3),
taking into consideration that since C'(0) = 1 w.h.p all network nodes are
expected to be part of the probabilistic flooding network and, in view of the
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latter and as discussed in 4.1, each of the links of G(N,p) will be included
in P(G(N,p),py) either with probability ps(N) or p(N). Thus, it is evident
that P(G(N,p),ps) contains on average more links than G(N,p x ps). Con-
sequently, when G(IV,p x py) is connected w.h.p., then P(G(N, p),py) is also
connected w.h.p. and, thus, includes all network nodes w.h.p. Note also that
since pg(N) < 2pg(N) — p3(N) = p(N); the equality holds for ps(N) = 1)
G(N,p x p) contains (on average) more links than G(N,p x py) and when the
latter network is connected the former is also connected w.h.p.

Based on the previous two observations, and assuming a certain value for
p(N), as pr(N) increases, it is expected that there will be some probability
value for py(N) for which G(N,p x p) becomes connected w.h.p. As ps(N)
increases further, P(G(N,p),ps) becomes connected (equivalently, C(0) = 1)
w.h.p. For further increment, G(N,p x pys) also becomes connected. Conse-
quently, the particular value of ps(N) (i.e., pso(N) for C(0) = 1) for which
probabilistic flooding disseminates information to all network nodes (global
network outreach) is “between” the values of p;(N) for which G(V, p x p) and
G(N,p x py) become connected. This is demonstrated later in Section 6 using
simulation results.

From the discussion in Section 3 it follows that random graph G(N,px py) be-

comes connected (or has property )g) w.h.p. when p(N)ps(N) = O (pg,(N)),
or pg(N) = © (%). On the other hand, random graph G(N,p X p) be-

comes connected when p(N)p(N) = O (pg,(N)), or p(N) = © (pié’](vjj)), or

ps(8) = © (1= \f1 = 2200 (since p(V) = 2p/(N) () and Op(N)) >
O(pg,(N)) in order to ensure connectivity of G(N, p)), [18], [37].

An interesting result is that even though G(N,p X p) becomes connected for
smaller values of ps(N) when compared to G(N,p X py) (as already mentioned
p > py for 0 < py < 1), these values have the same asymptotical order
and eventually, or pso(N) = O (1’;2?7]5/];’)) as it is shown in Lemma 1. This
asymptotic result suffices for the analysis purposes in the following section

and the subsequent simulation results.
Lemma 1 Random graph G(N,p x p) and random graph G(N,p x ps) become

connected for values of py(N) of the same asymptotic order, provided that
random graph G(N,p) is connected.

PROOF. Given that random graph G(N, p) is connected, based on Equation

.. . p(N) PQo (V) :
1, this is equivalent to Poc) +00, or == < 1. It is easy to show that
Py (V) > 1—4/1— o) 4o satisfied. For this, it is enough to show that

p(N) p(N)
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Paa (™) Py (V)
1= 2 1= 5.

V1—2>1—afor 0 <z <1, which in this case for x = pi&(v];/)'

is satisfied. The latter expression is valid since

The next step is to show that there exists some constant 0 < ¢ < 1, such

PQo (V) PQo(N) . . _ pgy(N) .
that 1 — W >c p?N) is satisfied. Let z = p?N) .The caseof z =0

and z = 1 is trivial so the focus next is on 0 < z < 1. It is sufficient to
show that there exists a constant 0 < ¢ < 1, such that 1 — /1 —2 > cux,
orl—cx>+1—x or c< I’Vl’”‘“ . Let f(x) = 1”1"” . The first derivative

fl(z) = %= zﬁle”” has no solutlon in0<z<l. That means that for 0 < z <

1, f(z) either monotonically increases or monotonically decreases. For x — 1,
lim,_; f(z) = lim,_,; =% Vzl_’” =vize

lim,_. (1_(7 Vxl)/_m)/ = lim,_.q = lim,_.o %/%7 = 0.5. Since lim,_. f(x) <

lim,_,; f(x)-and in view of the monotonicity of f(z) argued above- it is implied
that f(x) monotonically increases and therefore, f(x) > 0.5, for 0 < z < 1.

= 1. For z — 0, lim,_o f(x) = lim,_g

1
21—z
1

Eventually, for any ¢ < 0.5 it is satisfied that ¢ < f(z) = = Il_x, for

PQq () PQo(N) . : : PQo ()
0 <z < 1,o0r, 1 —4/1— i?N) > ¢ {f)?N) is satisfied. Since % >
1—4/1— pi?}&/)) > ch?J%[) is satisfied, then 1 — /1 — pi?]ig) =06 (pi&%f))'

Consequently, pso(N) = O (p 2?%”), and the lemma is proved. O

So far, the case of global network outreach (i.e., C(L) = 1 for L = 0) w.h.p. has
been studied. The study for L = 1 and L = 2 follows the previously described
steps with respect to properties )1 and (). For instance, if G(V,p x py) has
property (1 w.h.p., it is expected P(G(N,p),py) to include the majority of
the network nodes (as it is the case for the giant component of G(N,p X py)
that consists of the majority of the network nodes) and those nodes that are
not part of P(G(N, p), ps), to be at most 1 hop away from at least one node
of P(G(N, p), py) (since an increase in ps(NN) could result in the creation of a
new link between these nodes and a node of the giant component). Assuming
pr1(N) to be the particular probability such that C'(1) = 1 is satisfied w.h.p.,

it is derived that ps(N) = O (p Q(IN) ) The same applies for L = 2 and

property 2. Therefore, assuming pro(N) to be the particular probability

such that C'(2) = 1 is satisfied w.h.p., it is derived that pss(N) = © (p%(vjj)).
Figure 3 depicts (asymptotic) numerical values of ps (V) as a function of N
for L = 0,1,2, using the results depicted in Table 1. For this particular case,
the underlying network topology is considered fixed, and therefore p(N) is a

positive constant.
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Fig. 3. pf.r.(N) as a function of N for L =0,1, 2.

5 Asymptotic Analysis

The asymptotic expressions derived in the previous section are considered
next to asymptotically analyze probabilistic flooding and compare it against
traditional flooding, with respect to the number of messages required and
termination time (upper bounds) until a certain coverage C'(L) = 1 is achieved.
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Fig. 4. Ryro(N) as a function of N for various values and asymptotic orders of
p(N).

For the case of global network outreach or C'(0) = 1, it is known that the num-
ber of messages under traditional flooding is of the order of © (p(N VLN )
Under probabilistic flooding, a probabilistic flooding network P(G(N, p), py) is
created, and therefore, the number of messages is of the order of the number
of links of this network, or © (£(P(G(N,p),py))). Based on the study pre-
sented in the previous section, the number of messages under probabilistic

flooding for global network outreach are of the order of © (pQO(N ) N(]\;_l)), or

© (lnj(v ) N(]; 1)) or © (% ln(N)ﬂ), or © (N In(N)). Assuming p(NV) to be con-
stant note that under traditional flooding, the number of messages is of the or-
der of ©(N?) while under probabilistic flooding are of the order of ©(N In(N)),
which is a significant reduction compared to traditional flooding that becomes
more significant as N increases, as illustrated in Figure 4.a. Let Ry (N) de-
note the (asymptotic) fraction of messages under probabilistic flooding over
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those under traditional flooding for some L, or, Ry (N) = %. For

the case of L =0,

Ryo(N) =

p(N)N- @)

Obviously, Ry o(N) — 0, when N — +oo (O(p(N)) > O(pg,(N)) = O(%))

Note that in strict terms, Ry o(N) = @< ;?]g,];]])v . However, in order to simplify

the notations in the sequel ©(-) will not appear for both Ry ,(N) and Ry 1 (N)
(to be defined later).

As already mentioned, since G(NV,p) is a connected network w.h.p., then
O(p(N)) > O(pg,(N)) = O(%) For p(N) = © (%) (which means that
G(N, p) has just become connected), it is interesting to see that Ry o(N) =
©(1), which apparently demonstrates the fact that there is no advantage un-
der probabilistic flooding when compared to traditional flooding for this case
(the number of messages is the same under both probabilistic flooding and
traditional flooding). Actually, this particular case is (asymptotically) equiv-
alent to pg(N) = 1, for which probabilistic flooding reduces to traditional
flooding. In order to explain further this observation, note that for the case
of p(N) =06 (IH%V)), G(N, p) has just become connected w.h.p. which appar-
ently means that the number or “redundant” links (links over which traditional
flooding forwards messages and probabilistic flooding “saves” by probabilisti-
cally “avoiding” to do so) is significantly reduced. The shape of the network —
even though it contains cycles — looks mostly like a tree, [22], [26], and there-
fore, the ability of probabilistic flooding to “avoid” forwarding messages over
“redundant” links is reduced.

As p(N) increases asymptotically, the potential advantage of probabilistic
flooding increases, as it is shown in Figure 4.b for various functions of p(N)
of different asymptotic order (i.e., @, ‘/NJI\I,I(N), ‘/NIJI\I,Q(N)), [37], in order to

illustrate in more depth how p(NN) affects R 0(N). Note that as p(N) in-

creases (% < \/N;\?(N) < \/NIJI\I,Q(N)), Ryro(N) decreases which means that the
savings in messages under probabilistic flooding increase when compared to
traditional flooding. However, assuming large values of N but not that large
such that N — 400, and p(N) = 1, Ryo(N) — % > 0, which is the
asymptotic lower bound with respect to N. Still, as N — 400, Ryr0(N) — 0.

It should be mentioned that the tightest lower bound with respect to the
number of messages for global network outreach is N — 1 for any (connected)
network of N nodes, assuming that there is global knowledge available regard-
ing the topology of the network in order to derive the appropriate paths for
the forwarded messages in the network (e.g., creating a spanning tree). Such
global knowledge cannot be assumed for the large-scale and dynamic network
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environments considered in this work. What is interesting is that the number
of messages under probabilistic flooding — that assumes no global knowledge
for the network topology G(V,p) — is (asymptotically) close to the optimal
one — that requires global knowledge — in the order of ©(In(NV)) (©(N In(N)))
and N — 1 messages, respectively).
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Fig. 5. Rro(N) as a function of N for various values and asymptotic orders of p(N).

The reduced number of messages under probabilistic flooding is achieved at
the expense of larger termination delays. This is shown by comparing the net-
work diameter of G(NN, p) and P(G(N, p), ps), for ps(N) = © (m( )) (the upper
bound of termination time corresponds to the network diameter). Let Ry 1 (N)
denote the (asymptotic) fraction of the network diameter of the probabilis-
tic flooding network over the network diameter minus L (for fairness issues
as it will be explained in the sequel in Section 6), for some L = 0,1,2, or
Rrp(N) = w Given that for L = 0, D(G(N,p)) = © (ﬂ)

D(G(N,p))—L 1 In(p(N)N)
D(B(G(N,p),ps)) = O (DC(N,p=py))) = O (mrmeizyw) according to
Lemma 1, and p(N)ps(N) = © (lng\jfv)), it follows that,

N
Rro(N) = pON) 3)

In (In(N))

Figure 5 depicts Ry (V) for various values and asymptotic orders of p(IV).
It is observed that (the upper bound of) termination time does not increase
as rapidly as the number of messages decreases. For instance, for N = 10000
and p(N) = 0.8, as it is depicted in Figure 4.a, Ry o(N) ~ 0.1%, and as
depicted in Figure 5.a, Rro(N) ~ 4.03%. So, in asymptotic terms and the
particular depicted case, probabilistic flooding employs 0.1% of the messages
required under traditional flooding, at the expense of increasing the (average)
upper bound of termination time 4.03 times. Given that diameters in random
graph topologies are basically small (as already mentioned it is known as the
“small world” phenomenon, [22], [23]) a time delay upper bound of the order
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of 4.03 x D(G(10000, 0.8)) may be viewed as small and thus not be prohibitive
for employing probabilistic flooding.

Apart from the aforementioned increment of the (average) upper bound of
termination time, another drawback of probabilistic flooding is the (unavoid-
able) employment of a probabilistic process instead of a deterministic one as
it is the case under traditional flooding. For example, reduction of the num-
ber of messages under probabilistic flooding takes place at the cost of being
achieved only with high probability, whereas under traditional flooding it is
guaranteed.

So far in this section the global network outreach case (i.e., L = 0or C(0) = 1)
has been studied. The cases corresponding to L = 1 and L = 2 are naturally
expected to yield smaller number of messages under probabilistic flooding —
compared to traditional flooding — since the particular values of p;(NN) are
expected to be (on average) smaller than those ensuring global network out-
reach (i.e., C(0) = 1) w.h.p. Given that the case of L = 1, corresponds to

property @)1, as it can be seen from Table 1, pg, (N) = % =0 (%) It
is evident that the asymptotic analysis that has been previously followed for
L = 0 applies to this particular case as well. Note, that the resemblance is only
asymptotic and savings with respect to the number of messages are greater
for the case of L = 1 than for the case of L = 0 under probabilistic flooding,

as it will be demonstrated by simulations in the following section.
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Fig. 6. Ryr2(N) as a function of N for various values and asymptotic orders of
p(N).

The case of L = 2, is different than the case of L = 1 and L = 0, since
P, (N) = . Following the same steps as for the case of L = 0, it is concluded
that,
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Rpr2(N) for various values of p(N) is depicted in Figure 6. Note that for
N = 10000 and p(N) = 0.8 as depicted in Figure 6.a, the (asymptotic) savings
with respect to the number of messages is about 0.01% as opposed to 0.1%
depicted in Figure 4.a.

6 Simulation Results and Evaluation

The purpose of the simulation results presented in this section is two-fold: (a)
to support the claims and expectations of the analysis; and (b) to provide
for further insight into various aspects of probabilistic flooding in random
graphs. A simulation program was developed in C programming language and
random graph topologies up to 10000 nodes were created, while traditional
and probabilistic flooding was considered over these topologies. The presented
results are averaged values of 100 independent runs. For each run the initiator
node was randomly selected and different seeds with respect to pseudorandom
sequences (governing the selection of initiator nodes, the creation of topologies
and message forwarding under probabilistic flooding) were used. In many cases
p(IN) = 0.0008, that is a value large enough for G(V, p) to be connected and at
the same time small enough in order for the resulting topology to be of reduced
number of links which corresponds to a worst-case scenario under probabilistic
flooding when compared against traditional flooding. Let C'(L) denote the
averaged (coverage) fraction of nodes that belong to either the probabilistic
flooding network or the giant component of the under consideration random
graph, depending on the case. Let Ry (N) (Ry,(N)) denote the averaged
fraction of the number of messages (termination time) under probabilistic
flooding over that under traditional flooding for L = 0,1, 2.

6.1 Bounded Probabilistic Flooding
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Fig. 7. C(0) as a function of ps(N) for N = 10000 and p(N) = 0.0008.
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Deliverable D3.2: Adaptive Situated Content Provision

Appendix E - [Probabilistic Flooding for Efficient
Information Dissemination in Random Graph Topologies]

Reprint of:

K. Oikonomou, D. Kogias, and 1. Stavrakakis, Probabilistic Flooding for Efficient
Information Dissemination in Random Graph Topologies, Computer Networks
Journal (to appear), 2010b.



SOCIALNETS

Appendix F - [Design and performance evaluation of
ContentPlace, a social-aware data dissemination system for

opportunistic networks |
Reprint of:
Chiara Boldrini, Marco Conti, and Andrea Passarella, Design and performance

evaluation of ContentPlace, a social-aware data dissemination system for
opportunistic networks, Computer Networks, 2009



Deliverable D3.2: Adaptive Situated Content Provision

Appendix G - [Modelling Data Dissemination in
Opportunistic Networks]

Reprint of:

Chiara Boldrini, Marco Conti, and Andrea Passarella, Modelling data dissemination
in opportunistic networks, In Proceedings of the ACM MobiCom Workshop on
Challenged Networks (CHANTS 2008), San Francisco, CA, USA, 15 September
2008.



SOCIALNETS

Appendix H - [Social Micro-blogging without the Internet]

Reprint of:

S. M. Allen, G. Colombo, R. M. Whitaker, Social Micro-blogging without the
Internet, In Proceeding of the Second ACM/SIGMOBILE International Workshop
on Mobile Opportunistic Networking (MobiOpp), Feb. 22-23, 2010, Pisa, Italy,
2010a.



Deliverable D3.2: Adaptive Situated Content Provision

Appendix I - [Cooperation through Self-Similar Social
Networks]|

Reprint of:

S. M. Allen, G. Colombo, R. M. Whitaker, Cooperation through Self-Similar Social
Networks, ACM Transactions on Autonomous and Adaptive Systems (TAAS) to
appear, 2010c.



SOCIALNETS

Appendix L — [A provably secure secret handshake with
dynamic controlled matching]

Reprint of:
A. Sorniotti and R. Molva. A provably secure secret handshake with dynamic

controlled matching. In IFIP SEC 2009, 24th International Information Security
Conference, May 18-20, 2009, Pafos, Cyprus , 2009.
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Appendix M - [Privacy in Content Based Opportunistic
Networks]|

Reprint of:

Abdullatif Shikfa, Melek Onen and Refik Molva. Privacy in content-based
opportunistic networks. In Proceedings of WON 2009, 2nd IEEE International
Workshop on Opportunistic Networking, Bradford, May 29, 2009.



